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PR body R4AH T —HAJi&E: "Add support for model https://huggingface.co/internim/Intern
-S2-Mobius", #AWIFKZEIL VLLM BE%S B MBI HIEIZ Hugging Face R, MM H
%, Intern-S2-Mobius B XARFHEE 2 MoE £ BH MTP 3k, EtAR PR TERNITHAS
EAXATHERE, £ELFK MoE § MTP R = K88, mAREEEM—MERE,
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1. PR T 523, viim/model_executor/models/interns2_mobius.py, g
InternS2MobiusModel (#7& EagleModelMixin, X% #F torch.compile) , L&
InternS2MobiusMetaMoeBlock: —AMEZ AN decoder B EF B EH MoE bank, AWERHA
FusedMoEFactory #32%%. H ReplicatedLinear #f gate, 3% #F is_internal_router
5 sequence-parallel HIAD K. InternS2MobiusSharedExpertBlock N £
Qwen2MoeMLP 1A B ZE K, InternS2MobiusDecoderLayer 183 layer type &
QwenGatedDeltaNetAttention (linear_attention) 5§ Qwen3NextAttention (
full_attention) Z[8]3%&3%¥, mAIEEEN layer_idx % num_blocks A—A nn.ModulelList %
S meta_mlp SRATHER, SHEEZLTRMEMAM, K Mobius RHFHE MoE #aFh; H
BRSZEL T SP 3% & T all-gather/reduce-scatter BYER )05 45,

2. MTP #ZAARRLIERD vlim/config/speculative.py, TE hf_config_override F3E
interns2_mobius 5 intern_s2_preview &3 %32 : It Mobius &
text_config.model_type BX5 A gwen3_5_moe_text, FFIE mtp_num_experts.
mtp_num_experts_per_tok s 3| num_experts. num_experts_per_tok, 1£ FusedMoE
REIEFMZE; MER—MATE] qwen3_5_mtp Z2M, $EE InternS2MobiusMTP fEA AR
A,



3. MoE X ERRE, 2BIFE triton_moe.py. trtlim_bfl16_moe.py. trtlim_fp8_moe.py
R TritonExperts. TrtLImBf16ExpertsBase. TrtLImFp8ExpertsBase #3g&AH 7%
is_supported_config: Triton E3EX 32 XFEH padded EREK/NF 1024 (
moe_align_block_size FR%|) , TRTLLM /E3HZE K num_experts <= 2048 (Flashlnfer
TRTLLM routing fR#|) . Al ERRERBMEATARE, A2 NAZEG AR

4. FEREEM viim/model_executor/models/registry.py. T ZBESMER T MK b F3E
InternS2MobiusForConditionalGeneration -> interns2_mobius £ B, 7 MTP/ % AAR
SEMER BRI InternS2MobiusMTP -> interns2_mobius.InternS2MobiusMTP % B,

5. MR G XA4EE, tests/models/registry.py ARNEMFTE HfExamplesinfo (AFR
internlm/Intern-S2-Mobius, is_available_online=False, BRI FRfALEEL T EHMR) ;
docs/models/supported_models.md 3&in—4T X IF xR,

KX
« vlim/model_executor/models/interns2_mobius.py (#3k R SZH,: 25| source; EH

core-logic; 55 InternS2MobiusProcessinglnfo, InternS2MobiusMetaMoeBlock,
InternS2MobiusSharedExpertBlock, InternS2MobiusDecoderLayer) : #3¢ 562 4THH
FoW, BEHE MetaMoE 3R, HEELR, WEH decoder BE5 MTP X, EXRRETE
BIAZ S,

« vlim/config/speculative.py (13 ECEBRET; KA source; £ core-logic; &F5
hf_config_override) : hf_config_override F#3E interns2_mobius 4%, B XAFEHE

V3—1 A gwen3_5_moe_text HiTFH MTP EXKEk, RZE MTP XAARMD T IERME,

« vlim/model_executor/layers/fused_moe/experts/triton_moe.py (¥ MoE W#%; 25|
source; £ data-contract; &5 is_supported_config) : A TritonExperts Hr3g
is_supported_config, FR#l| padded & REH/NTF 1024, #% MoE align AZEBKRKER
BTEK; XEX2F MoE kernel 3#EFZENT E,

« vllm/model_executor/layers/fused_moe/experts/trtlilm_bf16_moe.py (3R MoE W#XZ;
255 source; ER data-contract; 5 is_supported_config) : A
TrtLImBf16ExpertsBase #3& is_supported_config, FR#| FlashInfer TRTLLM routing
&% XF 2048 £X,

« vllm/model_executor/layers/fused_moe/experts/trtlim_fp8_moe.py (#£3k MoE WAX; £
B source; £ data-contract; fF5 is_supported_config) : A
TrtLImFp8ExpertsBase #3& is_supported_config, 5 BF16 RAAMEEE 2048 £F LR,

« vllm/model_executor/models/registry.py (#ik AT M; 25| source; ER

data-contract) : JEMt InternS2MobiusForConditionalGeneration 5
InternS2MobiusMTP B/ NEM AT,

. tests/models/registry.py (#£3% MIREE; K7 test; KA test-coverage) : AFMANHITE
HEAE _HfExamplesInfo MRS B, 1B is_available_online=False, RMCEM & A M
=,

« docs/models/supported_models.md (13 R XA4; FKF| docs; FEAE documentation) :
B X IFRER RAL, /0 Intern-S2-Mobius AH,



KBS InternS2MobiusMetaMoeBlock.init, InternS2MobiusMetaMoeBlock.forward,
InternS2MobiusSharedExpertBlock.init, InternS2MobiusSharedExpertBlock.forward,
InternS2MobiusDecoderLayer.init, InternS2MobiusDecoderLayer.forward,
InternS2MobiusModel.init, InternS2MobiusModel.forward, get_layer,

hf_config_override, TritonExperts.is_supported_config,
TrtLImBf16ExpertsBase.is_supported_config, TrtLImFp8ExpertsBase.is_supported_config

KPR R B
vlim/model_executor/models/interns2_mobius.py

¥ 562 TR S, BEHEE MetaMoE 3k, £EEF, WEA decoder B5 MTP X3
. BARORE B,

def forward(
self,
hidden_states: torch.Tensor,
residual: torch.Tensor | None,
positions: torch.Tensor,
meta_mlp: nn.Modulelist,
) -> tuple[torch.Tensor, torch.Tensor]:
#ICRUARNTE token #, B4 SP 1% / &HERBRERY
full_num_tokens = positions.shape[-1]
# HlErE AR T BER sequence-parallel 2 : RAYRBHAT SP MoE.
# BERER. BATHS BE token $R—HKI A EE % all-gather
input_is_sequence_parallel = (
self.use_attn_reduce_scatter_for_moe
and residual is not None
and hidden_states.shape[0] = full_num_tokens

if residual is None:
# BERRAKRE, BEEXNMAM RMSNorm
residual = hidden_states
hidden_states = self.input_layernorm(hidden_states)
else:
# EHBEEERERMEN norm, P —K kernel B3k
hidden_states, residual = self.input_layernorm(hidden_states, residual)

if input_is_sequence_parallel:
# M SP 2 RRERERFIE T RRENEEA
hidden_states = tensor_model_parallel_all_gather(hidden_states, 0)
hidden_states = hidden_states[:full_num_tokens]

# RIE HF BE B layer_type #FELMEE A (Gated DeltaNet)
# HAEEAH (Qwen3NextAttention)
if self.layer_type == "linear_attention":
hidden_states = self.linear_attn(hidden_states=hidden_states)
else:



hidden_states = self.self_attn(
hidden_states=hidden_states,
positions=positions,

if self.layer_scale:
scale = self.attn_layer_scale.to(hidden_states.dtype)
hidden_states = hidden_states * (scale[0] + 1)

if self.use_attn_reduce_scatter_for_moe:
# 77 MoE By EP/SP 2K, attention ¥t % reduce-scatter EI& A,
# LB rank RIFARMEREEZMN token F5
tp_world_size = get_tensor_model_parallel_world_size()
sp_pad = (-hidden_states.shape[0]) % tp_world_size
hidden_states = torch.nn.functional.pad(hidden_states, (0, 0, 0, sp_pad))
hidden_states = tensor_model_parallel_reduce_scatter(hidden_states, 0)
if not input_is_sequence_parallel:
# RERCENREFN DR AR, REFLF

residual = sequence_parallel_chunk(residual)

hidden_states, residual = self.post_attention_layernorm(hidden_states, residual)
# Mobius #a3h: FiA decoder BEHZE num_blocks A MetaMoE 3%,
# RESBRERREER, EERVEEERNSKE
block_idx = self.layer_idx % self.num_blocks
routed_output = meta_mlp[block_idx](
hidden_states,

already_sequence_parallel=self.use_attn_reduce_scatter_for_moe,

)
# BBETRAMHSEEXFTER (Qwen2MoeMLP) #itiA8 A

hidden_states = routed_output + self.mlp(hidden_states)

if self.layer_scale:
scale = self.ffn_layer_scale.to(hidden_states.dtype)
hidden_states = hidden_states * (scale[0] + 1)

return hidden_states, residual

vlim/config/speculative.py

hf_config_override F#3%E interns2_mobius 2%, ¥XAFEE)T—A
gwen3_5_moe_text 33T MTP £RE, HRE MTP RAARR RET EFMZE,

if hf_config.model_type in ("intern_s2_preview", "interns2_mobius"):
is_mobius = hf_config.model_type == "interns2_mobius"
text_config = getattr(hf_config, "text_config", None)
# Mobius B XXURFER KRG EZ MoE, TEM Preview —+£ 5 model_type KT
is_moe = is_mobius or (
getattr(text_config, "model_type", None) == "qwen3_5_moe_text"

)

if is_mobius:



# BXARFEREIT—A gwen3 5 moe_text, HIE MTP TR ERETH
# 3| num_experts / num_experts_per_tok, it FusedMoE &ZIE CECE fy3E
assert text_config is not None
text_config.model_type = "qwen3_5_moe_text"
text_config.num_experts = text_config.mtp_num_experts
text_config.num_experts_per_tok = text_config.mtp_num_experts_per_tok
# %i—& Qwen3.5 B9 MTP 2244, {8 Mobius A EJEH InternS2MobiusMTP
hf _config.model_type = "gqwen3_5_mtp"
n_predict = getattr(text_config, "mtp_num_hidden_layers", None)
architecture = (
"InternS2MobiusMTP"
if is_mobius
else ("Qwen3_5MoeMTP" if is_moe else "Qwen3_5MTP")
)
hf_config.update(
{
"n_predict": n_predict,
"architectures": [architecture],

)

vliim/model_executor/layers/fused_moe/experts/triton_moe.py

A TritonExperts #73¢ is_supported_config, FR#l padded & REH/NF 1024, # % MoE
aligh REZEBRKERKT LK, XEXN2F MoE kernel #tFZENYT &,

@staticmethod
def is_supported_config(
cls: type[mk.FusedMoEExperts],
moe_config: FusedMoEConfig,
weight_key: QuantKey | None,
activation_key: QuantKey | None,
activation_format: mk.FusedMoEActivationFormat,
) -> tuple[bool, str | None]:
# ERERIGERARE (Efb. activation &R, &E&EF)
supported, reason = mk.FusedMoEExperts.is_supported_config(
cls,
moe_config,
weight_key,
activation_key,
activation_format,
)
# 3 CUDA FE&TMESMNRE, EERERELLE L
if not supported or not current_platform.is_cuda_alike():
return supported, reason

# triton_moe WAXHY moe_align_block_size & X XTF 3| 32,

# YT ERD 1024 HAZRATH, XERARERMHEIR
padded_num_experts = (moe_config.num_experts + 31) // 32 * 32
if padded_num_experts >= 1024



return False, (
"kernel's moe_align_block_size requires fewer than 1024 padded experts"

)

return True, None
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4. MTP BB ESIRMFEBRGEEM: speculative.py #F assert text_config is not None, 3
BBAKFT mtp_num_experts. mtp_num_experts_per_tok & HF BE X FE, ¥ LKERE
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