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FlashAttentionCuTeDSLCompileSpec (& compile() 5 request_key()) W% dataclass.
torch &N, BEARBEPZMERANNES,

# vlim/v1/attention/backends/fa_utils.py (ZXEE)

# REHRIET £ 34F flash-attn 2, MR PR RIRT THEZXEEHN



# FlashAttentionCuTeDSLCompileSpec ##E3 (& compile() 5 request_key()) ,
# BACELERARA, MREERXIGREEITREASRAEFEE,
from typing import Any

import vlim.envs as envs
from vlim.logger import init_logger
from vlim.platforms import current_platform

logger = init_logger(__name_ )

# iEFE ROCm F & 2 & A LF flash-attn, EIR¥IELETHRZE B BB K.
_ROCM_FLASH_ATTN_AVAILABLE = False

if current_platform.is_cuda():
from vlim._custom_ops import reshape_and_cache_flash
from viim.vlim_flash_attn import (
compile_flash_attn_varlen_func_from_specs,
flash_attn_varlen_func,
get_scheduler_metadata,
)
elif current_platform.is_xpu():
from vlim import _custom_ops as ops
from vlim._xpu_ops import xpu_ops
reshape_and_cache_flash = ops.reshape_and_cache_flash
flash_attn_varlen_func = xpu_ops.flash_attn_varlen_func
compile_flash_attn_varlen_func_from_specs = None
get_scheduler_metadata = xpu_ops.get_scheduler_metadata
elif current_platform.is_rocm():
from vlim.platforms.rocm import on_gfx1250
compile_flash_attn_varlen_func_from_specs = None
try:
if on_gfx1250():
from aiter.ops.triton.mha import flash_attn_varlen_func
else:
from flash_attn import flash_attn_varlen_func
_ROCM_FLASH_ATTN_AVAILABLE = True
except ImportError:

def flash_attn_varlen_func(*args: Any, **kwargs: Any) -> Any:
package = "aiter" if on_gfx1250() else "flash-attn"
raise ImportError(
f"ROCm platform requires upstream {package} "
f"to be installed. Please install {package} first."

def get_scheduler_metadata(*args: Any, **kwargs: Any) -> None:
return None

from vlim import _custom_ops as ops



reshape_and_cache_flash = ops.reshape_and_cache_flash

vlim/model_executor/kernels/linear/cute_dsl/skinny_gemm.py

CuTeDSL ¥ GEMM %miFERKXIME O BULSR, MR T request_warmup() BEA %, BDT
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# vllm/model_executor/kernels/linear/cute_dsl/skinny_gemm.py (ZBEJ5)
# JRETH —A request_warmup(dtype, shapes) BE %, 71T (M, N, K)
# RERBIRAREARAAT R, PR IMRZEE EARERARAACEE
# 1 request_warmup_configs EAEREE, BELRBAGFENMNE,
def request_warmup_configs(
self,
dtype: torch.dtype,
configs: Iterable[SkinnyGemmConfig],

*

has_residual: bool = False,
) -> None:

"EREEHBRAARFEANESNERE, "

# REEKEIEST, BREERIFHE— (dtype, config, has_residual),

self._warmup_configs.update((dtype, config, has_residual) for config in configs)

# FUEM—>K warmup provider, BREE MSREMERIINE o

if self._warmup_registered:
return

from vllm.model_executor.warmup.cutedsl_warmup import (
register_cutedsl_warmup_provider,

)
register_cutedsl_warmup_provider(self)
self._warmup_registered = True
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