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MTHE

« —A]3E: K3 FP8 MLA prefill X3#F3E 16 B/, KETXAH OOM

- WESE: ESKEIR, X& ROCm MLA FP8 IR T lkernel HFEXR] § ESERL
¥ FPRENBMAER, EBRT WA replicate-pad/slice-back /0 &3 N #E asm
kernel 9B, WURITEI % — helper % metadata 5§ forward TEER, X
get_fp8_prefill_num_heads Byi&it. workspace fbit scratch 0%, MUK review &
% num_real_heads in-kernel XIFWELRE,

THRES B

Kimi-K3 £ TP8 T4 rank {XFH 12 4 attention heads, i AITER FP8 MLA asm prefill (
mla_prefill_ps_asm_fwd + mla_reduce_v1) BRITMERK num_heads % 16 == 0, FIK K3
ERZ| BF16 FMHA fBERRAZ; 1ZEERMEZEN bf16 T/EERAE FP8 KV 3t accounting SEE
N, KETX (4 197k tokens) BHESE arena #R OOM, i KV pool #EAERE 4%, PR
body BAFATE HiX 2 #50578 (asm decode pad 12—16) 8 prefill }¥NER4%, FIA MLA &
AN query head EHE latent KV EXiHE MR, 4% head ERE| 16 B EZEFEFHEE,

SRR

1. 7538 fp8 prefill_enabled 184 (vlim/v1/attention/backends/mla/rocm_aiter_mla.py)
. B _fp8_mla_prefill_supported() and self.num_heads % 16 == 0 B A R Ek
kv_cache_dtype_str == "fp8". model_config.dtype == torch.bfloat16 #a
AiterMLAHelper.is_valid_num_heads(self.num_heads); X# bf16 KV REFRESTE PS
workspace, fp16 EEM ARSI bf16 HHMAENIRIEA fp16 (review PLRIBIE S gap)

2. %— head pad B#r3| helper: #3% AiterMLAHelper.get_fp8_prefill_num_heads, it
_init_fp8_prefill_ps_buffers 5 _build_fp8 prefill_ps_metadata B4 num_head_k A
max(16, num_heads) R A% helper 53, {# work/reduce maps 5§ forward 52Fr pad
TE—K; KN E AR partial tiles (ged M 4 & 16) , 520 batch=1/glen=512 &t
HRERBFEM 193.6 MiB &3l 68.6 MiB, AKETFTXHEHL 6 GiB,

3. mla_fp8& prefill_attn A replicate-pad 5 slice-back: X3 16 fZ¥ k¥ (m 12) A
#50578 5| ABJ get_mla_padded_qg ¥ Q/K/V pad E| 16, 3=4T PS asm prefill 5§
mla_reduce_v1 FiEiMB I EESZ num_heads,



4. workspace fL#IH scratch: out_3d AE R torch.empty B8 A M2 workspace
manager B get_simultaneous A FIKEX, 5 logits/attn_lse/final_lse F—XJR, # &
per-call LB, I _init_fp8_prefill_ps_buffers B Z AR, EBTHA
ATTN_OUT_DTYPE = torch.bfloat16 B % —HE 2 H5 workspace TIE dtype,

5. MiX B = tests/kernels/attention/test_rocm_aiter_mla_fp8_prefill.py $§#—
NUM_HEADS = 16 2k 3 HEAD_COUNTS = [12, 16, 24], &Z%"3E divisor pad B 16" %
% pad #IH AL pad B| 32°=F regime; _make_impl 5 _build_prefill_metadata 3&n
num_heads 5 attn_out_dtype £%&, #73¥¢ test fp8_prefill_matches_reference 531t 5
test_fp8_prefill_metadata_width_matches_forward Jo3k3E 5 & — ki A F,

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla.py (3t sEFE A E3%,; 25| source; £
A core-logic; 5 get_mla_padded_g, get_fp8_prefill_num_heads,
_mla_fp8_prefill_attn, _init_fp8_prefill_ps_buffers) : #5233 : &5 FP8 prefill 3k
I, #F3ES%— pad k%K helper. ¥ PS metadata/workspace i85 forward pad B
WX, B workspace manager & # padded-head ¥ scratch,

. tests/kernels/attention/test_rocm_aiter_mla_fp8_prefill.py (#1R kernel Mix; K5 test
; KA test-coverage; 5 _make_impl, _build_prefill_metadata,
test _fp8 prefill_matches_reference, test fp&_ prefill_metadata_width_matches_forwar
d) MR BEME— 16 LT RE| 12/16/24 =Fb regime, FIE pad/slice EHMELE
metadata FE S forward —3K, FHINHERE fp16 HAEIRA bf16 HiH ARG,

KBS get fp8_prefill_num_heads, _mla_fp8& prefill_attn,
_init_fp8_prefill_ps_buffers, _build_fp8_prefill_ps_metadata, get_mla_padded_q

RERED R B

vlim/v1/attention/backends/mla/rocm_aiter_mla.py

SIS BREE FP8 prefill kERIIME. #IELE— pad k#K helper, ¥ PS
metadata/workspace M¥ 5 forward pad BAsxtFF. H workspace manager 7& %
padded-head %t scratch,

# vlim/v1/attention/backends/mla/rocm_aiter_mla.py (IR S0 H )

def get_fp8& prefill_num_heads(num_heads: int) -> int:
""FP8 asm prefill § mla_reduce_vl X 16 X789k %K,

*t3E divisor B9/ k%k (#m K3 £ TP8 T4 rank 12 %)
_mla_fp8_prefill_attn &3 Q/K/V replicate-pad 2| 16 X5 slice BE¥k;

PS metadata B num_head_k A H R —"NBEAREE, EN work/reduce
maps 5 kernel LFREFNKEREFR—R, £—EXE, FERESR
max(16, num_heads) £ 24 KB4 ErEH partial tiles,

return max(_AITER_MIN_MLA_HEADS, num_heads) # 16 BYfZ¥ka L EE

# _init_ PRERAIIN: FP8 KV + bf16 A + HRLEK, &—FKw



self._fp8_prefill_enabled = _fp8_mla_prefill_supported() and (
kv_cache_dtype_str == "fp8"
and vllm_config.model_config.dtype == torch.bfloat16
and AiterMLAHelper.is_valid_num_heads(self.num_heads)

# _init_fp8_prefill_ps_buffers F: metadata % pad &5 E ik

# ZHIE num_head_k = self.num_heads; X 24 &% 24 % work maps,
# 18 forward 5ZFF pad 2| 32, B3 64 /™ partial tiles (#9 193.6 MiB) ;

# %—H helper JGBX 32, partial tiles [&%] 16 (4 68.6 MiB, gfx950 M) .
num_head_k = AiterMLAHelper.get_fp8_prefill_num_heads(self.num_heads)

tests/kernels/attention/test_rocm_aiter_mla_fp8 prefill.py

MIRBZNE— 16 LY BR| 12/16/24 = regime, B pad/slice IEFMS metadata 5
E 5 forward —3k, HFIMHEEE fp16 HAZHA bf16 M B98E,

# tests/kernels/attention/test_rocm_aiter_mla_fp8_prefill.py (BB EZGHEK)

# BE=M head %X regime:

# 12 -> pad 2| 16 (3 divisor, tile+slice) —K3 £ TP8 THEL =

#16 -> L& pad, MHEBEEANLIEAL buffer

# 24 -> pad B 32, iEFA 16 U EHWHFE pad BE (SATDERAME, FHRKER)T)
HEAD_COUNTS = [12, 16, 24]

# asm kernel HUR$IESTS bf16, MEEHS5 workspace B AE dtype
ATTN_OUT_DTYPE = torch.bfloat16

@pytest.mark.parametrize("num_heads", HEAD_COUNTS)
@pytest.mark.parametrize("seqg_len", [128, 512])
@torch.inference_mode()
def test_fp8_prefill_matches_reference(num_heads: int, seq_len: int) -> None:
# A4 builder % metadata, R FHESKEGLIER
metadata, total_q, builder = _build_prefill_metadata(
[seq_len], device, num_heads, ATTN_OUT_DTYPE
)
# ... M3 g/k/v, AR _mla_fp8_prefill_attn, 5 fp8 B AL
# causal SDPA ST, atol=Te-1/ rtol=5e-2 BZ fp8 EfLWESE

def test_fp8_prefill_metadata_width_matches_forward(num_heads: int) -> None:
# W= builder F fp8_prefill_* BFE == get_fp8_prefill_num_heads(num_heads),
# F71E metadata sizing &5 forward pad BArAEE# (BLRT max(16, n) £ 24 kB4 ED)

A

- # copy RETIEFR (Rohan138) : #ElaEE /G4t AITER 7 kernel A& 3%
padding+slicing, F#3XJE out_3d #¥atx CUDAGraph/ A MLA/prefix caching B%
M, YEZEER: out Z3% 12 KITEMB, kernel B 16 kAT, 1B view ET = H WKL
%, &M scratch+slice-back; %t copy X4y 6 KB/token, 1 Q/K/V padding 49 28



KB/token, num_real_heads 3K —RMHEMREMRFEI; FEEF out_3d BEBRAM
workspace manager 3REX,

« MIRF B dtype (AndreasKaratzas) : BN B K =[5E IRAD
attn_out_dtype=torch.bfloat16, fEERIAFHMBEE, FIHE AIMIEMRERIZHELERE:
fp16 A + fp8 KV cache KEZEEIZFIK bf16 AL LIE fpl16 MERE, TEHIG
model_config.dtype == torch.bfloat16 1%,

- TP<8 (0 TP4 Bt 24 3k) BERA (shen-shanshan) : {EZFAMEETR K3 ARERE
TookM TP4, #ZF—EXMA MLA R (K2 64, LongCat-Flash 64, Kimi-VL 16,
DeepSeek-V3/R1 128) & TP THARKEAN 16 U EIEMRFEXE; MiniMax-M2 (48)
5 GLM-4.6 (96) BLENEHA GQA MIE MLA, B YR LERMA TR, BZK
SHTEAF o

- R 16 B9 (shen-shanshan) : ZEIEIEFTE 16 #E
AiterMLAHelper._ AITER_MIN_MLA_HEADS, 1EHE#ZH#—3 LI PS metadata
sizing F# max(16, num_heads) WEZEE forward pad B#rBkzl, HibgG—URSkE|
get fp8 prefill_num_heads —/™ helper,

+ padded-head ¥ copy BEEHERR (design): 1EBERN copy FToiAM vLLM MEFR (out 2
12 33T, kernel B 16 3k4T) , 1B#iH copy X4 6 KB/token, Q/K/V padding 4 28
KB/token; AITER im0 num_real_heads 3= — X RT3 01, = FF follow-up,
out_3d B.BXAM workspace manager 3REX,

« MR P EHED bf16 5 fp16 EEIRA (correctness): MiRfERA ATTN_OUT _DTYPE ¥ &;
_fp8_prefill_enabled ¥ model_config.dtype == torch.bfloat16 |12, fpl16 A ER
3| BF16 prefill 842,

« TP<8 B 24 LB FER A asm prefill (question): fEERSZ K3 TiEH TP4 (REEXE)
HE—REMA MLA R (K2 64, LongCat-Flash 64, Kimi-VL 16. DeepSeek-V3/R1
128) & TP THASEA 16 U EFEREEK band; MiniMax-M2/GLM-4.6 BR1EHR GQA,
ZABRENTIMELR

« BERAD 16 BUEHME (design): YEEHEZFHIE PS metadata sizing B89 max(16,
num_heads) —FUkEkF| get_fp8 prefill_num_heads, #% forward pad BFr5
metadata R

R 5 B

- R

- fp16 HAIRA bf16 #t: asm prefill URBIHE bf16, # fpl6 A BRAZEAR
I bf16 EANEMBEA fpl6 FABIRER,; BRI model_config.dtype ==
torch.bfloat16 [T E, EIRBIZIIREE L EM P RESL R,

. pad/slice BIFMEEFIR—3KME: replicate-pad &# MLA & head it EHIEX, &
REKFIAE head B kernel 3 MLA £#E, pad & slice BIRERAPE R BEARBRIR; IR
BE 12/16/24 ZFk#K, 1B 24 IR YURMTHELER,

« workspace LB Z: num_head_k M max(16, num_heads) 254
get_fp8_prefill_num_heads J&, workspace B EEZ/N (4 6 GiB) , # PS
metadata 5 forward # pad BArARZP, SHMBARTEFRE; MR



test_fp8_prefill_metadata_width_matches_forward IEZ5txT b X

« CUDAGraph/prefix caching X&.: out_3d XA M workspace manager 3B /G, Hith
A& E MERE workspace manager B9FFEEME; review F Rohan138 Xt b1z Hit &% &,
EEHBS logits £R% KR, 1B CUDAGraph #3750 E EIIRIE,

« CUDA graph 5 breakable cudagraph: PR body # serve fp 4B NZE
VLLM_USE_BREAKABLE_CUDAGRAPH=0, #tBHiZE&125 breakable cudagraph &3
BEMERMRESEIE, HLBEREZIR,

« B X Kimi-K3 on ROCm gfx950 (MI355X) AP RS mMBE: K ETXX prefill A
OOM (£ 197k tokens) ##3| 470k/590k tokens WIE& 52, PS workspace ¥&
29 6 GiB, GSMB8K 5-shot JEFAE 97.04% HE Lk 96.66% HLLTLER (ERAETEN)
o X HAh MLA & (K2, LongCat-Flash. Kimi-VL. DeepSeek-V3/R1) HEI& TP
TRERIIA 16 BIZERER 16 T, TARZEIMERE G REKIE divisor SLEARE w7
B&iZ%, & HRME, % PR AT k¥ pad BAr5 PS metadata sizing @2k A
—/N helper" 8% 4R, FHIMET kernel FZHBUEXTELNRS oHIRTEN R, FBHEEL
EYIRFE, MR AR gfxd50 + AITER MZETTH, HiFEE5 skip.

- RFEFRID: BAOBERTE , F4FE (gfx950/AITER) , #1381 12K# , workspace
B8U& , CUDAGraph X B FIE

KB L

« PR #50578 [ROCm][MLA] Support non-divisor small head counts in asm decode (pad
12 to 16): & PR BA#AE #50578 89 prefill XN ¥4, ERATH
AiterMLAHelper.get_mla_padded_qg 53k % pad &X; RKEHLEH

« PR #48712 [ROCm][MLA] Gate PS workspace on FP8 KV cache: 4~ PR &

_fp8_prefill_enabled FMMAT S #48712 ABE ) FP8 KV |12 (% bf16 KV IREME
PS workspace) , PR body #%BA5i% PR A& A,



