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JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/50958

PATHRE

« —A)3E: B85 Gemma3n/Gemma4 T KM AR AR R

 EEMNME: EERIR. EANEA: (1) XRARNLZESIMAEE " RAZAMR " Z6l—
B pad. batched() FEBEE. TensorSchema dynamic_dims = F & BH &EBEAE L
B, MESWHELTE (SHEIERERALERELY) ; (2) review RIS A R (BT
MR — e2e EYTMHR) 5 helper VFBRERERT vLLM I E MR IMES R4 R HY
R¥F; (3) BEF % (zero-pad + mask M3REl, padding FittiE# LM) "{EANELZ
AET b T8 T KA NBIAREAR . BINEIT A FF/E Gemma3n profile/dummy input B2 2TH
&3,

TN EES BAL

Issue #50957 & : WEANFHLIEFER. ENMNEF—NDEM clip, —ERKFARRFK
AttributeError: 'list' object has no attribute 'squeeze', 3t EngineDeadError ik
EngineCore &M, FrAERIERELK, PR body BARIE HAREEES: _call_hf_processor A
T E2ESEHESBBEREMIE item ## pad, BHEEIREMR get mm_fields_config &&
batch BTE# padding, 3ZFrt MultiModalFieldConfig.batched R stack FEIR—3kEILE,
HARIRME list; GemmadAudiolnputs 33X dynamic_dims={"s"} #ATZ list,
_process_audio_input BB Y tensor &I, Gemma3n E schema &’ dynamic_dims &
BB 353 TensorSchema L ValueError: inconsistent shapes 34, %188 B4R & FOK
(#24006. #38297) hkfEE.

SLIVHFAR
ST (3 4 F) -

1. MEHRAREER: ZA=AFFTHEARE ———GCemmas4MultiModalProcessor._cal
| _hf processori®item i pad THUFAE (viim/model_executor/models/gemma4_mm.py)

; MultiModalFieldConfig.batched {XFEFSIR—EBT stack; TensorSchema B
dynamic_dims={"s"} BATARKEH list HNER A, 1EETE PR body P44 HEIEE
. AR [60,128]x2 BEIE® stack, [51,128]/[54,128] B&K153| python list,

2. IR EZHBIREK batch_audio_features (vlim/model_executor/models/gemma3n_mm.
py) : BIAA Tensor BEJR squeeze(1) REZ (%K batch) ; #AA list B#% batch
W& clip BIWIEKLDEL (bn, s_max, f) EKESE (bn, s_max) 89 bool mask, FE&ZENH
i, ERMWUREE 0 B mask A False (invalid) . ®RitE S ZE LMW H audio tower 4



%% mask. AAAT RRYE mask RALE, {RiE padding KARZFANBESER,

3. B8 schema 5=/NAA S : Gemma3nAudiolnputs By input_features_padded 5
input_features_mask FE* E dynamic_dims={"s"} (5§ Gemma4 MAEBENFF) , TN
EH#HNER B TensorSchema $E4; gemma3n_mm.py. gemma4_mm.py.
gemma4_unified.py =&t process_audio_input Zt—2%i batch_audio_features, F[E
HEIE gemmad_mm.py FEF "will re-pad all fields" B2 S MR,

4. MRG review SEHELE: WHEER A audio_utils.py BITMIR, £ IsotrOpy review /&
XA e2e EYAMILR tests/models/multimodal/generation/test_gemma_ragged_audio.py

(ZHt Gemma3n/Gemma4d FANEM) |, helper WMAIEIAZ B N gemma3n_mm.py
DAY o 3738 AN AR BRAEEMRA, 2R K ST R A 1.0/3.5/7.0/12.0s m@A clip
WEKEER, ¥$X generate AMKIERE#H AR — forward pass Mifadb R k%
ragged Bi%,

R

« vlim/model_executor/models/gemma3n_mm.py ({3 ZRESER; £7| source; LR
data-contract; &5 batch_audio_features, Gemma3nAudiolnputs,
_process_audio_input) : ZAMEE S B HEHBIREK batch_audio_features (
Tensor HREEIZ + list BIER + mask &£ Bk) , A Gemma3nAudiolnputs
input_features_padded/input_features_mask #h £ dynamic_dims={"s"} schema B &,
FekitE process_audio_input AT helperoe Gemmasd AR F|F/NXEEMAXE SN
helper,

« tests/models/multimodal/generation/test_gemma_ragged_audio.py (#&3k EVIMR; £
7 test; KA test-coverage; &5 ragged_clips, test_variable_length_audio_batching)
DT e2e EYFMGR: IWEZFIMHE VA AP NKEET R clip, BIR generate AR
#lE Bt AR — forward pass, 28 EZE Gemma3n 5§ Gemma4 AANEM; WREHZE
RREEFALARFHTME, TEFMRIFRF.

« vlim/model_executor/models/gemma4_mm.py ({E3R ZRESER; #5| source; LR
core-logic; 5 Gemma4MultiModalProcessor._call_hf_processor,
Gemma4ForConditionalGeneration._process_audio_input) : BERSZFRE 4 &
_process_audio_input Xt list A .squeeze(1) §3Kk AttributeError, RN EAALE
helper, #M&IE _call_hf_processor HE#R batched() £ E#1 padding BIRFMTH (&2
FRAREE) &

« vlilm/model_executor/models/gemma4_unified.py (1R ZESER; £ 5| source; KR
core-logic; 5 Gemma4UnifiedForConditionalGeneration._process_audio_input) :
&M tower B Unified TRRFGFEIZ bug (X list .squeeze(1)) , AR AKA
batch_audio_features; 1E& AR NERIZXZ BTN RFANRBFERIE, T e2e B,

XS batch_audio_features, Gemma3nAudiolnputs,
gemma3n_mm._process_audio_input, gemma4_mm._process_audio_input,
gemmaé_unified._process_audio_input, test_variable_length_audio_batching,
ragged_clips

R R B



tests/models/multimodal/generation/test_gemma_ragged_audio.py

3 e2e EVIMIR: LELXFTMH A AENMNKEET RN clip, #OR generate A &SI
B3 NE— forward pass, 3L BZ Gemma3n 5 Gemmasd W/ANEM; WEIZKRZREESE
HEEFRETTARE, TAEAEYIERP,

# tests/models/multimodal/generation/test_gemma_ragged_audio.py
# BERFYRAKR 4 PRRERK clip, fRIERAKEZ,
# BRAEZ| ragged B2 (FK clip RIEF stack, MAZR bug) .
@pytest.fixture(scope="module")
def ragged_clips():
audio, sample_rate = AudioAsset("mary_had_lamb").audio_and_sample_rate
clips = ]
for duration in CLIP_DURATIONS: # (1.0, 3.5, 7.0, 12.0)
num_samples = int(duration * sample_rate)
if num_samples > len(audio):
pytest.skip(f'asset is shorter than {duration}s")
clips.append((audio[:num_samples], sample_rate))
# ERAM ST clip KEEZRMER, BelREATEmERk
assert len({len(clip) for clip, _ in clips}) == len(clips)
return clips

@pytest.mark.core_model
@pytest.mark.parametrize("arch", sorted(MODELS)) # Gemma3n / Gemma4
@pytest.mark.parametrize("max_tokens", [8])
def test_variable_length_audio_batching(vlim_runner, ragged_clips, arch, max_tokens):
# M processor BEEMEMF, ANEMEBHE LR, FREEHRD
processor = AutoProcessor.from_pretrained(model_name)
prompt = processor.apply_chat_template(

[

{
“role": "user",
"content": [
{"type": "audio", "audio": None},
{"type": "text", "text": "Transcribe this audio."},
1,
}

1.
tokenize=False,
add_generation_prompt=True,
)
with vlim_runner(
model_name,
dtype="bfloat16",
enforce_eager=True,
limit_mm_per_prompt={"audio": 1},
) as vllm_model:
# BRIAAILFTA clip #RAE#E— forward pass;



# DR KIE| AR T ragged B2, MERWENAREIZXA bug,
outputs = vlim_model.generate_greedy(

[prompt] * len(ragged_clips),

max_tokens,

audios=[[clip] for clip in ragged_clips],
)

assert len(outputs) == len(ragged_clips)
for output in outputs:
assert len(output[1]) > 0, "Expected non-empty output"

i B
IsotrOpy B AELR M review B, FEHESF - NERXPEL:

[sotrOpy (tests/models/multimodal/processing/test_audio_utils.py) : “Can you add
an e2e test for gemma3/gemma4 instead?”

TEEFE R MRETNIR, 5 e2e MIR test variable length_audio_batching, HiE(5EEA
test_ultravox.py B MERBIER, (vIim_runner + skip-guard + IEZMEMTS) . EE4FH
BAE ultravox MIRWZIEZEZR: FMRBANRE~ ®57 BHKAR, MEBELEZRZR K 4
NKERET RN clip, FER assert len({len(clip) ...}) == len(clips), #WHREK clip E%
stack FEMRAE#,

IsotrOpy (vlim/model_executor/models/audio_utils.py) : “Let's move to
gemma3n_mm.py and import it for gemma4”

YEZER: helper # AN gemma3n_mm.py ja T/EIMKE (gemma3n_mm FRE5|H gemma4
), EAMERRLAFAR — RN L, BIMEEEITFLFIHA—K DCO B &1
force-push 22 T EHEPAKY auto-merge, WAEEKMIRA byte-identical, CI 2% (89 M
Buildkite #£%&) , PA% review BN BESHRIARR, TTRBREEE,

« BUMIRBEI]A e2e EUIMIR (testing): FEEMFRE TR, HE
tests/models/multimodal/generation/test_gemma_ragged_audio.py, Z%#kft Gemma3n
5 Gemma4, #EA{h test_ultravox.py::test_variable_length_audio_batching B9& %, %
ERAERRZ A ARIEEA clip RKE R, &I ragged K1z,

« £F helper WK EME (design): 1E& & batch_audio_features # A gemma3n_mm.py,
gemma4_mm.py 5 gemmaé4_unified.py MiZ&bEN; EEFIATREIMRE, =AMERE
HR—R$%, audio_utils.py Mk,

« DCO 188 B3 auto-merge #ZH (other): REMEM, THEAEIN; RLA PR @
IsotrOpy &3,

PNSESE-AL

o XS
1. EBR5MEE: ragged B&12#% batch WK clip 2B (bn, s_max, f) ZEZKE, HiF
KBRS RIEEERS&E padding ERIELL; 3 padding 33X mask # tower
HEE BRI R, A NBEEHEAE, ZERSE #31223 A Qwen2Audio SRR 5| ANBY



dynamic_dims #lL#|—2, BEARZNE, RETIE,

2. BIERATE: Gemma3nAudiolnputs #3E dynamic_dims={"s"} BTF schema KL E
, dummy inputs / profile M EREIAEZ Y TensorSchema K5, I profile 53z4THHAT
AR—HePBAERY)IE, FXRIFEEL profile #8RMIR,

3. BRI E: gemmad4_mm.py § gemma4_unified.py M gemma3n_mm.py A
helper, RER X4 RIFTEIRH; £ KRR batch_audio_features B4 KEX T, ¥R
B =AMER, 1EE BERA TR

4. MRERX: e2e MR REH Gemma3n 5§ Gemma4, Gemma4Unified REHT; 1F
%7 PR body FBAHE Gemma3n 5 Gemma4Unified (X 2 B oNRARED T EIIE ("
by inspection only") , T serving 33BN, - ®W: AFRM: B 7 EMEZESKS
EHEARRRKEIIRRK TR, RELBELENREEHK batch BIREN, B
RAE=THRM; BUaERA google/gemma-3n &%|5 google/gemma-4 A% (&
Unified 1K) . RGM: KatEdAE 3 MER XA + 1 AFBEMNR, 3% 16517, A#E
—H#F helper BBRVRLEBCE R LAY 15 1T padding B3 (BEe={(#N) , HFE"
zero-pad + mask #xi% invalid" B3 A Gemma AHZIMBRNE—ANE, HRM: %
BEAREZESERALNETKMARET TEANSEER, 5 Qwen2Audio /
AudioFlamingo3 / MiniCPM-V B/&# dynamic_dims B2 5F. SAEmsEETSRIE
M EENERSARK bug, BRFIREMEZEST R, FRZGRESPITERRZ,
- REEARIE: BOBAEEE (ZESMAERE) , BEREARSE , schema BRAZTE (
dynamic_dims) , SROERERD e2e BIIE

KRRk

« PR #50957 [Bug]: Gemma4/Gemma3n audio — concurrent requests with different
clip durations kill EngineCore: A& PR BEiEEE 8 issue, HESIMA, BAIikERES
#r (v0.19.1 5§ main FHH—%) .

« PR #31223 (FpBLREMFIFRE) A Qwen2Audio / AudioFlamingo3 / MiniCPM-V 3|
A dynamic_dims #lL#|# PR: PR body BABFEH GemmadAudiolnputs AT list FTRHHY
dynamic_dims={"s"} FL&ERE #31223, AMEERZZHNEIHHE 53 5F.

- PR #44546 (FREREMKFIRM) RIEM gemmad_mm.py T4 padding BE PR: fFE
BiRiZ PR ER#LE gemmad_mm.py BRah 54 PR &M, FEERTELEIPEMREHFE,
JBIEA PR rebase BlH KB Z W2,

« PR #45887 (FrAUREMAIHIRM) R EM gemmad_mm.py FH padding & PR: <A
B EBREH PR P —MRE EVINRE, 1EEEEMEAR PRIARTENSRZ —,



