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PATHE

A PR EMT CPU Lk FP8/MXFP4 Bt MoE B GEMM 4k: ¥REBE R#%eR T4
token FORE B EE R BRGEMM B E ZE crossover, BAEEA expert block NIRELFRr M.
N ZEEF BRGEMM (Intel AMX) =HKEZE4T TinyGEMM, {E& FEEHAEPZE| BRGEMM #Y
MERELIF], T Sonnet 256/256 B9 27 NEAEL, A BIRELIUTFHRALD 8.7%, =iE
/& GPT-0SS 3% 323X 1.5954x; M2 GPT-0SS % 64 HI 0.9867x HWRMELR, %
RN RE CPU Ja3m, FFHME T/ expert 3R FIMIR, HA QIR APL 5 SGL MIFRFF—EIX
{54 code bump-up,

T RE-5 AL

PR body BA#$s B RS, intb4d t avg M = std::max(inté4 t(1), M * topk / E); const bool
use_brgemm = can_use_brgemm<packed_t>(avg M); A2 token FHMEERFE—
REBLE expert B token BHARBNFME, BEHRE TinyGEMM; Y FiH M BKE, /M
expert WP RE|E BRGEMM, —FHEH A Z&HE M, A PR B B #r2 Remove the fixed

global crossover from routed CPU FP8/MXFP4 Mok dispatch so that concentrated moe
routing can benefit from brgemm”, #3&IA5 #49942 (EN KRR API ¥ /& CPU FP8
W8A8 % #F) MEMr, Dense 5 shared-expert VkRIFARZE, =4|=YIME,

LI AE

1. ¥Rk $|E 8 BRGEMM 1818 : csrc/cpu/sgl-kernels/gemm.h ZEERA B 5
can_use_brgemm<T>(int M) £Al_EFHRSEH can_use_brgemm<T>(int M, int N),
BX A XZFF BRGEMM B (M #Eid/ GEMM BB, = N ARTEHN tail ) 7, XEFRR
TR BR/INVAFIBIR, JEEFTR REE S IR R K.

2. BRI T INE| fused kernel: csrc/cpu/sgl-kernels/moe_fp8.cpp B
fused_experts_fp_kernel_impl ®##IF&2/F use_brgemm = can_use_brgemm(avg_M);
stage 1 (hidden @ w1) 5§ stage 2 (activation @ w2) # tile f/BEFRKA const bool
brg = can_use_brgemm<packed_t>(m_size, n_size), H & m_size &% expert RHSZFrR
token %%. n_size Z%Fr N 2R E, tinygemm_kernel By brg 232 FREN, 7Nk
B R% B EEAT TinyGEMM MR,

3. BRGEMM K RBKEX: F—XESA tile FTEELBI&E TinyGEMM 5 BRGEMM, ¥
JBEREA4TE use_brgemm |= brg, EEREREL—AR
at::native::cpublas::brgemm_release(), FRIE AMX RSBEKRE A= EENT; RRA
m_size == 0 B HIEINIRAT return, WRTLEXH A TIN5 GEMM EH,



4. MRBELE: tests/kernels/moe/test_cpu_quant_fused_moe.py i
_deterministic_expert_routes(block_sizes) 3#BhRi%k, FAIELL token FEHAMESN
expert BBRK/N; F3E test w8al16_block fp8 cpu_fused_moe_small_expert_blocks 5
test_mxfp4_cpu_fused_moe_small_expert_blocks, block_sizes B (4, 5, 33), BZH{E
4 B (4 £ TinyGEMM, 5 5 33 £ BRGEMM) UREZA BLOCK M ik, 5%
BEELI ref_* M 1e-2 BEX L,

5. B#HIKS: RRXAEERENER T BKEEMH + £FHIBIA — % review B1LA bool +
REEH WEKE: &#3I AN PackedGemmBackend #&2%5 moe_uses_brgemm, #3FE
bigPYJ1151 BLBPE5 SGL Lo, T code bump-up” AHEKKE bool, &L
commit RE T use_brgemm & HM4AZ 4 adapters

csrc/cpu/sgl-kernels/moe_fp8.cpp

ROIRZBEBATE . KB2RFH M B9 BRGEMM REHK AR expert block ##5ZFr m_size.
n_size R, FHIEIRIEAT return 5§ use_brgemm BERBHEIRE,

// stage 1: intermediate_cacheO = hidden_states @ w1 (FP8/MXFP4 +£H)
/] A PR #% %8k 5h: BRGEMM REM [2FFEH M) TIRE| 182 expert block 8
/I EFR m_size. n_size] , F£HREKRIRE Intel AMX, /NREIR TinyGEMM,
parallel_2d(MB, NB, [&](int64_t mbO0, int64_t mb1, intb4 _t nb0, inté4_t nb1) {
int tid = get_thread_num();
scalar_t* __restrict_ A = A_tmp + tid * BLOCK_M * K;
/| BerE: £ tile 8 BRGEMM JF4%— release, fRIE AMX JRASEIT
bool use_brgemm = false;

loop_2d<packed_t>(mb0, mb1, nb0, nb1, BLOCK_N * K,
[&](intb4_t mb, intb4_t nb, intb4 _t nb_offset) {
inté4_t n_size = std::min(2 * N - nb * BLOCK_N, BLOCK_N);

/l B A K, n_size] 89 VNNI ITEAER, % expert EMREL E scale
int32_t expert_id = expert_ids[mb];
const packed_t* __restrict_ B =

packed_w1 + expert_id * stride_e + nb * BLOCK_N * stride_n;
const param_t* _ restrict__ Bs =

wls + expert_id * scale_size_N * scale_size_K +

scale_offset_per _block(nb) * scale_size_K;
const float* __restrict__ B_bias =

with_bias ? wl_bias + expert_id * 2 * N + nb * BLOCK_N : nullptr;

Il BANHT expert NERFEMT VNNI ARE
int32_t pre_expert_id = mb == 0 ? -1 : expert_ids[mb - 1];
bool do_unpack = (mb == mb0) Il (expert_id |= pre_expert_id);

/] % expert REEB, BEeLEXN A TENLS GEMM AR
intb4 _t m_size = offsets[mb + 1] - offsets[mb];
if (m_size == 0) {

return;

}



/I BRFIE: M /N GEMM BME 4 =X N A tail 3REE BRGEMM
const bool brg = can_use_brgemm<packed_t>(m_size, n_size);
use_brgemm |= brg;

if (nb_offset == 0) {
/AREANS N BmE A, RHFER id BRURY token 4T
const int32_t* A _ids = sorted_ids + mb * BLOCK_M;
for (intb4_t m = 0; m < m_size; ++m) {
int32_t index = A_ids[m] / topk;
copy_stub(A + m * K, input + index * K, K);
}
}

/| B—RZ A& TinyGEMM 5§ BRGEMM H&HKIZ, B brg RREN#k
tinygemm_kernel<scalar_t>(
/¥ A YA,
/* B */ B,
/* C */ icO + offsets[mb] * 2 * N + nb * BLOCK_N,
/* Btmp */ B_tmp + tid * B_tmp_size_per_thread + nb_offset * BLOCK_N * K,
/* Ctmp */ C_tmp + tid * 2 * BLOCK_M * BLOCK_N,
/* Bbias */ B_bias,
/* scale */ Bs,
/* M */ m_size,
/* N */ n_size,
/¥ K*/K,
/* lda */ K,
/* Idb */ n_size,
/*1ldc */ 2 * N,
/* brg */ brg,
/* block_size_K */ block_size_K,
/* do_unpack */ do_unpack);
IF

if (use_brgemm) {
at::native::cpublas::brgemm_release();
}
b

csrc/cpu/sgl-kernels/gemm.h

LW S can_use_brgemm(int M, int N) 23, EZXRHRORRRNALIBE, FH
moe_fp8&.cpp A,

// define threshold using brgemm (intel AMX)

/I BERRA: ATH M HE, AT dense 3 routed 3% ;

/| BEAERIER TH#F BRGEMM B M > 4] 89R1E,

template <>

inline bool can_use_brgemm<at::Float8_e4m3fn>(int M) {
return brgemm_supported() && M > 4;

}



/] XEBRRA. (A PR #38) : routed MoE & expert block B95ZFr M. N R&E,
/I N REFRE block B tail 3kthE BRGEMM, #% TinyGEMM BB E/TAR;
/I BEHWE M > 4 BUERRERR, /DNREE TingGEMM R
template <typename T>
inline bool can_use_brgemm(int M, int N) {
return brgemm_supported() && (can_use_brgemm<T>(M) || N |= block_size_n());

}
TSR AL
%IE bigPYJ1151 EEIUk:E (“Thanks @tianmu-li I can reproduce the improvement”)
ERE= SRR, HEIEERN:

“I think use bool is enough. I want to reduce divergence with SGL side to facilitate
code bump-up.” —— %F PackedGemmBackend &%, ®mAEIRA bool ix&, BEKE
SGL IR A,

‘T suggest to add new can_use_brgemm overloads to keep consistent manner.” ——
* T &M moe_uses_brgemm 1818, THAUNSE FHT&H,

‘I think these conditions can be checked in fused_experts_fp_kernel_impl, then the

shortcuts in brgemm are not required.” —— Q" RZHRIBEAR L, BRERNZNILTR
BEA X,
R 1o

< MEREELR B EOE 27 NEHEREN GPT-0SS #% 64 9 0.9867x, AR geomean B A

IE, EEALTHEEA 1% #5);, &HEERELERRE, H{E 4 5 BRGEMM %1%

& EFTTAE,

BERERL: M > 4 BHEEZESE gemm.h BRI F, FP8 5 MXFP4 #H, KKIAE

ERD SGL M,

BRGEMM FJRECKT: use_brgemm BEMREE brgemm_release() BIEIHRIAEIRA brg

ITHEBEZNTEEME, FIRIER return ERERESHIFEX (Y R] stage 1/stage 2 HE

BE) .

OMRBERR: FMIR topk=1 B K=N=128 ¥R, KBE topk>1 H N R&ETF K &
HE; BMIRXFE CPU-only &4 T3afT, Cl FH#afr CPU MER 23X RAA,

- HWSEE: A CPU 3ZE M FPS/MXFP4 MoE #& (41 Qwen3-Coder. GPT-0SS) #&
ZR K12, GPU. dense. shared-expert VKA Z 50,

K ERRKLE

- & PR 7 body T RAFAE #49942 (CPU FP8 W8AS X%, KR API B4&) #R#E, —&H
FHEk CPU &1t MoE BImAMRLA |,

« 2% PR 49347 (4 MXFP4 Eft) T MXFP4 MoE B&42, A PR NZEFREK API 898l
R’TRAHDIREE,

« ZBEAT sgl-kernels BX, 5§ SGL EIFHZE kernel RES; review MEZIEEK2 TR
APl B9, AE4L sgl-kernels lRAZ T+ (code bump-up) #HEE.



- E-OEEHA 48735 (—-linear-backend 3¥3%8) 5 51411 (Triton MoE INT8 18£8) BILT
MoE quant kernel 3£#ZF 5@ MHEENRFLERAN, K PR ETR—EEBEAE CPU E3RE
&,



