PR #50937 BEIRLE

vlim-project/vlim
[Bugfix] when loading weights skip empty expert bias if model does not support them
&¥Btla: 2026-08-08 03:45

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/50937

HATHREZE

« —A1E: B8 MoE REEHKNZE bias 23S H R

- EME: BEEHEIR. KRN, MERTEMEREEEENERES: A
AutoWeightsLoader £ FREERE RS, RERAMRARRE "TB"S QAR WL R, 45
B & test fused_bias_names_are_not_skipped FFilL#BRERE, X%
RoutedExperts.load_weights 5 AutoWeightsLoader 89—k, VARIMR T A dummy
config MRERAE I E LB,

THRES B
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def load_weights(
self, weights: Iterable[tuple[str, torch.Tensor]]
) -> Iterable[str]:
expert_mapping = self.get_expert_mapping(include_fused=True)
unpadded_hidden = (
self.moe_config.hidden_dim_unpadded or self.moe_config.hidden_dim
)
for expert_name, loaded_weight in weights:
qgual_name = f"{self.layer_name}.{expert_name}"
# Fused expert weights X 3D kERx, BEZRENZ 1D/2D
is_fused = loaded_weight.dim() ==
matched = False
for param_name, weight_name, expert_id, shard_id in expert_mapping:
if weight_name not in qual_name:
if matched and is_fused:
break
continue
matched = True
weight_name = qual_name.replace(weight_name, param_name)



param_name = weight_name.removeprefix(f'{self.layer_name}.")

# EHENLFE (GPTQ. lim-compressor) €47 bias S3ayER
# 5 NZ bias KE; XEBX wi13_bias/w2_bias & MEHE BT
param = getattr(self, param_name, None)
if param is None:
if param_name.endswith(("w13_bias", "w2_bias")):
continue
# R SHINE Nk, BeBRREERORESL
raise AttributeError(
f'"Layer {self.layer_name} has no parameter {param_namel!r} "
f'for checkpoint weight {qual_name!r}"

)
# 54 fused EIHFS. transpose 5E—EFIMBZEREIFLRE
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class TestLoadWeightsExpertBias:
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NUM_EXPERTS = 2

def _make_experts(self, has_bias: bool) -> torch.nn.Module:
experts = torch.nn.Module()
experts.layer_name = "model.layers.0.mlp.experts"”
experts.moe_config = make_dummy_moe_config(hum_experts=self.NUM_EXPERTS)
mapping = RoutedExperts.build_expert_params_mapping(
"gate_proj",
"down_proj",
"up_proj",
num_experts=self. NUM_EXPERTS,
routed_experts_prefix="",
include_fused=True,

)

experts.get_expert_mapping = lambda **_: mapping

def weight_loader(**_):
return True

# A bias BRE/NEM w13_bias 5§ w2_bias 5%k

names = ["'w13_weight", "w2_weight"]



if has_bias:
names += ["w13_bias", "w2_bias"]

for name in names:
param = torch.nn.Parameter(torch.zeros(1), requires_grad=False)

param.weight_loader = weight_loader
setattr(experts, name, param)
return experts

def _checkpoint_weights(self) -> list[tuple[str, torch.Tensor]]:
# BN E FERE weight + bias B9 checkpoint

return [
(f"{expert_id}.{proj}.{suffix}", torch.zeros(1, 1))
for expert_id in range(self. NUM_EXPERTS)
for proj in ("gate_proj", "up_proj", "down_proj")
for suffix in ("weight", "bias")

def test_bias_free_experts_ignore_checkpoint_biases(self):
experts = self._make_experts(has_bias=False)
loaded = list(RoutedExperts.load_weights(experts, self._checkpoint_weights()))

assert set(loaded) == {"w13_weight", "w2_weight"}

def test_experts_with_bias_params_load_checkpoint_biases(self):

experts = self._make_experts(has_bias=True)
loaded = list(RoutedExperts.load_weights(experts, self._checkpoint_weights()))
assert set(loaded) == {"w13_weight", "w2_weight", "w13_bias", "w2_bias"}
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