PR #50894 REIRLE

vlim-project/vlim
[Bugfix] Scale KV page size for hidden states extraction with TP
A FEHE: 2026-09-14 22:07

JRSCEERE: http://prhub.com.cn/vlim-project/viim/pull/50894

MRS

« —4)i&E: TP T hidden state I#BIZERK KV page, EERIRIE AR

- WESNME: EEFIE, LHEZ%I viim/vl/core/kv_cache_utils.py BiEiR
extract_hidden_states + TP A& A, FKE=Z/RITAREK: —ZH cdivimax_per_token,
common_page) RF/NEREER, MAELEMGEE, FREFRETE, —&FR— scale A
BER T block_size 5 ERERIREM page_size_padded, #£3#F spec NERELFI; =24
FRARIE math.gcd Z BT, {£ hidden-state BABEEERE|ETEA AR, BT IEILE IR F#
IAFIFE: 24 UniformTypeKVCacheSpecs & TF spec EEWRAE, URELRTE
E 4 scale = 3. MambaSpec 5§ & padded 89 spec M3k A,

TN EES BAL

Issue #51016 R4 FEH —speculative-config '{"method": "extract_hidden_states", ...}'
B, poolside/Laguna-S-2.1 (117.6B MoE, B4 sliding/full attention, 48 &) #& TP=1 ¥
Bsh, TP = 2 BEHEE KVCacheSpecBase. post_init__ i AssertionError (assert
self.page_size_padded >= real_page_size) . HREZE TP 3 KV head ok (
num_kv_heads / TP) JE4ET common KV page, M hidden-state cache spec HHIETE R
2R B9 hidden_size, & token AT RER B EUEHY page; issue BAFATE H3X “typically
[affects] large models that require TP = 2 for serving’s PR body &M A ER: EIB
hidden-state #A&XF552] common page Z Al, ¥ hidden-state & token R ANEEL common
page BEKETA B 4w group B block size (“Scale up all target group block sizes when
the hidden-state per-token cost exceeds the common page, before aligning

hidden-state specs”) o

SRR

1. B EAE get_kv_cache_groups (vlim/v1/core/kv_cache_utils.py) 8 hidden-state Uk
B X %d get_uniform_page_size 83| common_page, BHXAEA hidden spec &
per_token = num_kv_heads * head_size * get_dtype_size(dtype), BEJg replace(spec,
block_size=new_bs, page_size_padded=common_page), TP > 1 B attention spec 8
num_kv_heads B4 H, common_page 4&/]\, i@ hidden spec B
num_kv_heads/head_size 3R & 52 hidden_size, T & per_token > common_page

page_size_padded /NFESZHE token A, & KVCacheSpecBase._ post_init__ Kf

o

i



2. FIYEIX helper _ensure_min_page_size(groups, common_page, hidden_specs) ->
tuple[list[KVCacheGroupSpec], int]: BXFTA hidden spec R & AH max_per_token; &
max_per_token <= common_page BERFFRE (TP = 1 5FNEREFHER) ; TN
scale = cdiv(max_per_token, common_page). common_page *= scale, FHxt&A
group A replace(s, block_size=s.block_size * scale) & ¥ spec. T
AttentionSpec/MambaSpec B page_size_padded is not None B spec, ZR/ME
page_size_padded * scale —3fik Kk, #H block_size 5 padded page 89X Z AR
7

3. TREEN: E hidden-state %% B common_page =
get_uniform_page_size([g.kv_cache_spec for g in groups]) Z/&#& AN—4T groups,
common_page = _ensure_min_page_size(groups, common_page, hidden_specs), JF
BFEB—EIKEK LT group_block_size = math.gcd(*(g.kv_cache_spec.block_size for
g in groups)) ZAl, Ek hidden-state E&EH B new_bs HEER/EFTA group block
size BIALIER, H=F block table BIEFRRIIZEFR IR, wasted_bytes HES aligned =
replace(spec, block_size=new_bs, page_size_padded=common_page) ZEBEFAE,

4 ATAZT: BERARTENTFT TR THFERDVERE , UFEMRNEBEES, scale
= cdiv(6144, 4096) = 2, B#x group B block size A 16 & 32, common page M
4096 % 8192, hidden-state B& 4153 block_size = 1. page_size_padded = 8192,
& block R} 2048 FF (25%) ., XWMEREE hidden state IREBZERET, AF
—-block-size $& & BIE R REAR N LK T,

5. MiRELE: tests/vl/core/test_kv_cache_utils.py ¥
test_hidden_states_with_tp_scales_page_size, F new_kv_cache_spec(block_size=16,
num_kv_heads=2, head_size=64, dtype=bfloat16) &l TP=4 4K EH 4096 F¥ page
, A HiddenStateCacheSpec(num_kv_heads=6, head_size=512, dtype=bfloat16) ¥y:&
6144 FHWE token BA, HiE hidden-state BAES A% B IE hidden group 8
block size #IXK; ZAFIEBERERMAKSHNAES, HKEKA 8 K main FE¥
merge. 1 XX reviewer docstring 221X co-authored commit 5§ 1 X ruff &1k,
TRINESE,

R

« vlim/v1/core/kv_cache_utils.py (#3k KV Z5E; 25| source; LR core-logic; &5
_ensure_min_page_size, get_kv_cache_groups) : ME— RALEKEH {2 Fr
_ensure_min_page_size # & get_kv_cache_groups 8 hidden-state 2 XN, M=
HRVRBY B S B R

. tests/v1/core/test_kv_cache_utils.py (#i3k KV ZHEE; 35| test; LA test-coverage
;. 55 test_hidden_states_with_tp_scales_page_size) : ¥38EVIAAHF|, A TP = 4 oK
58 KV page 5 ¥ KB hidden-state & token FRAEILRKI =R, HKIE block size
A A

XS _ensure_min_page_size, get_kv_cache_groups, _largest_divisor_at_most,
test_hidden_states_with_tp_scales_page_size

KR BR



vlim/v1/core/kv_cache_utils.py

rE—RALEREN XM T  ensure_min_page_size & get kv _cache _groups By
hidden-state 2% #EAN, ZWEARNEZEMBLE &

# vllm/v1/core/kv_cache_utils.py —— ARFIEHILEIX helper
def _ensure_min_page_size(
groups: list[KVCacheGroupSpec],
common_page: int,
hidden_specs: dict[str, HiddenStateCacheSpec],
) -> tuple[list[KVCacheGroupSpec], int]:
"""Scale up group block sizes so the common page is at least as large as
the biggest hidden-state per-token cost.

This protects the hidden state extraction feature, where we store hidden states in
the KV cache, and return them to clients using a custom hidden state connector.

Returns the (possibly scaled) groups and updated common page size.

# hidden state FHIZTE hidden_size, R TP 44,
# EEE token FRATEEAT E# num_kv_heads / TP 4&/[NEBY common page.
max_per_token = max(
spec.num_kv_heads * spec.head_size * get_dtype_size(spec.dtype)
for spec in hidden_specs.values()
)
if max_per_token <= common_page:
# page BREBAR (fltn TP = 1) : ELARER, RFXAEEEHRF.

return groups, common_page

# | EEREAI RN ERERER BREBRA—RHEEHAER.
scale = cdiv(max_per_token, common_page)
common_page *= scale
scaled: list[KVCacheGroupSpec] = ]
for g in groups:
s = g.kv_cache_spec
kw: dict[str, int] = {"block_size": s.block_size * scale}
# B padded ¥ Attention / Mamba spec @R H KK,
# E N block_size 5 page_size_padded BYELf % A ¥R,
if isinstance(s, (AttentionSpec, MambaSpec)) and s.page_size_padded is not None:
kw["page_size_padded"] = s.page_size_padded * scale
scaled.append(KVCacheGroupSpec(g.layer_names, replace(s, **kw)))
return scaled, common_page

# get_kv_cache_groups B hidden-state KB 2% (RIE % X B4 uniform spec.
# packed groups. unify fallback %% &, WAERGKESAREEHEXNITL)
# Add hidden-state layers back with page aligned to the common page.
if hidden_specs:
common_page = get_uniform_page_size([g.kv_cache_spec for g in groups])



# TP may shrink the common page below hidden-state per-token cost.
groups, common_page = _ensure_min_page_size(groups, common_page, hidden_specs)
#OXIEINF: E4EKBEER ged, hidden-state BB block size 132
# EEXGFTA group block size BYAZI%K, X block table BIRTIEFHEEEIT,
group_block_size = math.gcd(*(g.kv_cache_spec.block_size for g in groups))
for name, spec in hidden_specs.items():
per_token = spec.num_kv_heads * spec.head_size * get_dtype_size(spec.dtype)
max_block_size = max(common_page // per_token, 1)
new_bs = _largest_divisor_at_most(group_block_size, max_block_size)
wasted_bytes = common_page - new_bs * per_token
logger.info(
"Using block size %d for hidden-state cache layer %s;
"page alignment wastes %d bytes (%.2f%%) per block",

new_bs,

name,

wasted_bytes,

wasted_bytes / common_page * 100,
)
aligned = replace(spec, block_size=new_bs, page_size_padded=common_page)
groups.append(KVCacheGroupSpec([name], aligned))

_annotate_eagle_groups(vlim_config, kv_cache_spec, groups)
_warn_if_unannotated_eagle_mamba(vlim_config, groups)
return groups

tests/v1/core/test_kv_cache_utils.py

FrgmEYVAAG, A TP = 4 KB KV page 5 F K hidden-state & token B A~E IR BT
=%, HRE block size KK,

# tests/v1/core/test_kv_cache_utils.py
def test_hidden_states_with_tp_scales_page_size():
""When TP shrinks KV pages below the hidden-state per-token cost,
get_kv_cache_groups must scale up target block sizes so that the
common page accommodates the unsharded hidden states.""
# HEM TP = 4 38 8 AN KV head ¥1B& rank 2 A
# KV page = block_size(16) * num_kv_heads(2) * head_size(64) * dtype(2)
# = 4096 F%H,
kv_spec = new_kv_cache_spec(
block_size=16,
num_kv_heads=2,
head_size=64,
dtype=torch.bfloat16,
)
# hidden-state % token BXA = num_hidden_states(6) * hidden_size(512)
# * dtype(2) = 6144 FH, BEEE 4096 FTE KV page,
hs_spec = HiddenStateCacheSpec(
block_size=16,
num_kv_heads=6,
head_size=512,



dtype=torch.bfloat16,
)

specs = {
"target.0.attn": kv_spec,
"target.1.attn": kv_spec,
"cache_only_layers.48": hs_spec,

groups = get_kv_cache_groups(_grouping_config(), specs)

# Bi= 1: hidden-state BELS AT, H KVCacheSpecBase B
# page_size_padded >= real_page_size Wi s RFE AL X,
all_layers = {name for g in groups for name in g.layer_names}
assert "cache_only_layers.48" in all_layers

# W= 2: BAs group B block size KK,
# HF: scale = cdiv(b144, 4096) = 2, BP block size 16 -> 32,
# common page 4096 -> 8192; hidden-state EN|% 3| block_size = 1.
# page_size_padded = 8192, & block J&R% 2048 FF (25%) .
for g in groups:
if "cache_only_layers.48" not in g.layer_names:
assert g.kv_cache_spec.block_size > kv_spec.block_size

AR

T EFRERL, HBE%EFE benchislett 1B HBEE RN H—RE diff L3849 “is there
no helper function for ‘ensure page size is at least N'?"— W ARSI LEKZEE (GHE
max_per_token. cdiv XX scale. ¥&/% group ff replace) EIENEXE
get_kv_cache_groups B, 1EEEE “extracted into helper function”, &&HH
_ensure_min_page_sizeF it B E 3R E E #1580 commonpage, 1EERARUWKEAN—T AR,
H = EX helper docstring B nit (line 2241) , benchislett B suggestion FL4H*N T
SR, WBAIX 2 A “hidden state extraction” lRE——hidden states HXIE KV cache FF3&
B Z X hidden state connector E{EE 3, EEHREINEH., RAZEINHN “One more
comment, otherwise approved. Will mark as ready, please run CI once last comment is
addressed.”, FME#H AN CI 183, ZAREME L claudelbot] FBHZ PR KB fork, B3

review 2R, FEHPEF A ; mergify[bot] Z2XIBR main 2 X ZBSEBPE, EE
A& 40K CI build (#87686. #88334. #88803. #88806) ,

« NEXH page EKZHEET NIRRT helper (design): fE&E B £ “extracted into helper
function”, ¥ _ensure_min_page_size it HE R EIZERE N groups 5 B # /58
common_page, EREBUSKA—TRA, M5 S AR,

« helper docstring & ZA#2% hidden_specs Byl %F& X (documentation): BIX X AW ZE S
# (commit a883956 LA Co-authored-by FERNXK4) , helper 8 docstring BA# T &%
IFHZ hidden state extraction 44,

« fork PR 89 B aift review 55381 CI A 2 (other): benchislett A “One more comment,
otherwise approved. Will mark as ready, please run CI once last comment is



addressed.” #EHERE—KBIAREIRIT, PR A& EH (merged_by: benchislett) .

R 5 B

« XF: 1) BVI®E: _ensure_min_page_size W AFFA JE hidden group By block_size,

E W7 extract_hidden_states 3%& T, --block-size WA ELE FTEERAIRKE (Fm 16

— 32) , XSWKE KV cache #META . prefix cache B9E FAKLE (hash LA block A

BAr) PR attention backend / CUDA graph Xt block size ByFa &%, BT (XESE

M RRAML. EiLEE2RTARET LR, 2) FEME: BRRX isinstance(s,

(AttentionSpec, MambaSpec)) and s.page_size_padded is not None By spec R iEK

padded page; # _get kv_cache_groups_uniform_page_size 512~ HEY group

spec &2 A UniformTypeKVCacheSpecs (NEPF spec & BHFA block_size) , HEl

SZILR B H#AINE block_size, WNEF spec 5H page_size_padded EEMZ R H TTiEMIN

AN, BEAR—ZMRE (MR EXER, ENEFHEEZZLX) » 3) K&

BE / N7 : scale A cdiv BRE/INEERE, RIEHKRK; 18 hidden-state BEH common

page T new_bs FTRERILA 1 CUHRFMETEI A 1) . BESREEA token —4 block,

block table 5REFsE EA; EE BAR group block ZAMWESREAK prefix cache W& Rt

JE, KV cache TTH block BEERE B FME THEMRD, 4) MRAEE: FEAGRES

scale = 2. H group. &4 AttentionSpec A& ; KB Z scale = 3. MambaSpec.

page_size_padded BB AR E. packed groups IZHIRE L X UK

—disable-hybrid-kv-cache-manager B2, 5) IEFaMEA R wasted_bytes =

common_page - new_bs * per_token EHHREIRIEER, HBHKZBEAEZARKE hidden

state IEANE, REEXNFARN, EUARFEIESEN,

« & AP K extract_hidden_states REINGEIEIARER (40 117.6B MoE &
poolside/Laguna-S-2.1) 7 TP = 2 Bt BB "R E A T IE® B 5h3E= H hidden
states; TP = 1 B hidden state JRARAE page HERERR L F, [THAEEEMRRT
ST, RGM: KV cache group MEFTIE—RITA/NMHIEREK, block size FETH
ETHAPEEME, BERLRAE group B block $k5 prefix cache ek EAR =T
1t,; hidden-state B5 BARERABRTIR£ZF block table, A REKENIRIEIZER K R
I, REIBAM: kv-cache-manager FA % EZE block size AR A ZRIA LB N
hidden-state & token A PWANEEA 1B XIAEN, BEKMNZXGNFLEEEZRREE
XEEIREBAR

« REEARIT: BOEZRZEE | TP 35 block size #AERHKK , prefix cache WEZWL , &
& spec EHRKIE , MIRF(EREE—

PRINeZS

« PR #56791 [Bugfix] Trim stale consequence claims from unannotated-eagle warning:
PR o [’ — S vlim/v1/core/kv_cache_utils.py 5 R—M& X4
tests/v1/core/test_kv_cache_utils.py, BAKR#FE helper LARIZ PR ¥ & H
_warn_if_unannotated_eagle_mamba, [El& KV cache group MM B 45 spec (
Eagle. hidden state) 8931 F 4L,



« PR #55823 [Bugfix][KV Offload] Reuse in-flight async lookup probes: @& vl % F 4%
%4 (vllm/v1/kv_offload 5 vlim/v1/core) By FMEE, #ELR block/page KESEEFE
RATA, TEAREX FEAETARE NEBERESR,

« PR #54934 [CI][CPU] Add speculative-decoding coverage to CPU CI: $ZHLARRS 4351 4%
RBELE RSN, WA extract_hidden_states ATBEY speculative-decoding B§423T HATE 3 4L
WEEEZREE, A PREBTZAL TP A& 60BN,



