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< WESME: ESEIE. PR AE/IMERRT ZAMEBZIHRE . R EEEAR RSN
AT R EREE apply() mapper (REBRST + clone() RRE shard_id TT#k#R)
. ARAEIEEARFF #39650 buffer-reuse frRIFRIRIBT AR B % mapper iEHNIRRTR 3,
TR vLLM pooling &R S WeightsMapper BB R AEFE AL, XTA:
_map_name FAH API B9EHR, UEMERF Tensor.clone iT#BVIAEF %,

THRES B

ModelForPooling.load_weights 8938 A RIZBIEMN (candidate_prefixes A ['', 'model.']) Xt
key IXBEEMET B hf_to_vlim_mapper BRETEXTFFHY checkpoint (21 Gemma4 89
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2% / model. FIZR" %) , WFREEEF clone EEF AR (BmERBLIEM adapters.py
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LI RE

1. ZEADO: vlim/model_executor/models/adapters.py ¥ ModelForPooling.load_weights
(8 _create_pooling_model_cls ahASHIZERY pooling HRIK) Z e —IJREDEREN 2,

2. MM ERERK mapper: T load weights FF3kiE3t getattr(self, 'hf to_vlim_mapper',
None) iZBUER B4 AT FEMEILEXNEAN (name, loaded_weight) %34T clone 3
seen_weights (fRE X buffer-reusing 3k REIRIP) , FAEEFEE mapper NEHA
“map_name(name) 83| lookup_name, mapped is None Bt continue Bk Rt ®E; H

prefix + lookup_name in params_dict 588X ['', 'model.'] s H|ZE, “FEN break,

3. BARARE: P nARE CREET. RN &FHE
itertools.chain(seen_weights, weights) 8 lazy R AR loader, #H R loader B RN
A mapper N Ewest, iR apply() 4 packed weights Fhn#y shard_id JTk3IEE
Tensor.clone() #& %,



4. MIRELE: tests/models/test_adapters.py #73# ModelWithWeightsMapper (F
WeightsMapper(orig_to_new_prefix={'"model.language_model.": '
language_model.model.'}) #&# Gemma4 R key &) 5
test_pooling_prefix_probe_uses_hf to_vlim_mapper: @3 monkeypatch itk
torch.Tensor.clone, W& clone _count == 1 B/NF checkpoint iKE%K; RRIER
loader WKB|R4EEF. BEIERME. KA RN buffer-reuse / clone fRIFMIARIFALE

5. BIF5EY3: PR MEEE Gemma4-E2B £ A/B: #E&12 0 R clone/ 0.7 s/ 0 GiB, |BE
12 2011 Xk clone / 9.543 GiB / 24.8 s; 38%|3% runner=pooling / convert=embed &34
, B&|IEFZEMN memcg OOM-kill, CI #rE—% MKk (HunYuanMoE
num_experts_per_token #38) 54 PR TX, B #51179 B &,

R

« vlim/model_executor/models/adapters.py (11 EBEE; 25| source; XA
data-contract; 5 load_weights) : PR #%:43#%E: 7 ModelForPooling.load_weights
BRI BN F 5] hf_to_vlim_mapper BT EBE F MK AT, 4PEIRAGRYE, BRE
BREWR clone; RipEFINEELRL KX loader, ik XXE BT,

. tests/models/test_adapters.py (HEtk EELSE; K7 test; KA test-coverage; {5
_LanguageModellnner, _LanguageModelWrapper, ModelWithWeightsMapper,
test_pooling_prefix_probe_uses_hf to_vlim_mapper) : #3% ModelWithWeightsMapper
L5 clone MR, B1E“H mapper BIERFM R clone —k. RIBEZFELITAR
A, FhikEYE,

X5 load_weights, test_pooling_prefix_probe_uses_hf _to_vlim_mapper,
counting_clone, ModelWithWeightsMapper.load_weights
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vlim/model_executor/models/adapters.py

PR #:/03Z % : £ ModelForPooling.load_weights BIRIZRIEM F 3| N hf_to viim_mapper BR
HENLFHEARE, GPERAGRE, BREGREW clone; RBLFMELLK
loader, [F7lEXREBRAT,

def load_weights(self, weights: Iterable[tuple[str, torch.Tensor]]):
params_dict = dict(self.named_parameters())
# AR ER key EBST (R0 Gemma4d B model.language_model.*
# -> language_model.model.*) B, #ONFER A BET/E B9 TR RS E,
#ik "'/ 'model.' AERERAIR Y, BARE checkpoint # clone,
hf_to_vlim_mapper = getattr(self, 'hf_to_vlim_mapper', None)

# 3% *ForCausalLM 5 *Model ## checkpoint % /&

candidate_prefixes = ['', 'model.']

target_prefix =

seen_weights = list[tuple[str, torch.Tensor]]()
for name, loaded_weight in weights:



#XRETEEE A tensor EHX (A0 runai_streamer)
# WAL clone, B4 lazy chain FRER&EER (W #39650)
seen_weights.append((name, loaded_weight.clone()))

# RIEBST A TN RE; ¥ A %K loader I RJRIEE F,
# B loader BRA—R mapper &KX EBRAT,
lookup_name = name
if hf_to_vlim_mapper is not None:

mapped = hf_to_vllm_mapper._map_name(name)

if mapped is None:

continue # 1% key RSP, LT
lookup_name = mapped

try:
target_prefix = next(
prefix
for prefix in candidate_prefixes
if prefix + lookup_name in params_dict

)

break # E— e BEIR Y, BAK/NRERBFH AN seen_weights
except Stoplteration:

pass # REENRER % AutoWeightsLoader Zb3E

# 4537 target_prefix AL BAFFAESR,
# &AL (target_prefix + name, weight) 8 lazy chain =
# 18 seen_weights 5|4 weights —H L4 loader,

tests/models/test_adapters.py

¥ ModelWithWeightsMapper 85 clone HHMR, BUE“H mapper BIER TN R clone
—R. BIGZFHENITAREA, k=),

def test_pooling_prefix_probe_uses_hf to_vlim_mapper(monkeypatch):
""Mapper Bt/E 194 FHALRIBME S — A key L PIFRATIRSE, "™
ref = {
'model.language_model.embed.weight': torch.randn(8, 4),
'model.language_model.layer0O.weight': torch.randn(8, 8),
'model.language_model.extra0.weight': torch.randn(8, 8),
'model.language_model.extral.weight': torch.randn(8, 8),
'model.language_model.extra2.weight': torch.randn(8, 8),

# GHIABAN '/ 'model.' FHMATIXHL key DR F
model = _make_pooling_model(ModelWithWeightsMapper)
params = dict(model.named_parameters())
for name in ref:

assert name not in params

assert f'model.{name}' not in params

# R BREERN M B SEZFR clone B2REK



clone_count = 0
original_clone = torch.Tensor.clone

def counting_clone(self, *args, **kwargs):
nonlocal clone_count
clone_count += 1
return original_clone(self, *args, **kwargs)

monkeypatch.setattr(torch.Tensor, 'clone', counting_clone)
loaded = model.load_weights(iter(ref.items()))

# £— key & mapper BETER TS, FMR clone —KHR Y
assert clone_count ==
assert clone_count < len(ref)
# R loader RE|WTIZRIE CRBRET. RMAIZ) B checkpoint & F
assert model.seen_names == list(ref.keys())
assert loaded ==
'language_model.model.embed.weight',
'language_model.model.layer0.weight',

}
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« BT HBENEBMARER apply hf_to_vlim_mapper (design): ZA{XBLEHEEN A B lookup £ .
HEBWMRERNASE, DarkLight1337 2,

o« BREERN vs FMF L mapper (design): FREFMEEZFHFAIA mapper RAR Y, #EHELHE
)3T mapper A [, 'model.'] RIZFEE,

< MR PRI FENLAE TR B M (testing): Bk seed RE (AR ETL seed) o
« Cl X ETEA PR HHX (question): BIAL X, B #51179 ZITEE.,
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2. fE APIL R#: BEHEAA WeightsMapper. map_name (fhB AF3%)
WeightsMapper NERLEHIFE T E D R B2, ZBIE LR AT E St 72mR
PE o

3. oA R AR & checkpoint FFk&E T key 2 _map_name 3RE None, M
KB IFIFE clone, ITREHINEGTME, HEFHEE (B key BIERA) =TIRAT
RH,

4. EVARFE: REhEFIE pooling MEEEIZHFTMMEL, T mapper HRE £ REEZ;
itertools.chain 5 clone IEXRE, RRTE, FMREE mapper oHFFR, KEBEE
mapped is None &£ %, - B £ pooling / embed BRI B key Bl
4t (dn Gemma4) BIMRBEFZRNAFALEAZSZETRE: SUMEKRY 9.5 GiB EMEIAR (£~
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WeightsMapper REREMFTIG T —MKBL=, ELE mapper BHEERF XE, - A&
I BOINERBRTE | (REIAAE API _map_name, SR BLATZ RS AR
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« PR #39650 (ETFTXCR#IZMHARA, PR body 5| FHA #39650) : PR body ARSI H #39650
. buffer-reusing 3% % (runai_streamer) ZERIFMMEITE NI tensor K clone
FH itertools.chain fRiIEZ 42, & PR BEHEIMEE : MK RGP, XL clone
SEMKREN checkpoint B ENLE|RF A% CPU OOM,

« PR #51179 [CI Bug] Fix pydantic_core._pydantic_core.ValidationError: Input should
be a valid integer: A& PR 8 CI kWit R EEH@ZEB: EEHIA
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RIELKE AR PR ok, B #51179 B &,



