PR #50833 &R LE

vlim-project/vlim
[Bugfix] [Quantization] Fix dynamic INT8 W8A8 MoE config being built as W8A16
& FFEHE: 2026-08-07 16:21

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/50833
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checkpoint 13K per-token INT8 BUEEMHWER, RERZ make_int8_moe_quant_config
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K& checkpoint fn#k, HEILSIEH,
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1. ZAARA: viim/model_executor/layers/fused_moe/oracle/int8.py B
make_int8_moe_quant_config &, &% L al_scale is None or a2_scale is None ¥| k7
W8A16 ELE .

2. RISHE: BRITRIEM assert BRAE R if (al_scale is None) != (a2_scale is None):
raise ValueError(...), 33|\ scales_absent &, ZiHBEFH B AW Python -O &,

3. HEMHBIE: W8A16 4% BK A scales_absent and not per_act_token_quant; 1A
EEMEME scale A None &3t int8_w8a8_moe_quant_config 2%, MR HEAT
#A per-token BUEE1t,

4. MRE CIL: K PR KM FEMIR; NickLucche FE review HiE RN int8 WSAS BLE
BMAR, SFRIKRESL, CI BN /ci run & H&ERA
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« vlim/model_executor/layers/fused_moe/oracle/int8.py (#&ik BEHEE; %7 source; %

A data-contract; &5 make_int8_moe_quant_config) : 185 B4
make_int8_moe_quant_config B9 HKMRMEIE, 3hS INT8 WBAS REBIRAIA

W8A16, REIRHEIE scale BRATIRIEM assert I#FA A E R ValueError,

X85 make_int8_moe_qguant_config



RERED R B

vlim/model_executor/layers/fused_moe/oracle/int8.py

& & B SF: make_int8_moe_quant_config BIRQHEHHEIE, 31 INT8 WBA8 R H
WiR¥I R WBA16, REIBTHUE scale BRITHRIEM assert 3#F A E A ValueError,

def make_int8_moe_quant_config(
int8_backend: Int8MoeBackend,
w1_scale: torch.Tensor,
w2_scale: torch.Tensor,
al_scale: torch.Tensor | None = None,
a2_scale: torch.Tensor | None = None,
w1_bias: torch.Tensor | None = None,
w2_bias: torch.Tensor | None = None,
per_act_token_quant: bool = False,
layer: torch.nn.Module | None = None,
) -> FusedMoEQuantConfig:
# BUE scale AKX HIN: B4 FBERME, Z2RBEA None,
# M assert BRAE R ValueError, #% Python -O AR BRI E E L ERE,
if (a1_scale is None) |= (a2_scale is None):
raise ValueError("al_scale and a2_scale must both be provided or both be None")

scales_absent = al_scale is None and aZ2_scale is None

if int8_backend == Int8MoeBackend HUMMING:
# humming B EZEHEXN LA K quant config, 5B E %,
from vllm.model_executor.layers.fused_moe import RoutedExperts
from vllm.model_executor.layers.quantization.utils.humming_utils import (
get_humming_moe_quant_config,

assert isinstance(layer, RoutedExperts)
return get_humming_moe_quant_config(layer)

# XBEBE: RA scale REABIENSBEENR T HEA WBAT6,
# ShA per-token E1L (per_act_token_quant=True) BI¥UE scale EEITHRITE.
# XPE checkpoint %k, BEbbMA%LE WBAS B B B 12,
if scales_absent and not per_act_token_quant:
return int8_w8a16_moe_quant_config(

w1 _scale=w1_scale,

w2_scale=w2_scale,

w1_zp=None,

wZ2_zp=None,

w1_bias=w1_bias,

w2_bias=w2_bias,

return int8_w8a8 moe_quant_config(
wl_scale=w1_scale,



w2_scale=w2_scale,
al_scale=al_scale,
a2_scale=a2_scale,
w1_bias=w1_bias,
w2_bias=w2_bias,

per_act_token_guant=per_act_token_quant,

)
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EBTUNER, HAEMRERREKR, BELEMEZEZE)T, RE™HEIML: assert #
ValueError &7 Python -O R TRRER, THEZBHREZAASTSKE R, FWE
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« PR #49601 [Weight processing] Copy over new_data attributes in replace_parameter:
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« PR #47106 [Kernel] Support Nvfp4 Cutedsl Moe Swiglu-oai and Relu2(non-gated)
Activation: ¥ & fused MoE EM/VELE 5#CE X, #*£ZF fused_moe/config.py FEEREIR,



