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- WESNE: EEKIL, 1Z PR &ah/N, 183877 DCP T KV cache spec HL IR ITERFE,
BEER (BIHLEIH specs FHH=—3kM) BEAMBLEENX, BNREEZT ZMIZE.

THRES B

Issue #50825 4 GLM-5.2 & TP8/DCP2/fp8_ds_mla TAERD AR, #RsE RuntimeError:
The expanded size of the tensor (8192) must match the existing size (16384), X471
mla/indexer.py, RERZE UniformTypeKVCacheSpecs *7& % max_num_blocks_per_req, &
ZK runner M group spec ZBEH block table 525 metadata builders M per-layer spec
MR ST R —BK, PR #3R{E HIZRIAAE #50302 2RI EAE, BERARENFHAINES.,

SRR

1. 7 vlim/v1/kv_cache_interface.py £ A UniformTypeKVCacheSpecs #73&
max_num_blocks_per_req 7%, &A% A kv_cache_specs FHIEN spec, KEKHE
89 max_num_blocks_per_req 18, FF3i&3t assert len(widths) == 1 B{RFTA layer SE—
B, RFRENZHE—E. XA group spec 5 per-layer spec ¥ AHRER—TE.

2. T tests/v1/core/test_kv_cache_utils.py ® #5540
test_uniform_type_spec_block_table_width_matches_layer _spec, &% mla @ mamba
FEF layer KR, UK dcp_size = 1 f0 2 YR, BIE layer_spec 5§ uniform_spec B
max_num_blocks_per_req —%, MiRZE4FF]5EBH mamba KSR E HIfIE DCP 49k,

3. BRAEF, MatthewBonanni #h %8 T SEE—KMRE, HFEMRSEHb, #—PHEEE,

R

« vlim/v1/kv_cache_interface.py (3% ZEFHAME; EA| source; KA core-logic; &5
max_num_blocks_per_req) : #ZM&E : A UniformTypeKVCacheSpecs #3%&
max_num_blocks_per_req B, ZILLNILSE layer spec, #afk DCP T block table 5%
E—3Ko

. tests/v1/core/test_kv_cache_utils.py ({3 Z7MR; L7 test; ER test-coverage;
&5 test_uniform_type_spec_block_table_width_matches_layer_spec) : #7385kt
iR, ZIE UniformTypeKVCacheSpecs 5 AR layer spec £ DCP 4/ T3REAR K
block table 5%,



XBEM5S . max_num_blocks_per_req, test_uniform_type_spec_block_table_width_matches
_layer_spec

KRR Fr B

vliim/v1/kv_cache_interface.py

ZMEE . A UniformTypeKVCacheSpecs #38 max_num_blocks_per req Bz, ZILAN
ER& layer spec, Hafk DCP T block table 5% & —3%%,

FE UniformTypeKVCacheSpecs FH38 max_num_blocks_per_req #3%, ¥RETEZHS
NELE layer spec, FFHIE —FkIk:

@dataclass(frozen=True)

class UniformTypeKVCacheSpecs(KVCacheSpec):
# Z/MER type B9 layer 3£F 89 KV cache #AEE (fl4n DSA R EATHE MLA layer) o
kv_cache_specs: dict[str, KVCacheSpec]

def max_num_blocks_per_req(self, vllm_config: VIimConfig, max_len: int) -> int:
# Metadata builders M per-layer spec #¥j3&, M runner M group spec 4Bt
# block table, ATA group spec @415 NI layer spec R EAERE B E,
# BN DCP FTHEAZ dcp_world_size £, §3K sparse indexer A&,
widths = {
spec.max_num_blocks_per_req(vlim_config, max_len)
for spec in self.kv_cache_specs.values()

}
# FTA layer MU EAM—EK, TN WMALELESIE, RAERERER IR,
assert len(widths) == 1, (

'All layers in the same KV cache group must need the same number '
f'of block table entries, got {sorted(widths)}."
)

return next(iter(widths))

tests/v1/core/test_kv_cache_utils.py

S EALMER, BIE UniformTypeKVCacheSpecs 5K layer spec £ DCP 4 A FTiRE
ABRE Y block table 5,

S HBALNER, BIE group spec 5 per-layer spec £ DCP 4B THRE—3K:

@pytest.mark.parametrize(
'layer_type,dcp_size,expected_width',

[

('mla', 1, 64),

('mla’, 2, 32),

# Mamba JRSZEHIEY, FR#AT DCP 48, HRERFIHRSHREMIE cdiv,
("'mamba’', 2, 3),

)
def test_uniform_type_spec_block_table_width_matches_layer_spec(
layer_type, dcp_size, expected_width



# runner M group spec BT block table, metadata builders WM per-layer spec
# MiE, HWREMAENME HEEN layer REIE R B FEE,
vlim_config = VIImConfig(model_config=ModelConfig(max_model_len=1024))
vllm_config.parallel_config.decode_context_parallel_size = dcp_size
layer_spec = new_mla_spec() if layer_type == 'mla’ else new_mamba_spec()
uniform_spec = UniformTypeKVCacheSpecs(

block_size=layer_spec.block_size,

kv_cache_specs={'layer1': layer_spec, 'layer2': layer_spec},

)

assert layer_spec.max_num_blocks_per_req(vlim_config, 1024) == expected_width
assert uniform_spec.max_num_blocks_per_req(vllm_config, 1024) == expected_width
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« PR #50302 [Bugfix] Universally align block table width to 128 tokens: %&— block
table SEEITHE, RPREEHKREEN DCP %%,

« PR #48404 [Bugfix] Size the sparse-indexer expanded block table from the runner's
block-table width: Z RIiEIX EHBEC buffer JAITEIR, 4 PR MIREEE DCP o/ KK
TEAR—K,

« PR #43970 [Bugfix] Align MLA indexer block table with MTP speculative decode: f#*
MTP X5, {54 PR 89 DCP 4 A H&EAR R R
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