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1. EESRE

vlim/v1/worker/mamba_utils.py 89 Triton B&& W% _copy_mamba_state_block f13t =34K
SEEN: SD B, DS HIRE temporal RS, BRRSER (state[bt[src_col],
token_bias:] -> state[bt[dst_col], :conv_width - token_bias]) # src_block_id ==
dest_block_id B token_bias > 0 B, SRS BT RE—¥ERBEXEES,; REZUA
_memcpy_ub4_tiled FHATEENKER, Kt lane TTEEEHE Y lane R BIE 2 3B, HAREK
BES,
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%% src_block_id = dest_block_id Bk token_bias == 0 B# ub4 mELE CTA #N (LK
IMES, MERT) ; XRELERRABE, & token idx MEEIEZR token AH

_memcpy_ub4_tiled, A token BYJR / BARXB|EFRES, memmove & X AR T FRIE
, 0% grid £& barrier (conv # I{RFFE CTA, tile_idx > 0 ##RIRE) ,



3. DS &MREEIZ: F4E row-to-lane FiA AR

DS i/ (VLLM_SSM_CONV_STATE_LAYOUT=DS) F, BREMIZ dim THEBTE TN,
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batch_memcpy & MRv1 align #£x, (postprocess_mamba — do_mamba_copy block) {£
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src_ptr ¥; ZEME program R4—, @ PEFE tl.store AIFEA tl.debug_barrier(), %
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5. MRELE (tests/v1/worker/test_mamba_utils.py)

713 test_batch_memcpy_left_overlap_has_memmove_semantics (128 4T x 32 KiB.

shift 16 &%, EE 10 X snapshot BiE) ; test_matches_python_postprocess_mam
ba 5 test temporal_copy with_bias_ge_2 BIERKIEM Python vs GPU B IE B A& B X
B RMEER snapshot”, BRAELINEZR —TSMEMENLE; test_ds_conv_layout_bias_gt_
0_byte_equal_to_sd EM R ZHAL test_sd_and_ds_conv_layouts_match_snapshot, BZ&
same/distinct #FEIE x accept token_bias 1/2/3 x fp16/fp32/fpb4, BIEA ' : MI355 Lk
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« vlim/v1/worker/mamba_utils.py (#£3k R&FEN; 25| source; £ core-logic; &5
_copy_mamba_state_block, batch_memcpy_kernel, batch_memcpy) : 188 ZWFIE
Triton Bt-& M4 _copy_mamba_state_block By SD/DS #&fR$#E N K12 5% A
batch_memcpy_kernel 3E N X4, 2R PR @34 =ZHET E HHIL,

« tests/v1/worker/test_mamba_utils.py (#3k JRSFE I ; KF test; E A test-coverage;
&5 test_batch_memcpy_left_overlap_has_memmove_semantics,
test_sd_and_ds_conv_layouts_match_snapshot,
test_matches_python_postprocess_mamba, test_temporal_copy_with_bias_ge 2) :
REENZS: F3E memmove 1B X ENTNR, FHILLKEEAFESMRAM Python-vs-GPU

BIER A X KRB EK snapshot I AREE, EF7iEEASENIH X BIRE,

XS  _copy_mamba_state_block, batch_memcpy_kernel, batch_memcpy,
test_batch_memcpy_left_overlap_has_memmove_semantics,
test_sd_and_ds_conv_layouts_match_snapshot,
test_matches_python_postprocess_mamba, test_temporal_copy_with_bias_ge_2
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vlim/v1/worker/mamba_utils.py



B E AT Triton & MWAZ _copy_mamba_state block B9 SD/DS #fR$# N B2 538 H
batch_memcpy_kernel 33X, BA PR @34 =B BT & K,

SD conv: {(XEIERRAEBKEZR token AF#EN

if is_conv_state:
if tile_idx > 0:
return
# SD conv: ¥l
# state[bt[src_col], token_bias:] ->
# state[bt[dst_col], :conv_width - token_bias]
# SRERBIEE /N (4 60-80 KiB) , tiling KE AR,
# Eib conv £# CTA memcpy (NUM_TILES=1) ,
src_block_id = tl.load(block_table_base + src_col).to(tl.int64)
src_block_addr = state_base_addr + src_block_id * state_block_stride
token_bytes = state_inner_size * state_elem_size
num_dst_tokens = conv_width - token_bias

# FRMIEREEFABEFE N (token_bias == 0) REEBHFMES,
# RE ubs MEIE CTA ¥, £FRAHR.
if src_block_id != dest_block_id or token_bias ==
src_addr = src_block_addr + token_bias.to(tl.int64) * token_bytes
copy_size = num_dst_tokens.to(tl.int64) * token_bytes
_memcpy_ub4_tiled(
src_addr,
dst_addr,
copy_size,
tile_idx,
COPY_BLOCK_SIZE=COPY_BLOCK_SIZE,
NUM_TILES=1,
)

return

# BEFWMRIRAEZR: ## token M3t 3| St R ANFE DL,
# B token BURE BEMXBIEFRES, ERR memmove Z4,
# REZ grid 4% barrier; token IEZEERF BHIEIRAH 1RIL,
for token_idx in range(0, num_dst_tokens):
src_token = src_block_addr + (token_idx + token_bias) * token_bytes
dst_token = dst_addr + token_idx * token_bytes
_memcpy_ub4_tiled(
src_token,
dst_token,
token_bytes,
tile_idx,
COPY_BLOCK_SIZE=COPY_BLOCK_SIZE,
NUM_TILES=1,
)

return

A batch_memcpy_kernel: ZEBEILES



@triton.jit
def batch_memcpy_kernel(src_ptrs, dst_ptrs, sizes, BLOCK_SIZE: tl.constexpr):
pid = tl.program_id(0)

src_ptr = tl.load(src_ptrs + pid)

dst_ptr = tl.load(dst_ptrs + pid)

size = tl.load(sizes + pid)

# EEBHE: dst EIEHIET src, BFEINXEMER,

# REMHEEA program RES—H], FTATZ2Mia X,

is_left_overlap = dst_ptr < src_ptr and dst_ptr + size > src_ptr

offsets = tl.arange(0, BLOCK_SIZE)
for i in range(0, size, BLOCK_SIZE):
mask = (i + offsets) < size

curr_src_ptr = (src_ptr + i + offsets).to(tl.pointer_type(tl.uint8))
curr_dst_ptr = (dst_ptr + i + offsets).to(tl.pointer_type(tl.uint8))

data = tl.load(curr_src_ptr, mask=mask)

if is_left_overlap:
# ik lane BERIBIEZ AT, JGiLFTAE lane SBAIRER,
# IHAT memepy I-FAHA memmove E X,
tl.debug_barrier()

tl.store(curr_dst_ptr, data, mask=mask)

tests/v1/worker/test_mamba_utils.py

MEREEAZS: I memmove B X EANR, FILZL LA FHEMIAM Python-vs-GPU
BiFR A X BB ARIEEL snapshot IR, ZFiERTSEYIN X EBIRE,

I EYDNR: BIE batch_memcepy B memmove iEX

def test_batch_memcpy_left_overlap_has_memmove_semantics(self, device):
# M3 128 7. 84T 32 KiB B9RASIR, src X dst & 16 F7,
# HERREESF R, B batch_memcpy E& memmove iEX,
batch = 128
row_bytes = 32 * 1024
shift = 16
copy_size = row_bytes - shift

# ABEERER, BemeREREER.

pattern = (torch.arange(row_bytes, dtype=torch.int32, device=device) % 251).to(
torch.uint8

)

state = pattern.expand(batch, -1).clone()

snapshot = state.clone()

row_stride_bytes = state.stride(0) * state.element_size()
row_offsets = (
torch.arange(batch, dtype=torch.int64, device=device) * row_stride_bytes



)

dst_ptrs = (row_offsets + state.data_ptr()).to(torch.uint64)

src_ptrs = (row_offsets + state.data_ptr() + shift).to(torch.uint64)
sizes = torch.full((batch,), copy_size, dtype=torch.int32, device=device)

# BB B R B RBKH snapshot, fARE R —RLIEIZ,
# % GPU 5 Python RARZAEZR —FESMEA L,
expected = snapshot.clone()
expected|:, :copy_size].copy_(snapshot[:, shift:])
for _in range(10):
state.copy_(snapshot)
batch_memcpy(src_ptrs, dst_ptrs, sizes)
torch.accelerator.synchronize()
torch.testing.assert_close(state, expected, rtol=0, atol=0)
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« fuscof-ibm ZE X token fEIXEH memcpy ubsd tiled: “The shift safety comes from
iterating over the tokens ... the token_bytes should be still in the order 8-32 KiB for
most of the hybrid models should benefits from the 64 bit loads. Worse case ... it
goes to the same 8bit LOAD/STORE code path and you get to remove few lines of
code.” EEXYN: “Nice one, I indeed changed this path to call _memcpy ub4 tiled
once per token.”

« fuscof-ibm k¥ u16/u32 X5 HI$E: “Are we sure we always have the alignment to
perform aligned load/stores? Under which conditions are the addresses non 4-byte
aligned?” 1E& =& EutRK B tensor, block/row/token RN ETEIMEER, 4 FTHK
SEFF 4 FHRRAF, 2 FRE uintl6 BF, HERERFTIHE, HERBPITIEE
HZARE,

« fuscof-ibm $8 H/EEE broad golden BRAFRMR T R ZMEERE: “Isn't that kernel
also suffering from the same shift-left problem you identified? ... the shift-left
problem is still unsolved under MRv1 when APC is enabled in align mode AND
speculative decoding is disabled.” #EE&IA batch_memcpy kernel A REER, L
REEEIMt.debug barrier() 5 EE BYVINMR, I E broadgolden IRV EBEE,

« fuscof-ibm Z K BAMERERIM B AR 22X NVIDIA/AMD REEH e2e benchmark, &%
HEEFRE: 24 B Qwen3.5 JRAE. MRVI/MRv2 x SD/DS x [ / B4k x batch
1/8 & 1440 3% BH Qwen3.5-9B 5 Nemotron-120B SAE&R | m@-F R base/head
HINE, BHES 8 NE GPU X, &% SD RIARMIKEREA 1 us (-0.02% ~
+0.81%) , DS ZERFEMK 95-98.5%,
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FrA iHie &2 E S ARIRER, tdoublep &AM AE (‘LGTM - Thanks for finding and fixing
this”)



« SD FRAMBRIZBEA _memcpy_ubs_tiled 3F token ¥ I (design): 1EE XM, &N
token HA—X _memcpy_ub4_tiled, BEFRE M E R T X EARD, BRARASEZI,

« u16/u32 XFFEIBIRTIRELME (correctness): WFATEFIAB R, FERDIFETEL;
YEE ANZBRR BIFERLET,

« batch_memcpy_kernel B & RI&&EE shift-left 3£ (MRv1 + APC align + T spec
decode) (correctness): fE&A&INFHAN LA EBBTHY tl.debug_barrier() 5 E £ =3 N
X, EBRE broad golden WRMLESBEE, MRvl BIRBNEBEEE,

« PR MEERAPVNE %S e2e benchmark 2ZiX (testing): MRELICEH A SD R TUAMUK
SXEA 1 ps (-0.02% ~ +0.81%) , DS ZER[EAE 95-98.5%; RFEMRATF 14-18 us ME
REMBRR,

R 5 B
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- EEEVIRFE (SD R TLEE/R) : & token fEABREERREAIEN, FHARAER
14-18 ps; mAMRAES token EA _memcpy_ubs_tiled /&, Qwen3.5 LEXHNE R
-0.02% ~ +0.81%, Nemotron INERESEE AN, EZIHERBIEE BZE bench HAK,
{XE %= MI355, NVIDIA 5H¥ batch F&E LI,

« FAFBRIRAEIE: ul6/u32 BB FTARBHIABETRREH X—FEE,; EFRKIIA
FH K padding B state R KRIETEITFH state_block_stride, &7=4£ misaligned
address, BB NEREHFIEITHRETE.

- DS BRIZKFA: #abiTE M row-major BA token-major, HURFFA
VLLM_SSM_CONV_STATE_LAYOUT=DS B &; S MNRE % fp16/fp32/fpbs 5
bias 1-3, [ERBEEE K conv_width 5 block R % token BE,

- debug_barrier & program NREZF &, RePELESZE,; EHRKIKK BLOCK_SIZE =%
I A\ program 5%, EEHFfE, BHEI grid A (batch,), & program Ab3E—FA4T,
PR

- AR RISKMERE, MIRBENFEEIERAZETE; A PR ZORERE snapshot X
MR-G5 A4 (MI355) Mt ra#I0E,

AP/ 2% 8% Mamba ZESHER (Qwen3.5 MTP. NVIDIA Nemotron &) &
speculative decode 5§ MRv1 APC align =T BPRSIIFNEE, HR AMD CI B& %
% (b % A Buildkite amd-ci builds/11556)

- MEgE: SD RYBERIFEIGIAA 1 us BN (<1%) , FREYIESRE N EFR TR, DS
R N AE R (B4 95-98.5% (EEEEHERE)

« FRA / TA2: BT YRR EK snapshot MIEE LI EIE WRZEIMRTBR, UKL
SMEE, (RESHFEERE memmove BEER, TEAZHT GPU # N A,

- BE£E: copy mamba_state _block BE MRv1 5§ MRv2 #£%F, A RBELEKNEE
REEBNRA, BmEmsETE viim/vl/worker/mamba_utils.py B3¢ RMAR

« RFeARIE: GPU ABESMEE , BORATE | B N HEMKER , FFRIZEFLE
$ip , EAKB B E XA
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« PR #30877 (RELTXHEMESRZA) : PR body F£HHEIIATHEA Mamba JREEN, B
AESHERRREZ—,

« PR #40172 (RELTFTXHIZMHATH) : PR body F£HEEFMT BLE GPU ¥ (fused
GPU copy) , RREENESELXEEXLZMERZ L,

« PR #49436 (RELTXHEMASRA) : A PR £2TH rebase, temporal IREFEITEE T
#49436 8y 3D grid 5 16-way tiled #NHFE, FKIEKFH,



