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1. 33IBRL: 338 checkpoint_weight_patch.py, & X CheckpointWeightPatch (
NamedTuple) , & name (checkpoint BRE&) . shape (ZF checkpoint IKEFIR) .
dtype. values 5§ indices FEL; indices=None £ R-AZEMARER, TN AKFEANT,
K188 B F 2 E checkpoint K&,

2. INERBIEAREE . validate_patch_structure REIIEZLFR. FERLE. 1D values. FAKE
HEE numel —3; HBRAMNTERZSE dtype (NaN B, FeeEAESLE#HE) |
int32/int64 R5l. R 5EFK. FADBKEERSE isnan. BRARIEGEERIKE,
—R .item() AFZREMRE, BeS8MNT —K CPU AF; REBNAIAMAEMAS
Ao

3. NaN #fELS copy_ #£8: AN T BRI A ZE checkpoint FIREY NaN FK=E (
torch.full + index_copy_ BAZXEMNE) , _load_nan_masked_weights 7
model.load_weights JAHAE O N#FZERKEM torch. Tensor.copy_ A copy_non_nan_, HA
torch.where(isnan(source), destination, source, out=destination) ZTERA R IRF S

NMaRMEFHZEME, finally RERLE copy_; FMHRERANFEIN (FESs FFEQL BR



R[E) BE#EFEW NotImplementedError, fail-closed,

4. HRERF: load_checkpoint_weight_patches L max_chunk_bytes (BRIA 512 << 20
, 512 MiB) A BARA#IAA load_weights; RE&TRHFBHHR, RIER—RE LK
AT AR NIRFR A ; REFFA loader IREMRELHE, None MAEES,

5. MRELE: T test_checkpoint_weight_patch.py (CPU JMiR) , _PackedTPModel &
W QK ITE#E—SHKIFK TP rank 1 1, BEREFF. @RHRERI|. TP &t F.
TREW. EENTIRFS copy_ & ; NolLocalWeightModel &% loader &5 NMEAX
ENEERREZ, OERKXL 1 NRENR, TPE8+EP8 (kX tbE X T A MBI IE A D
£ VERL &% Ko

REEF:

« vlim/model_executor/model_loader/checkpoint_weight_patch.py (3R =& n#k; K5
source; A data-contract; &5 CheckpointWeightPatch,
load_checkpoint_weight_patches, load_nan_masked_weights, copy_non_nan) : & PR
B F X X checkpoint 2454 THIHIRRAE T AT, A NaN sHE + G2k
torch.Tensor.copy_ BIA X8 AR E A load_weights, £ checkpoint 24r&5
VLLM 3BEATBS S ERARAR A Z (B BB AR, FEBAHA fail-closed RASIEFEMHIE X,

. tests/model_executor/model_loader/test_checkpoint_weight_patch.py 13k hn#R ;
K7 test; KR test-coverage; fF5 PackedTPModel, _make_patch,
test_dense_and_sparse_patches_follow_packed_tp_loader, NoLocalWeightModel) : &
EAE—NRENR: AITE TP RAREREMF. @F/FRER5. TP Atink. IT8E
Fr. EEWNTINFS copy RESRAITAH, HEZE loader REANEAREHNTEREAZ,
TP8+EP8 K IEFAMERIEERE VERL £KF,

XEFE: load_checkpoint_weight_patches, load_nan_masked_weights, copy_non_nan,
_validate_patch_structure, _load_weight_chunk,
test_dense_and_sparse_patches_follow_packed_tp_loader
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vlim/model_executor/model_loader/checkpoint_weight_patch.py

A PR B HF X fF: E X checkpoint 2ArTHFHRERAE EAD, A NoN BHE + IaiE
¥ torch.Tensor.copy_ B9A X ERER R4 load_weights, 7EA checkpoint £%r%& 5
VLLM 3BEATES S 3R AR A Z B BB AR, FFEAHA fail-closed RAS5EZSMHIE X,

# vlilm/model_executor/model_loader/checkpoint_weight_patch.py (¥73¥)

class CheckpointWeightPatch(NamedTuple):
"R —IR checkpoint A2 AR A& T BYFE 55 AR ERAR & B HT,

indices 3 None BfZMEE#: values AZERBFZEH checkpoint KE;
TN EFHBEA T values R4 indices L & B9#TE.
VvLLM mATER S5k 4% (TP 5. FT8. EP BREY) HAEREA load_weights i,

name: str # 4R loader B checkpoint (XRE %



shape: tuplelint, ...] # 5% checkpoint IKEF IR

dtype: torch.dtype # checkpoint K& dtype

values: torch.Tensor # f%: TERERFE,; M indices &BFE
indices: torch.Tensor | None = None # B¥&3|; None Rf%EH#

def _load_nan_masked_weights(model, weights):
# fRFJRYE copy_, load_weights REISMFEEEIRE, B %5 RIHE At N

original_copy = torch.Tensor.copy_

#EZ8E: RA NaN WL ERE BRRE EAVLES NRME
# NaN 2" RFALWHE, XREFRI T R ENRE,
def copy_non_nan_(destination, source, non_blocking=False):
# REFRPREEKENRL copy_; HRKEMR fail-closed,
# BIEAAE /| ZMEL loader TERTIUHARS/Z EIEIE = £ 8RB X
if not (
destination.is_floating_point()
and source.is_floating_point()
and destination.shape == source.shape

raise NotImplementedError(
"Sparse checkpoint patches require a same-shaped "
"floating-point final copy"

)

source = source.to(dtype=destination.dtype, device=destination.device)
# BERMESFHTTRHERKE, BRI —REN

return torch.where(torch.isnan(source), destination, source, out=destination)

# EERRALE loader HABEON, #HBELKEM Tensor.copy_
torch.Tensor.copy_ = copy_non_nan_
try:
return model.load_weights(weights)
finally:
torch.Tensor.copy_ = original_copy

tests/model_executor/model_loader/test_checkpoint_weight_patch.py

CENE—NRENR: AiTE TP ERBIREZMTF. @BHIRERIl. TP XtinfH. 3T88
. EEWNTIRFS copy_ WREERAITA, HBE loader £B NETIR E W= 45 R B2,
TP8+EPS RIEFMEIIEERE VERL £+,

# tests/model_executor/model_loader/test_checkpoint_weight_patch.py (k)

class _PackedTPModel(torch.nn.Module):
"L TP rank 1 8 Q. K 2 FiTE# R — /NS eER, "

def __init__(self):
super().__init_ ()
self.packed_weight = torch.nn.Parameter(torch.full((4,), -1.0))
self.load_calls: list[list[str]] = []



def load_weights(self, weights):
weights = list(weights)
self.load_calls.append([name for name, _ in weights])
loaded_names = set()
for name, loaded_weight in weights:
if name == "q_proj.weight":
destination = self.packed_weight.data[:2] # Q &ITESEET
elif name == "k_proj.weight":
destination = self.packed_weight.data[2:] # K G3TRS¥HE$
else:
raise AssertionError(name)
# B/N2E checkpoint k&% narrow H TP rank 1 oK BN,
# &4 copy_ MMERRBRFAEN, HEMBANTHIRY
destination.copy_(loaded_weight.narrow(0, 2, 2))
loaded_names.add(name)
return loaded_names
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Review BIxRIZ2E, —LFITILRE IsotrOpy XL BN 1T

CheckpointWeightPatch B84 A CheckpointWeightMetadata (‘I think metadata will be

more proper here”) , EWNAERERLAE NamedTuple 5% (YrTSZIARE

@dataclass(frozen=True)) . fE&EEE Done, MIERXAFEEXANT NamedTuple £ (3%

X b6fdf47e [Represent checkpoint weight patches as NamedTuplel ) , {E&AE&FIHRA

3R &8 CheckpointWeightPatch &%, ®&EZICKRTLEL, BT APl XEEHEMKERE,

WAk claudelbot] &7~ fork PR B F#E A, PR body #FEFEH OpenAl Codex 3#Bh SN,

5.

« CheckpointWeightPatch & 5 &~ RNEIX (design): /EE XM T NamedTuple Zox (32
X 6fdf47e) , BHRAEGHMRATIRE CheckpointWeightPatch &R; H#&RZWKRTL%
52, B APl /& BENBHERE, TEMmIEX,
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AR,
2. loader BAMBIK: RIXFRARBIRES Tensor.copy BEN; A&/ ZMER loader.
B X5 B2 NotImplementedError, IAEER loader REFE—Hit, LFRFEE A
&, FEBEBAXRBRR,
3. EEELM: loader FREAKESE TIRALEH, PR HNAAASTIRELLRERF
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4. RESEARA: WA O(nnz), BMINTLETE checkpoint 2R NaN iKEH
B torch.where; 30B AUARSM BRI AL 1129.4 MiB,



5. MREE: BERR 1 A CPU #l; TP8+EP8., X¥i&. CUDA IPC/ZMQ X IE
HMEIEIE SRR TR VERL &%, KA VLLM CI, - ®m: XAF / 2%: RL %
%A% (VERL By delta_sharded wire format) 345 vLLM P4 ZEEA, FASRER Y
7.2 FR®E (51.8s —>7.2s) , BELTEAAF BIATHAN TP/EP BRAT, XHEPFA: FHEA
H APl 5HH#EY loader RALR, FERIIGHBGEHER loader HRRIERLZSEANMR
TARIZ B copy A REXIFMBRANT ; monkey-patch @A %4 RKFEaMAR, FE XL
HRFFMIMEEAZ BT, WEHPmEE: (XFH 2 NXH. 383 17, TAEMMINAE XK
, EEEADN, - REARIT: SHFELKEM torch. Tensor.copy_, IEEEMEH , MBI
O(nnz), IKBEOR R MIE S copy BY , BENIMRBEEARR

R EXRK L
« PR #43375 [RL] P2P RDT weight sync: RIAESL RL RERNEEA: RDT £HBRANETHE

3, A& PR & checkpoint 2454 T + JR4 load_weights 3412, —FF 4, & RL I
RE R EHAK,

« PR #52209 Add routed expert loading for gpt-oss: EI A RL 5| &R E / EXEARNEH
WEERE N, HERLEER, BEY X vim/model_executor/model_loader KR,



