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« —A)iE: Kimi-K3 £FLE3% TP 4k, decode B BFHRE

- WEMNME: E/RFIER. =ANER: H—, EIL reduce-scatter IR (B TP KAn + &
SER5aF) &SP TE—REABENTEEMH; H=, PR EXHNES ZLEABMEE
——profiling 5 AFMENERE EAEB. REH trace (EIEH [TL ]RF. ARMIRES £
5 crossover AfEiHE; H=, MRZBR EAMER token Y17 EE, BEIUE &
feature $HE partial"3XE L= EFMEFZNERHHE ORI, MR ZITARE A REIMME,
BB E S S jeejeelee B AR & EEIE 5 /FE BIRM FusedMoE / BB 25 %L

THHES BAL

PR body AREIRI TR EAL R : —& profiling——decode T HHZEEF GEMM X £1X
RF MegaMoE routed GEMM BB KFF8#TN, ARAF L 5.9 TB/s ZEEN, HBAEF
Wk (KZEEXK gate_up 176.2 MB + down 88.1 MB = 264.2 MB/ & /rank, 4 92 B&it
2] 22.6 GiB/rank) ; —RIBRNBEME ——1% dense/TP + experts/(TP*DP) & #yE GPU
FAELSZFRDY 28 GiB, HF4 23 GiB REEHINEZFER, EIEAT:
low_latency_gemm.py B9 KIMI_K3_PROJECTIONS R A shared_gate_up_proj /
shared_down_proj KE T TP S A RHIEKEB, EFIFIRE SP T3] cuBLAS, 1E#& R BTHE
HiXZ vLLM £/ 56| (DeepSeek-V4 R EHRIAEZERXHFAENIR) . Kimi-K3 REH#E
ERXBEKMKA outlier; TP ok + BEANE GG REM token FHT &4, BEib

opt-in BRIAX, TIa P/D 4B H decode L, prefill KX F,

LI AE

ZEANDO: vlim/envs.py 32/ Fx VLLM_KIMI_K3 SHARD SP_SHARED EXPERT (BRIA
0) , SEREAAEASEE—1X Kimi-K3. {X{§ token ¥3%. @I P/D 4 EIEH decode
5261, prefill 5H—REFNFB. 0ETE review FHRMH
VLLM_KIMI_K3_SHARD_SP_MLP A%k,

S 5

1. BEADO (vlim/envs.py) : JFMA/RFAXFEFEMEIR, BRIAXHE, FRIEXIEITHAER
),

2. R HIEZRE (viim/models/kimi_k3/nvidia/model.py) : #738a& %k
shard_sequence_parallel_mlp(), & ZEFHFHWSKATENEHE: FRIFR.



use_sequence_parallel=True. H A eligible=True. tp_size > 1 B hidden_size 5§
intermediate_size ¥REM tp_size R, BRMULER A FEE divide() hHEE, i
R RSP EER £ #,

3. KimiMLP ¥3&5 forward B&3&: #7138 can_shard_sequence_parallel 5%#%; replicate =
use_sequence_parallel and not shard_sequence_parallel Z—RZE R MNZEE B
disable_tp; %K B down_proj.reduce_results=False, 3BYILER A RowParallel AER
all-reduce X4 IRE sp_reduce_scatter, BHREEIY; forward ELRFERXTERES
¥& N sp_all_gather / sp_reduce_scatter, EIRNEEH m—NESBEE,

4. B BIEL: shared_experts & can_shard_sequence_parallel=self.use_mega_moe—
—{X MegaMoE BRI EZEHLEZEFRRFFKLH, FusedMoE #4128 runner EE VAL FHREK
EHIME, AR, IE MoE BEBIFAZE mlp £ can_shard_sequence_parallel=True,

5. MiRELE (tests/models/kimi_k3/test_sequence_parallel.py) : Fi3g
test_shard_sequence_parallel_mlp_gating (6 A& EB £ opt-in. JE SP. FusedMoE
XK eligible. tp=1. 6144 % 5 BREWKEF 2 %) 5 test_sharded_sequence_parallel_mlp
_matches_replicated (& rank #F A EARHER token Y1 F2EE, & token XtbaFIRS
EHREE) o ZEMENR T IIGERER % feature 4HHE partial” B985 17 1&1H——ARFF
WIMBATF A ERHERMN, TEE / schema BBEKSN; FFx5 gpu_memory_utilization
BEEMERRFKESE, KV cache BahZ 35,

REEF:

« vlim/models/kimi_k3/nvidia/model.py ({3 #AISZH,: KB source; R core-logic; &
5 shard_sequence_parallel_mlp, KimiMLP) : PR A/ QJRED : F3g
shard_sequence_parallel_mlp() ok ¥ ZE & $k; 2k3E KimiMLP X3 SP T TP 45 (
disable_tp ##. down_proj.reduce_results %3, forward &E¥EA sp_all_gather /
sp_reduce_scatter) ; 7 shared_experts (fX MegaMoE #&42) 5#%E mlp FmANREA
BE%K.

. tests/models/kimi_k3/test_sequence_parallel.py (#3k F%|34T; L5 test; LR
test-coverage; % test_shard_sequence_parallel_mlp_gating,
test_sharded_sequence_parallel_mlp_matches_replicated) : FHER/NEMMEMR :
test_shard_sequence_parallel_mlp_gating 28t E = 6 XX (& opt-in.
FusedMoE & eligible. tp=1. 6144 % 5 EREK) ;
test_sharded_sequence_parallel_mlp_matches_replicated ‘& rank XM token
PR TEEIESD H RS B HIARIZR token Y, FIIEREHARIRRIT,

« vlilm/envs.py (#3k IFRECE; 25| source; KA configuration; 5
VLLM_KIMI_K3 SHARD_SP_SHARED_EXPERT) : #3%
VLLM_KIMI_K3_SHARD_SP_SHARED_EXPERT @& % (BRiAX) , TRAFERSEE
5 P/D BR&; @& review P VLLM_KIMI_K3_SHARD_SP_MLP A%k,

X5 shard_sequence_parallel_mlp, KimiMLP.init, KimiMLP.forward,
test_shard_sequence_parallel_mlp_gating, test_sharded_sequence_parallel_mlp_matches
_replicated

R R B



tests/models/kimi_k3/test_sequence_parallel.py

AN MMENIR: test_shard_sequence_parallel_mlp_gating 2HLBZ 6 (0%

(%4 opt-in. FusedMoE R eligible. tp=1. 6144 % 5 E[RE&K) ;
test_sharded_sequence_parallel_mlp_matches_replicated FA“& rank ZREX token ¥1 K~
AR B RS £ #IARR token MY, EIFE RS R KT,

UTEFENIEREAR (REHERAEE, TRADITINL)

def test_sharded_sequence_parallel_mlp_matches_replicated(default_vlim_config):
"SR MR SP MLP X8 token EILE HIMRAILE R,

KEA: B rank FAEELZFHERE token Y15, FIAAXEREY A
ToiEr B2 E O token——00 4 all-gather B token &£, &&H
intermediate Y1 i & partial B reduce-scatter, &K% feature 4
BHER rank UG R, KEBBRBALE token BISFE, ~HEMER
SNEL2EERNRY (RFRIZIREX2EN, ANREIHRYI)
tp_size, hidden, intermediate, tokens_per_rank = 4, 16, 12, 3
torch.manual_seed(0)

num_tokens = tp_size * tokens_per_rank

x = torch.randn(num_tokens, hidden)

gate_weight = torch.randn(intermediate, hidden)

up_weight = torch.randn(intermediate, hidden)

down_weight = torch.randn(hidden, intermediate)

act_fn = SiluAndMul()

# EHAR: B rank FEERE, T2 token EEITHE,
replicated = act_fn(x @ torch.cat([gate_weight, up_weight]).T) @ down_weight.T

shard = intermediate // tp_size
# 2RI 84 rank all-gather 2% token &£, REHDHWIHA,
partials = [
act_fn(
X
@ torch.cat(
[
gate_weight[r * shard : (r + 1) * shard],
up_weight[r * shard : (r + 1) * shard],
]
).T
)
@ down_weight[:, r * shard : (r + 1) * shard].T
for r in range(tp_size)
]
reduced = torch.stack(partials).sum(0)
# reduce-scatter: rank r RIRE B .8 token Y1/ B LER,
for r in range(tp_size):
mine = reduced[r * tokens_per_rank : (r + 1) * tokens_per_rank]
expected = replicated[r * tokens_per_rank : (r + 1) * tokens_per_rank]



torch.testing.assert_close(mine, expected, atol=1e-5, rtol=1e-5)
0 X AF AL

« 545 TP 89Xtb: WoosukKwon 7 PR #8419 “How's the perf compared to pure TP?
@, 1EEMEZ GB200 DP8xTP4 + DecodeBenchConnector &I vs B Xtk 3F
A 64 3FE +17.5%, 128 Bt +9.2%, 256~1024 % +3.5%~+6.1%, F| 1536 X
—0.2% K@M L AL RATREERY, EHEEX4 700 token (TP8) A
crossover f&itH{E",

CIRETERL (BMR) . jeejeelee T viim/envs.py $2H NIT BRE&EIX, T
VLLM_KIMI_K3 SHARD _SP_MLP &% VLLM_KIMI_K3_SHARD_SP_SHARED EXPERT

HFIRE ESELE; EEEE “much better, agreed will change it :)", &AL &N R AT
%,

c ELBENTHEIH RERIFF) : jeejeelee T forward By sp_reduce_scatter Z321H]
“How about combining this RS and the sequential AG into one AR?”, AN EFEEELE,
PR IEXXX “reduce-scatter XERTT” A#HF (M8LL all-reduce 5B reshuffle, HRE—/
RS EBERkAFIREFIDF) , TEFRLEE, B RS 5F—4& AG &K —K AR” 8
RERFFIF AR

- EEBREL: FTEZRIIE MegaMoE 7%, BT R TP HA A ERMTY AR (FH#
i parallel group, BRARE) .

- 54 TP ARt R UK Z BEFH A BYFOR (performance): IBEET B : 4k UKERE
H % / token FOE KRB IRARZREZERFE, SIEXY 700 token (TP8) A crossover f&
HME —3K; 18 BAKRMEAE L LR R,

« BT ESL: VLLM_KIMI_K3_SHARD_SP_MLP —
VLLM_KIMI_K3_SHARD_SP_SHARED_EXPERT (style): B3R, & envs.py 5

model.py ¥MEFH VLLM_KIMI_K3_SHARD_SP_SHARED_EXPERT,

« reduce-scatter 554 all-gather 86& &3 A —>K all-reduce (performance): & F¥F;
EXRITRATRATRSEE, BERS + T—4& AG —> —K AR'WEHBERIFFIK,
1eE BB SR IE MegaMoE 3 RS5F AR TP 44,

R 5 B0
. RS

- FusedMoE BIZFF (84 ER4 R can_shard_sequence_parallel {X7E MegaMoE 42 A
True, & FusedMoE B XRARBEAERK, IHEMFHIA MoE JE i,

- 2F X5 P/D FiME: prefill 5 decode ER—F X TE&WHR, BEIRBFTEA flag
RRA—HATFEE—XRIEFR RN ERNRE, REEE P/D 2 BRZACIRE env,

- BEIE 2 ANEERRE: KEMIREATRAEERE (DecodeBench ¥4 1536 B
¥5) , A& KN, crossover ZfEiHEMmIESEZM,

« BIERMAR: intermediate_size % tp_size 5 hidden_size % tp_size i B ATEFEREISR

2% (R&Em) , BRAFPTEREUANESF; gating MIRBET tp=5 (6144 % 5 #
0) &%,



CMEBZEA: MAEHESEEREIT. BRIN, TTFT +10.7% 55t -2.6% &EBIT
B ZKN; BET pruned checkpoint BFF &2, FARELXGEE; RBEEZET A TP,
FusedMoE &5 ROCm {42,

« JEEB A Kimi-K3 P/D 4 E# decode LA A—NRREEHREIE rank 4 18 GiB
2% (B gpu_memory_utilization T KV cache +23%) & decode 3R% 10% BT [&
; prefill 2615 REERBEZIRFFRIAX R, PR #5|A v0.27.0 cherry picks BEf2,
PLEAKERE T ANMRANE AR

« XAGATAH: BIAXF. X Kimi-K3 NVIDIA + MegaMoE B{24 %%, HABMEKZE
B, REMER. F1TH. KV cache iTE BB T K,

« SREIPAG RADEZE . shard_sequence_parallel_mlp + AG/RS &M A EMELZTERAEKR
PERIRE T T E AR SP 2 AR, RBRET FusedMoE X#IF5EHF & TP BT AN
D RFAITAF
« RFEFRIT: FusedMoE BRIRFF X EEBRAXK , @B X5 P/D HiXE , BEHE 2 NEER
f&, TP BEMRMAR , IKEMHALMARREE

PEEZS
« PR #51253 [ROCm][Perf] Kimi-K3 Shard Latent MoE up-projection for ROCm path: [
B Kimi-K3 80K 85 M E: % PR £ ROCm Xt latent MoE up-projection
f TP 9/, A PR £ NVIDIA A RARZE L EE SP THREH KRR, #HA
vlim/models/kimi_k3/ BE LM (amd/ 5§ nvidia/ X#-HF) , K5 HQ’JRTI'_IE?FE{%%’:O
« PR #50185 attn_res kernel latency improvements: Kimi-K3 decode ZEREALEER B — %
. 1% PR £ CUDA kernel Bttt attn_res HF, & PR EREBEMRMARERF, W& B
—3 (decode ITL TF) , H*RMKLE Kimi-K3 e TEZ%,



