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« ESNME: BEF/REXNTLT A vLLM logger B once 18X (
info_once/warning_once/debug_once) RENSHAEHFNER; % PR AMEARLER
M KT B RIR, TREEXMHRFIL, EAF cutedsl_warmup.py 5
flashinfer_all_reduce.py B ERBRFIBI A EIRER,

THRES B

PR title A [UX] Reduce startup log noise, B#r2R vLLM B ERIA INFO H E8E,
PR body BA#i%BH: remove the default asynchronous-scheduling status log. emit
repeated configuration and warmup messages once per process. move routine
backend-selection, registration, and no-op details to DEBUG. preserve warnings whose
content may differ by rank, #3&38 This only changes logging; serving behavior and
model outputs are unchanged. £ (mgoin) & review BiEH % : B AERAFTRE,
BRIAFTER enabled RSERAGEE, AR ERAMBIEEE

ifﬂ?}%ﬁt’n’:

BIFRERARSB A (viim/config/vlim.py) : ¥ VLLMConfig. post_init__ SR
Asynchronous scheduling is enabled/disabled 8] info_once BE& (R AEBRIAFR
ZHXELERE) ; ERIEY 15 & logger.warning/info &—A
warning_once/info_once, &% enforce_eager. TORCH_COMPILE_DISABLE.
Inductor 2 8. cudagraph ¥ XE%. Sequence Parallelism EZ& TP>1. Whisper fork
A KV cache events B4EE 4%,

2. MER 2 (viim/model_executor/warmup/cutedsl_warmup.py. kernel_warmup.py)
. cuteds|_warmup() F3E CUDA F &5 compile units BBk E B info F&A debug
“Warming up CuTeDSL compile_units=...” B&A info_once, 338 unit_names A list
¥4 tuple URIFTEA; R EHIFR" complled X units in Y s"ItBEE &S import time,
kernel_warmup() % 1I_bf16 J& shapes BBk E B A debug once, Flashinfer
warmup/autotune 1B XE B BN info_once/warning once, skip_ops & sorted(list) B4
tuple(sorted(...)) RIEF"EH o

3. BlATHE R A DEBUG (S fAE TREMER) : flashinfer_all_reduce.py #9
_resolve_fi_ar_backend() P ENIEEL BahEFEm0MEHEH info_once A



debug_once, FHFIRFE f-string BRA %s #EAAL; custom_all_reduce.py #
register_graph_buffers() By “Registering %d cuda graph addresses” & info F&A
debug, missing library 5 unsupported world size 2XA info_once/warning_once;
system_utils.py B9 Windows ulimit BksX HE. vlim/v1/attention/backends/utils.py B
_KV_CACHE_LAYOUT_OVERRIDE H&E¥FEA debug,

4, Z#HFEFEE (vlim/vl/worker/gpu/model_runner.py. vlim/v1/attention/selector.py) :
GPUModelRunner.load_model() # “Loading model from scratch...” 8 info XA
info_once, selector.py ¥ “Using %s KV cache layout for %s backend.” B info 284
info_once, BREANHERNARBEZRITER—RK,

5. MIREBAE: ARKFTIENAXM; PR body #tBAEAN pre-commit (Ruff. mypy.
config validation) , FF3&4T tests/test_config.py::test_async_scheduling with_pipeline
_parallelism_is_allowed 5§ tests/kernels/attention/test_attention_selector.py, ZEA
30 passed. 10 skipped,

R

« vllm/model_executor/warmup/cuteds|_warmup.py ({3 AR K 5| source; KA
core-logic; 5 cutedsl_warmup) : FABEZRFERAIAZ O BREE RN DEBUG.
TPGH B BKA info_once. MIRITETEES import time, AILT A PR B9 H EHFER,
vliim/config/vlim.py (#3 BLEMENT; 25| source; A core-logic; &5
VLLMConfig.post_init) : BEIECE E &2 : MPFRERIA async scheduling RESBER, #¥%%
& warning/info %—A *_once, BEIEREBRABSHIEKLE,
vlim/model_executor/warmup/kernel_warmup.py (#£3k F#ELR; 2K 5| source; KR

Vil =]

core-logic; 5 kernel_warmup, flashinfer_autotune, _warmup_ll_bf16_router_gemm)
: BA kernel FA/AD: |l_bf16. FlashInfer warmup/autotune L & B EE—Bes5 -
B, EWABMRNE ¥,

vlim/distributed/device_communicators/custom_all_reduce.py (iR B E8ER; K5

K a

source; E® core-logic; 5 CustomAllreduce.init,
CustomAllreduce.register_graph_buffers) : % XBEMEL: BREE / FXEFN
world size H&EBA *_once, CUDA graph btz &R DEBUG,
vlim/v1/worker/gpu/model_runner.py (#3k A NE; KA source; KA core-logic;
5 GPUModelRunner.load_model) : vl #E&nEH A0 : 'Loading model from
scratch...' XA info_once, MR Z#4E / £ PP rank EEITEN,

vlim/distributed/device_communicators/flashinfer_all_reduce.py (i BIEfEHR; K5
source; ER core-logic; 5 _resolve_fi_ar_backend) : FlashInfer allreduce J&3#3%
#FHEM info_once &4 debug_once, BFI4T backend-selection 12 &, REINFE&A
%s ¥&RAo

vlim/utils/system_utils.py (13 RETE; £F| source; E£A core-logic; &5
set_ulimit) : Windows TFBkiT ulimit R 8IR-R~E A DEBUG, BHI4T no-op 18,
vlim/v1/attention/backends/utils.py (3R JF & A/E3E; K5 source; FEHR core-logic;
&5 get_kv_cache_layout) : KV cache layout BZZXERN B EEAN debug_once, B
PR R BN IR 2 TF Ko
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« vlim/v1/attention/selector.py (B3R JFEAEH; K5 source; FER core-logic; F&
_cached_get_attn_backend) : JFEAEREFLEFEHEKA info_once, BTHHRE—X
RO ] B9 54T B E A Ao

XS cutedsl_warmup, VLLMConfig.post_init, kernel_warmup, flashinfer_autotune,
_warmup_ll_bf16_router_gemm, CustomAllreduce.init,
CustomAllreduce.register_graph_buffers, GPUModelRunner.load_model,
_resolve_fi_ar_backend, set_ulimit, get_kv_cache_layout, _cached_get_attn_backend

KR B B]

vliim/model_executor/warmup/cuteds|_warmup.py

TAER AR PR A S BT B R R DEBUG. FiRGH BE.BXA info_once. MRRITEIE RS
import time, AIT AR PR B9 H ELQKIER,

# vllm/model_executor/warmup/cuteds|_warmup.py (head kA, HEEERE)
@instrument(span_name="CuTeDSL warmup")
def cutedsl_warmup() -> None:
"RATETAJEMEY CuTeDSL 4miFFidE T, "
if not current_platform.is_cudal():
# 3 CUDA FERBTHlT R A%, BRABRRAITABITHRAF
logger.debug("Skipping CuTeDSL warmup on non-CUDA platform.")
return

compile_units = _collect_unique_compile_units(_iter_cutedsl_warmup_compile_units())

if not compile_units:
# RIEREM compile unit RIFEEF N ELEEERER, KA DEBUG
logger.debug("Skipping CuTeDSL warmup because no compile units were requested.")
return

# info_once fRIEZ #H R T HNHERITEN—K;
# ZFRHIRIEA tuple URIFTEA, # once KEZEEA
logger.info_once(
"Warming up CuTeDSL compile_units=%d names=%s.",
len(compile_units),
tuple(dict.fromkeys(unit.name for unit in compile_units)),

)

_compile_cuteds|_warmup_units(compile_units)

vlim/distributed/device_communicators/flashinfer_all_reduce.py

FlashInfer allreduce fa3#3%3¥ H EM info_once [&A debug _once, BAIAT
backend-selection 1 &, EBHRFKA %s &A1t
# vlim/distributed/device_communicators/flashinfer_all_reduce.py (head AR 4~)

def _resolve_fi_ar_backend() -> tuple[str, bool]:
"R AR W RIERIEIE A BY flashinfer allreduce &,

RE " (backend, allow_trtlim_fallback)™™; ~“allow_trtlim_fallback™"
{RFE “Tauto”T EREF mnnvl B REF ERE True, ETFHETL NVSwitch



ZIBHEY SR EERE trtlim,

backend = envs.VLLM_FLASHINFER_ALLREDUCE_BACKEND

if backend != "auto":
# AP ENEENERBTOIITER, REE DEBUG &AL
logger.debug_once("Using flashinfer allreduce backend: %s", backend)
return backend, False

# BRIABE Y EEA mnnvl; trtllm AXFLF A allreduce
backend = "mnnv!"
allow_trtlim_fallback = get_node_count() == 1

# EMSBRERTCBEEEMBENEZAR, ¥R DEBUG BLV%eE
logger.debug_once("Auto-selected flashinfer allreduce backend: %s", backend)
return backend, allow_trtlim_fallback

Wi B4
"E— B SZ M review B R BIE#E mgoin ARA, EXT viim/config/viim.py & 1148 FTHEMIFR
8 async scheduling JRSHE, AR Async scheduling is on by default, so no need
to say it is enabled. Disabled behavior is covered in other logs. iZ3Eiext R B FR EAEIR
THRK, BT BHRBANRERRE, claudelbot] E PR kB fork RMEFNFM;
tirmchlsmth 5 yewentao256 ¥ APPROVED, yewentao256 Fi LGTM, thanks for the
work!,

- BIFRBRIA async scheduling RS H EHIZEE (design): XL BIFLEEL, MIRLARSH
F; PR EANRZEEIBEEESERR

PNoESE-AL

< R
B WMZ: register_graph_buffers 8§ CUDA graph #hbFMt%k. Flashlnfer &
s\h _KV_CACHE_LAYOUT_OVERRIDE. Windows ulimit Bkt SR 56 INFO 89614T
=R F’% DEBUG, HEFEBt®E%E VLLM_LOGGING_LEVEL=DEBUG A #:E 3|, THEE
HnER 2 18] BRE AL AR AR
2. FAATBE M &k cutedsl_warmup.py BIFR T “compiled X units in Y s"89 INFO H
&K, MABITIEABEREEE CuTeDSL MAFER,
3. once EERNBHKAEEWEI: *_once EETEHESITERE, FRBEIE
list/sorted() RN tuple, BRREBHNATEHFSEHKEAN *_once, TREMARE
; BZATATMRAE =,
4, TTHHEMR: #F CI HTHMRK S TIHEEXA (flan “Asynchronous scheduling is .
L), TREE B EEMERTIAIG PR body RIIET 2 AR,
5. KEAHFEEZRBMER: info_once/warning_once {E R —#ENMEERZRITER—K, £
RAPEBKZTHEBPHSKERE, MXETFASBREN, TERHBEAEIRET N,
- YSEEERMNAR: BRABHHIEEETE, Z#HE /I RKEHTHETEELS



WEESTRCEBRREE, % rank REHK warning FUURE, BEEE M X E-A,
MHRFERA INFO HERZE EI25 XA, LYW H R RE DEBUG FREIRER, RIAE
H, % PREALT FUTESEERFERARITEH. NRBAKEE NWHELFESN, "1F
NEEHEREIENER, BAYmE, EEER, BTRARERMKML. - REARD
: BEFTIUMRE , TWREE , once KERMSET A , MBI SR

PRINISZS

« PR #49437 [chore] log process manager shutdown with more details: [E A HE&EER
MEy PR CAXRIRFEEN PID 5#HBEL LT , ERXBHEHERRERBELSRER L
E 4N, PR body 4K #50462 (KV-cache REHX) . #50174 (warmup ZEAERIEE
) . #48133 (torch.compile HEMAMHRES) B RE LS T1E,



