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- —A&iE: Kimi-K3 AITER MoE IEE BRESARRZREHEEM

 BESME: EERIE, EAERARIT: —& mxfpd_round_up_hidden_size_and_interme
diate_size I W[k activation S3k3IE K3 4FH TINE| oracle, MARERAFTIRE
is_k3_situ_aiter 9% ; =& _convert_k3_situ_weight_to_kernel_format 32 preshuffle
MIREREH _setup_kernel_k3_situ FRIE, it K3 5HMEHEE shape s, S
#5 kernel #4932, ZIX ROCm MR T AXIEFLL —moe-backend E# PR, 4%
Xt refresh_env_variables 5§ is_fused_moe_situv2_a8w4 _enabled B 70038,

ThEe-5 shtl
PR body #tBAX Z X Ef#E PR #50162 B rebase B, ZOBiAE=Z: —2¥%

AITER_SITUV2_A8W4 E&4 4R VLLM_ROCM_USE_AITER_MOE_SITUV2_A8W4, &
VLM &2 AE. #%5 AITER RA flag JB%E; —RIZ issue #17067 8 HH
envs.ENVIRON 588 (49 1 58 / 0R) EIRREZEELEBYH forward MERIR, PRIEREIR
IEkEEE; ZERMRTRAN AITER_SITUV2_A8W4 S HH——AITER R SEPARATED 4%
BEGZEE, M vLLM B9 a8w4 B&12£E INTERLEAVE, GateMode BRI fp8 Wi, A
P ILE X AITER WER flags

LI AE

1. BT EERLESRNKRES: & viim/envs.py T8 AITER_SITUV2 _A8W4 EdE A
VLLM_ROCM_USE_AITER_MOE_SITUV2 _A8W4 (BRIA False) , HEFHTRBRILEAX ZH
Pre—EBMNFF X, £ vlim/_aiter_ops.py FHHEEXE MOE_SITUVZ_ABWA BZFFIZFF
X, FIEEIMTEK is_fused_moe_situv2_a8w4_enabled() (B
is_fused_moe_enabled() RIBTAE) , F#EEN refresh_env_variables() BMEMIR monkey
patch & Rl#,

2. ¥ forward W envs LB viim/model_executor/layers/fused_moe/experts/rocm_ai
ter_moe.py #IER import viim.envs as envs, rocm_aiter_fused_experts() # SITU &%
8 gate_mode FIZEM envs AITER_SITUV2_A8W4 B&A
rocm_aiter ops.is_fused_moe_situv2 a8w4 enabled(), FERRIZGPER,

3. AITER workaround YO 2|44t : vlim/model_executor/layers/quantization/mxfp4.py
B Mxfp4MoEMethod. init__ ¥, ¥ is_fused_moe_situv2_a8w4_enabled() AEMRE
os.environ["AITER_BF16_FP8 MOE_BOUND"] = "0", IX[RE a8w4 HX B R init $#



1T, #% forward 754, 38 TODO 4% AITER X 3F kernel ¥ EHKR,

4. round-up A TILE| oracle: vliim/model executor/layers/fused_moe/oracle/mxfp4.py
8 mxfp4_round_up_hidden_size_and_intermediate_size() #i3%5$K activation:
MoEActivation | None, Xt AITER_MXFP4_BF16 + SITU A&X53] 128 (X K3 2
no-op, {BE %A ROCm 256 X FSHRERAK OOM) ;
Mxfp4MoEMethod.maybe_roundup_sizes() MR is_k3_situ_aiter ¥l %, Z&—=&
oracle,

5. K3 setup Wkski#HiB A RAZ: process_weights_after loading() AEIERET return 3|
_setup_kernel_k3_situ; create_weights() X K3 4 X AR K
_convert_k3_situ_weight_to_kernel format(layer) {iREIENER SR E, MESEA
B2 F shape WiE. replace parameter. is_shuffled #xig. quant config 5
make_mxfp4 _moe_kernel,

6. MREEE: A& PR KM EILMR XK ; PR body 184t T a8wé/albws MEFLT
IE&4. GSM8K BT MtEL (94.62% vs 95.00%, 7E"EAESEENAN) W& 8k/1k conb4
MEEXEL (a8w4 b albw4d & 3.5%) .

R

« vlilm/model_executor/layers/quantization/mxfp4.py (#i3k MoE &1t; 2% source; ZE#
data-contract; &5 _setup_kernel_k3_situ, _convert_k3_situ_weight_to_kernel_form
at, Mxfp4MoEMethod, process_weights_after_loading) : ZOWEMATEXE: K3 a8w4
workaround Yk B B init, MR _setup_kernel_k3_situ X%, g
_convert_k3_situ_weight_to_kernel_format 1 K3 5H /53 ZEA _setup_kernel i
2,

« vlilm/model_executor/layers/fused_moe/oracle/mxfp4.py (#3k NiZ4%mHAE; 25| source
; EA data-contract; 5 mxfp4_round_up_hidden_size_and_intermediate_size) : J&
3% round-up ZENSL— AL #3E activation 524, 8 K3 SiTU 4FHM
Mxfp4MoEMethod TF3TF| oracle, #HAA TR is_k3_situ_aiter 2%,

+ vlim/_aiter_ops.py (#£3k AITER %3 ; 25l source; R core-logic; &
is_fused_moe_situv2_a8w4_enabled, refresh_env_variables) : AITER /BB RN
0: ZHEHIETEHIRM is_fused_moe_situv2_a8w4_enabled(), RE 54
gate_mode 5 E M FiLE,

« vlim/model_executor/layers/fused_moe/experts/rocm_aiter_moe.py ({i MoE WAX;
%7 source; ER core-logic: &5 rocm_aiter_fused_experts) : forward #ERIZH Y
NER&Z & SITU gate_mode HIZM envs BBRERAETMNER, £i% PR ABZEMIHNE
B3 X

« vlim/envs.py (t3k 33EZE; 25| source; £ configuration) : FETEZA M4
ZE X VLLM_ROCM_USE_AITER_MOE_SITUV2 A8W4 KERINME, BEEARAETAPEERE
4,

KBS is_fused_moe_situv2_a8w4_enabled, mxfp4_round_up_hidden_size_and_inter

mediate_size, convert k3 _situ_weight_to_kernel_format, maybe_roundup_sizes,

refresh_env_variables, rocm_aiter_fused_experts



RERED R B

vlim/model_executor/layers/quantization/mxfp4.py

BB EZX M K3 a8w4 workaround Yk B 3| init, MR _setup_kernel_k3_situ I3z 4
*, ¥  convert_k3_situ_weight_to_kernel_format & K3 5 HA /5% =38 A
_setup_kernel if%.

# Mxfp4MoEMethod.__init__ # a8w4 4 XMk :

if self.is_k3_situ_aiter:
self.mxfp4_backend = Mxfp4MoeBackend. AITER_MXFP4_BF16
self.experts_cls = backend_to_kernel_cls(self.mxfp4_backend)[0]
logger.info_once("Using AITER_MXFP4_BF16 for Kimi-K3 SiTU MXFP4 MoE.")
from vlim._aiter_ops import rocm_aiter_ops

if rocm_aiter_ops.is_fused_moe_situv2_a8w4_enabled():
# AITER 7£ token R TRERIE bf16 BUE, X5 a8ws BiZ
# AMREFAR fp8 ARALE; albws BERAERIZTE.
# TODO: AITER X#F W kernel £#f&E NE#RiZ workaround,
os.environ["AITER_BF16_FP8_MOE_BOUND"] = "0"

# K3 preshuffle Jhsr A et Rk, FHAE setup R

def _convert_k3_situ_weight_to_kernel_format(
self, layer: RoutedExperts

) -> tupleftorch.Tensor, torch.Tensor, torch.Tensor, torch.Tensor]:
# K3 B AITER A16W4 RAZMEF separated B9 [gate_all, up_all] A&,
# 5 gpt-oss/DeepSeek H12H interleaved EARE, FEEWTITE.
from aiter.utility.fp4_utils import e8m0_shuffle
from vlim._aiter_ops import rocm_aiter_ops

fp4_dtype = torch.float4_e2m1fn_x2
e8m0_dtype = torch.float8_e8m0Ofnu
num_experts = layer.w13_weight.shape[0]

# a8w4 (VLLM_ROCM_USE_AITER_MOE_SITUV2_A8W4=1) £ gate/up-interleaved

# 89 fp8 flydsl A%, EE w13 RRES scale A interleave % )& ;

# BN alb6w4 fR#F separated R,

guinterleave = rocm_aiter_ops.is_fused_moe_situv2_a8w4_enabled()

w13 = rocm_aiter_ops.shuffle_weight_a16w4(
layer.w13_weight.data.view(fp4_dtype), 16, guinterleave

)

w2 = rocm_aiter_ops.shuffle_weight_al6w4(
layer.w2_weight.data.view(fp4_dtype), 16, False

)

w13_scale_raw = layer.w13_weight_scale.data.view(e8mO0_dtype)

w2_scale_raw = layer.w2_weight_scale.data.view(e8mO0_dtype)

w13_scale = rocm_aiter_ops.shuffle_scale_a16w4(
w13_scale_raw.view(-1, w13_scale_raw.shape[-1]), num_experts, guinterleave



)

w2_scale = e8m0_shuffle(w2_scale_raw.view(-1, w2_scale_raw.shape[-1]))
# FREIRIMER, 54 replace_parameter. is_shuffled #xi25

# make_mxfp4_moe_kernel B3 _setup_kernel Z&—4b3E,

return w13, w2, w13 _scale, w2_scale

vlim/model_executor/layers/fused_moe/oracle/mxfp4.py

Jadm round-up ZENSKE—AD: FE activation 4K, L K3 SiTU 45HM
Mxfp4MoEMethod T3] oracle, ® &R TR is_k3_situ_aiter 2%,

def mxfp4_round_up_hidden_size_and_intermediate_size(
backend: Mxfp4MoeBackend,
hidden_size: int,
intermediate_size: int,
activation: MoEActivation | None = None,
) -> tuplelint, int]:
""¥% backend B3R hidden_size 5 intermediate_size 5, """
if backend == Mxfp4MoeBackend AITER_MXFP4_BF16 and activation == MoEActivation.SITU:
# K3 B9 AITER A16W4 SiTU AT B#E4E K3 JRA intermediate size
# (moe_intermediate 3072, TP8 THAKX 384) , X33 128 Xt K3
# FIRE no-op, 1BREREGIEA ROCm 256 XMFEMRMREBKE OOM,
intermediate_size = round_up(intermediate_size, 128)
hidden_size = round_up(hidden_size, 128)
elif backend == Mxfp4MoeBackend.EMULATION:
# EPUZ A kernel tile, REHE OCP MX block X5,
intermediate_size = round_up(intermediate_size, OCP_MX_BLOCK_SIZE)
hidden_size = round_up(hidden_size, OCP_MX_BLOCK_SIZE)
# HE4& backend 4% (DEEPGEMM. MARLIN, TRTLLM. ROCm. CPU) fR#FARZE

vlim/_aiter_ops.py

AITER BEHENEAD . EEIIVRTEHEM is_fused_moe_situv2_a8w4_enabled(),
RE G4 gate_mode 5IRE A FiLE,

class rocm_aiter_ops:
# EREAN—RMIERAZEFRRLTE, BR forward A2 EREVE
# envs.ENVIRON (BRIF1E1Z4 1 #8), I issue #17067)
# TODO: E4¥% MOE_SITUV2_A8W4 UkékF| --moe-backend i—FF %,
_MOE_SITUV2_A8W4 = envs.VLLM_ROCM_USE_AITER_MOE_SITUVZ2_A8W4

@classmethod

@if_aiter_supported

def is_fused_moe_situv2_a8w4 _enabled(cls) -> bool:
# a8w4 & AITER fused MoE B—/NNER, EILFEBEEK fused MoE FF X Bo
return cls.is_fused_moe_enabled() and cls. MOE_SITUV2_A8W4

b RH A
ME—SZJR review KB4 E titanaa BIHEETES:



LGTM. @hongxiayang But we have to have a follow up PR soon, to remove this
environment variable by using the --moe-backend instead. This PR is temporary to
standardized the parameter names according to vLLM convention as to not
confused with AITER flag.

B RRGEIVEMR BIRIER, KEAZ HEIL AITER TAREFURS —-moe-backend £

BARA, EEXMTIRRITH PR 8 VLLM_ROCM_USE_AITER_MOE_SITUV2_A8W4,

claude[bot] X3 fork B review #E2EH, THANZ.

- BRABRIFNET B H KA —moe-backend (design): PR Zit&3F, BAEELMIIRRITH
PR #F& VLLM_ROCM_USE_AITER_MOE_SITUV2_A8W4,

« fork B3h review #2H (other): H##E tjitanaa AL review FHH#LE,

R -5 B
o

1. ERE#REMZMWA: viim/envs.py BIRT AITER_SITUVZ2_A8BW4, {K¥iIBZ &4 B2 5hH
K recipe SEREERBZRIA alows B2 (R&iREE) . AP SMKA
VLLM_ROCM_USE_AITER_MOE_SITUVZ_A8W4,

1. BT E . viim/model_executor/layers/quantization/mxfp4.py kR
_setup_kernel k3 _situ 3F&3H#H setup kernel, K3 REEMRINELFHEEA shape
W= 5 SR ERAZ; maybe_roundup_sizes M no-op BKA 128 357, &Rk K3 THE
REMATEEAELZ RE B padding TR, &§XF TP 2 EHR T,

2. RO BHUMREE: 5 MXAEEATTRMIR, a8wsd BIZEMF TIIE (GSMBK 5
benchmark) , ClI T3&EEIFET 2R A gate_mode #EFHEIR,

3. {&K# AITER WER4TA: AITER BF16 FP8 MOE_BOUND=0 & AITER workaround,
AITER AR ZEEEBXTEZM; PR EE TODO, EFE AITER BEEKRBKR, #
T K HEARR AR R

4, PBRRBHE KM _MOE_SITUV2_A8W4 MRS NKEE, refresh_env_variables()
BERFEH, B2 monkey patch FERRIFIEIREIBE XEZEEANG K ELL
R, IR . - F: AFRPME: (XM Kimi-K3 + ROCm + AITER MoE AP, /&
F a8w4 mPERERAZBS A KRR L E: BRI alowd BIZTLR, recipe PABEETF
iR E AITER_BF16_FP8 MOE_BOUND, AITER W3R flag Xt F K.

A% forward B2 R —& envs.ENVIRON B (gate_mode H|ZEXRBELEE) , &
& issue #17067 894 M ; K3 B9 MoE #Miatb 5 R E 5 Hith MXFP4 EintZER—
_setup_kernel £F, BV%HIFH X,

HIBAR i : A5 4E —moe-backend i—FF X 5HEE; ROCm/AITER #4i& TRt titanaa & H
B 83T PR, HEEANAFFRE ENETTIMIR,

- RFEARi: EERAEMEMN , MORBRERE , SROMREBE | KK AITER AEFTA

RERK LS



« PR #50162 (JR#& PR, #Fr@A&AD) : A PR ERiZE#E PR 8 rebase iX, PR body BH
B3| A2 B,

« PR #50656 [Kimi-K3] Add option to shard the shared expert instead of replicating: [E
— Kimi-K3 ##& sh8Esk, E# & AITER/Rocm MoE TR X, BHETHSE T3
--moe-backend,

« PR #50383 Shard the K3 Latent-MoE up-projection on large batches: [&A K3
ROCmM/AITER MoE MEEEMMALERIR, #£F mxfp4 5 rocm_aiter HXRAD,

« PR #50678 K3: Move LatentMoERunner: K3 #& BREHM, 54 PR ks K3 R ERRE
B9 77 1e] — 3K,



