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vlim/v1/kv_cache_interface.py

MBI #7138 KVQuantMode. TURBOQUANT A%, is_turboquant B, &
get_kv_quant_mode H3% turboquant_ BRI ZRBLET, &5 HER,

class KVQuantMode(IntEnum):
KV ZHFEMER, attention EiRE NZIEN S %X E0IZLE,
BRI " kv_cache_dtype’ ™ FiF B E R LA, """

NONE =0

FP8_PER_TENSOR = 1 # per-tensor scales (48] fp8 #&42)
INT8_PER_TOKEN_HEAD = 2 # per-token-head 54 scale (int8)
FP8_PER_TOKEN_HEAD = 3 # per-token-head B17s scale (fp8)
INT4_PER_TOKEN_HEAD = 4 # packed 2xint4/byte, RHT + 3EX#R zero point
NVFP4 = 5 # packed fp4 ##& + fp8 block scales

# 13 Hadamard 7E% Lloyd-Max &1, &4 slot IT8E K+V

TURBOQUANT = 6

@property
def is_per_token_head(self) -> bool:
"R FEA per-token-head EMLER, "
return self in (
KVQuantMode.INT8_PER_TOKEN_HEAD,
KVQuantMode.FP8_PER_TOKEN_HEAD,
KVQuantMode.INT4_PER_TOKEN_HEAD,

@property
def is_nvfp4(self) -> bool:
" EE A NVFP4 ITEEMER, "



return self == KVQuantMode.NVFP4

@property
def is_turboquant(self) -> bool:
" E A TurboQuant EfLAESR, "
return self == KVQuantMode. TURBOQUANT

def get_kv_quant_mode(kv_cache_dtype: str) -> KVQuantMode:
"3 " “kv_cache_dtype’ T FREBET AN KVQuantMode, "

if kv_cache_dtype == "int4_per_token_head":
return KVQuantMode.INT4_PER_TOKEN_HEAD
if kv_cache_dtype == "int8_per_token_head":

return KVQuantMode.INT8_PER_TOKEN_HEAD
if kv_cache_dtype == "fp8_per_token_head":
return KVQuantMode.FP8_PER_TOKEN_HEAD
if kv_cache_dtype == "nvfp4":
return KVQuantMode.NVFP4
# 3 PR turboquant IR (W turboquant_4bit_nc) Z—Y3k TURBOQUANT
if isinstance(kv_cache_dtype, str) and kv_cache_dtype.startswith("turboquant_"):
return KVQuantMode. TURBOQUANT
if isinstance(kv_cache_dtype, str) and kv_cache_dtype.startswith("fp8"):
return KVQuantMode.FP8_PER_TENSOR
return KVQuantMode.NONE

vliim/model_executor/layers/attention/attention.py

¥ TQFullAttentionSpec #:&E8t4ME kv_quant_mode=quant_mode, XZilt KV EGFEMAEE
i IE A EAUAR 3\ B % SR 3R R A 2K Bh,

def get_kv_cache_spec(self, vlim_config: VIImConfig) -> KVCacheSpec | None:
# quant_mode ®H get_kv_quant_mode(self.kv_cache_dtype) 51
# (RTEH sliding window X RAHERE)

elif self.kv_cache_dtype.startswith("turboquant_"):
from vlim.model_executor.layers.quantization.turboquant.config import (
TurboQuantConfig,
)

from vlim.v1.kv_cache_interface import TQFullAttentionSpec

tg_config = TurboQuantConfig.from_cache_dtype(
self.kv_cache_dtype, self.head_size
)
# AT E: BRXEAN kv_quant_mode=quant_mode, it viim/vl 8
# KV Z2HEEMZHEEEER kv_quant_mode |= NONE #M¥rE 2214 dtype,
# WRIRMA auto,
return TQFullAttentionSpec(
block_size=block_size,
num_kv_heads=self.num_kv_heads,
head_size=self.head_size,



head_size_v=self.head_size,
dtype=self.kv_cache_torch_dtype,
kv_quant_mode=quant_mode,
tg_slot_size=tqg_config.slot_size_aligned,

)

else:

return FullAttentionSpec(
block_size=block_size,
num_kv_heads=self.num_kv_heads,
head_size=self.head_size,
head_size_v=self.head_size_ v,
dtype=self.kv_cache_torch_dtype,
kv_quant_mode=quant_mode,

)

tests/quantization/test_turboquant.py

¥ TestTurboQuantKVCacheSpec 28 MR, BEFTA turboquant ik, IIE spec &
BT kv_quant_mode #IE#IRE A TURBOQUANT,

class TestTurboQuantKVCacheSpec:
@pytest.mark.parametrize("preset", ALL_PRESETS)
def test_kv_cache_spec_sets_kv_quant_mode(self, preset):
from vlim.model_executor.layers.attention.attention import Attention
from vlim.v1.kv_cache_interface import KVQuantMode, TQFullAttentionSpec

layer = SimpleNamespace(
attn_type="decoder",
kv_cache_dtype=preset,
kv_cache_torch_dtype=torch.uint§,
head_size=128,
head_size_v=128,
num_kv_heads=4,
sliding_window=None,

)

vlim_config = SimpleNamespace(cache_config=SimpleNamespace(block_size=32))
spec = Attention.get_kv_cache_spec(layer, vlim_config)

# B turboquant FMIZARL A X TQFullAttentionSpec,

# B kv_quant_mode & TURBOQUANT iR Z2kIAE NONE,
assert isinstance(spec, TQFullAttentionSpec)

assert spec.kv_quant_mode == KVQuantMode. TURBOQUANT
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