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PATHRE

« —AiE: A EAGLE3 RARIRMAREDRAMRIK & IAT X35, SCIEE M B4 BY PR BUIRSME 5T

< EEME: RN PR B—NEEZNTHEENE, EEMEIR, UART vLLM ERIEAR R E +
B—ANEBREEAGRD, RITERR T AONERITEBEA4IRIE, XTEEFE: 1) EMES
. WAIEILA IntermediateTensors fE3MLE| LY B X FFITABEMEIIER; 2) REM
Wit: BN ERNAREfMRSREEBER RN, 3) S EHMETE: mFEP4miE
BEELZRNRITAR, REEGHAFMREAERAEREERE, ERLZINEEFW. MRE

o

THHES BAL

EAGLE3 XA B3R AARRD & 2 M B AR B9 o (8] B R ER G B PR BURS . EMKEIHITT, X
BEAMERRNRKENE, BEERERRERE —MNNERIET, & PR WEINLBFEXMAES
FRATTEE, MMATFAREER (10 Kimi-K3) E% 7 &8RS PEA S MERERNIZIAFL, PR
body HERFEFE S : 'The draft model runs only on the last pipeline stage, but its auxiliary
hidden states can come from layers on any stage.'

SRR

1. ¥ B PP ERERHE (viim/v1/worker/gpu/pp_utils.py): #ZA&ZEEFE PPHandler 26, #r3g
configure_aux_hidden_state_relay %1 relay aux_hidden_states 3%, A TEEAEIER
JE M ER B & BEBIFAIIR S, T3 broadcast_drafts A%, EREMEBREES IBEMBASRIRE,
get_prev_sampled_outputs Fa receive AIEMBAEER, WUZFER S 0 E FT, XL
T B ANA NMERfEE S PELIN, FKE CUDA EHFHERELF,

2. FIAER X HhiX S HBIRSEEE (viim/model_executor/models/interfaces.py,
eagle3_utils.py): # EagleModelMixin ¥ 5| N supports_aux_hidden_states_over_pp #&
FAMXNMRES /TR / KEA A (_cache_aux_pp_layout,
pack_local_aux_hidden_states, collect_remote_aux_hidden_states), ¥
eagle3_utils.py HHA0 verify _supports_aux_hidden_states_over_pp.
aux_hidden_state_relay_keys %2 reserve_aux_intermediate_tensor slots &%k, AT
FERRB MBI X FH A EREMBEINE P B K EFREAL,

3. XEFEBRHERARE (viim/v1/worker/gpu/spec_decode/eagle/utils.py, models/utils.py):
##EX maybe_share_target_embed FREkUAIEERER ZF K EM R EZ BAER 8 AR
BE. #F3E spec_decode needs target embed TEER ¥k, H|WriF EIRNARL A% (



eagle, eagle3, dflash, dspark) ERKEFITTREEEBIFRA.

4. BT EARMER S (lama.py, gwen2.py, kimi_k3/nvidia/model.py % ): A Llama.
Qwen2 ERERRID supports_aux_hidden_states_over pp = True tr&. BHKE
forward A3k, WETAZHBIIRES (collect_remote aux_hidden states) HFFERE
IntermediateTensors BT BAAMIBEENIRS (pack_local_aux_hidden_states) o Kimi-K3
R HE AN T 3B B B HURK & RE RS E,

5. MREEE: BT test eagle3 pp.py GHEIBISHIEZEMR) .
test_spec_decode_embed_sharing pp.py (BRAFLZFFHEETNIR) Fo
test_eagle3_aux_hidden_states_pp.py CGHBIRSHEFEMIR) , BE PP=1/2/4. BRE.
BARZELNG R,

R

« vlim/v1/worker/gpu/pp_utils.py (3R FKEFH4T; £5| source; £ core-logic; &
configure_aux_hidden_state_relay, relay_aux_hidden_states, broadcast_drafts,
get_prev_sampled_outputs) : FKZEHITHZGE PPHandler WEZY B, ZILT B
PRSP 4k, B BAE IR 0E g,

vlim/model_executor/models/interfaces.py (3R #REEO; HEF| source; ER
data-contract; %5 _cache_aux_pp_layout, pack_local_aux_hidden_states,
collect_remote_aux_hidden_states) : EagleModelMixin £ MY B, FX T HBIFARE
RSB RKEIATEMNEBIBEB LA T R, BATA XFFZFEAER S HUEENED,
vlim/v1/worker/gpu/spec_decode/eagle/eagle3_utils.py (FEik MRS TE; 27|
source; £ dependency-wiring; &5 verify_supports_aux_hidden_states_over_pp,

aux_hidden_state_relay_keys, reserve_aux_intermediate_tensor_slots,
make_empty_with_aux) : #ZAAER THE AT R, =T RIERE X3 HE Ao
TR MBI RE ML M KRB AL, EH TR SIY PP EALRGE,
vllm/models/kimi_k3/nvidia/model.py (##R Kimi-K3 #&£#&; 2£5%)| source; E&

K a

data-contract; &5 supports_aux_hidden_states_over_pp,

spec_decode_needs_target_embed, collect_remote_aux_hidden_states,
pack_local_aux_hidden_states) : Kimi-K3 A AYSZI, BoRT XIF PP+ ZAARRD FT R B9
HARGER, AFHALE. HBIRSKE / FTEURAZGRE,
tests/v1/e2e/spec_decode/eagle/test_eagle3 pp.py (#E3k 3mF|ssMiR; HK 7| test; LR
test-coverage; &5 _run, test_eagle3 pipeline_parallel_acceptance) : 3 F|3#MR 3C

. B EAGLE3+PP BREMIEMMEAERE, ERARSERIMREN KR,

XS configure_aux_hidden_state_relay, relay_aux_hidden_states,

broadcast_drafts, get_prev_sampled_outputs,
verify_supports_aux_hidden_states_over_pp, aux_hidden_state_relay_keys,
reserve_aux_intermediate_tensor_slots, maybe_share_target _embed,
spec_decode_needs_target_embed, pack_local_aux_hidden_states,
collect_remote_aux_hidden_states, _cache_aux_pp_layout

KR Fr B]



vlim/v1/worker/gpu/pp_utils.py

MIKEIATAZLE PPHandler EEY B, LI T HBIRERS T4, B, HifaEknix
NS 23208

# vlim/v1/worker/gpu/pp_utils.py
# £ PPHandler 2, XBIBEHIERT T HWBIRERSH PRI ER BEHE:

class PPHandler:
# ... (existing code)
def _init_ (self, ...):
# ... (existing init)
# ¥ BEEZEPRNEBIRERSE, OREMBEERE

self.aux_hidden_state_relay_keys: tuple[str, ...] = ()

def configure_aux_hidden_state_relay(self, model: torch.nn.Module) -> None:
"Ep B AR R R B AR BN AR S B,
from vllm.v1.worker.gpu.spec_decode.eagle.eagle3_utils import (
aux_hidden_state_relay_keys,

)

self.aux_hidden_state_relay_keys = aux_hidden_state_relay_keys(model)

def relay_aux_hidden_states(
self,
intermediate_tensors: IntermediateTensors | None,
output_intermediate_tensors: IntermediateTensors,
) -> IntermediateTensors:
"R BB B ARBI PR S SRRt P, DUEAER A TR, "
if not self.aux_hidden_state_relay_keys:
return output_intermediate_tensors
assert intermediate_tensors is not None
# S AMH” KB B R S Ao I o 4k R AR
return IntermediateTensors(
output_intermediate_tensors.tensors
I {
key: intermediate_tensors[key] # AIEUWKE F 83K B FERE
for key in self.aux_hidden_state_relay_keys

def broadcast_drafts(self, draft_tokens: torch.Tensor, input_batch: InputBatch) -> None:

"REMET BEREN, EIERSEMERAERALERNSEID, "

assert self.is_last_rank

if compute_need_sampled_mask(input_batch) is None:
return

with torch.cuda.stream(self.broadcast_stream):
self.broadcast_stream.wait_stream(self.main_stream)
send = draft_tokens[input_batch.idx_mapping].contiguous()
torch.distributed.broadcast(



send, src=self.last_rank, group=self.broadcast_group

)

send.record_stream(self.broadcast_stream)

vlim/model_executor/models/interfaces.py

EagleModelMixin EatZE0Y &, & X T B RERSE R KA AT EMBEIERATfAZ T
R, EFTR XFZA AR R N AUE R EE D,

# vllm/model_executor/models/interfaces.py
# EagleModelMixin 3& ¥ #7388 A% 7 5%

class EagleModelMixin:
# ... (existing attributes like aux_hidden_state_layers)
# A AR, BREFETENRE DUCIFRSNE
supports_aux_hidden_states_over_pp: ClassVar[bool] = False
AUX_HIDDEN_STATE_KEY: ClassVar[str] = "aux_hidden_states_"
# ZENARGER, EREWMBMITE, BRERALAPARAHTERREK
_aux_slot_base_cached: int = 0
_aux_upstream_total_cached: int = 0

def _set_aux_hidden_state_layers(self, layers: tuple[int, ...]) -> None:
# B ID #THFAEE, HRINTEH
self.aux_hidden_state_layers = tuple(sorted(set(layers)))
self._aux_slot_base_cached = 0
self._aux_upstream_total_cached = 0

self._cache_aux_pp_layout() # ITEHEHF LR PP MERNAE

def cache_aux_pp_layout(self) -> None:
"ARFEPPIRIMT E AN BN T ST B BB RS AR L, "
from vlim.distributed.parallel_state import get_pp_group
if not model_parallel_is_initialized():
return
pp = get_pp_group()
if pp.world_size < 2:
return
if not pp.is_first_rank:
#EE—ME: EALQBERITEAMBZRA ZIDNHEEE
self._aux_slot_base_cached = bisect_right(
self.aux_hidden_state_layers, self.start_layer
)
if pp.is_last_rank:
# REME: F2KELBITAME™ B NHEBRS

self._aux_upstream_total_cached = self._aux_slot_base_cached

def pack_local_aux_hidden_states(
self, aux_hidden_states: list[torch.Tensor]
) -> dict[str, torch.Tensor]:
"R AR B ARBY PR ECR ST BB T8, A TR IntermediateTensors, "

if not aux_hidden_states:



return {}

base = self._aux_slot_base_cached

return {
f"{self AUX_HIDDEN_STATE_KEY}base + i}": t
for i, t in enumerate(aux_hidden_states)

def collect_remote_aux_hidden_states(
self, intermediate_tensors: "IntermediateTensors | None"
) -> list[torch.Tensor]:
"I NK B R ] 5K B UK BRI B 1L SR B B B PR RS,
total = self._aux_upstream_total_cached
if total == 0:
return []
assert intermediate_tensors is not None
out: list[torch.Tensor] = ]
for i in range(total):
key = f"{self. AUX_HIDDEN_STATE_KEVY}i}"
if key not in intermediate_tensors.tensors:
raise RuntimeError(
f"Missing {key} from PP intermediate tensors: "
f'{sorted(intermediate_tensors.tensors)}"
)
out.append(intermediate_tensors[key])
return out

vlim/v1/worker/gpu/spec_decode/eagle/eagle3_utils.py

TAARRD TER K R, RHETRIERE I, HEFRRAOMERHBIEMLNRRRIEK, =
BRTEAXIS PP AR R,

# vlilm/v1/worker/gpu/spec_decode/eagle/eagle3_utils.py
# IR X REK:

def verify_supports_aux_hidden_states_over_pp(model: nn.Module, method: str) -> None:
"IERER B E X IFHBARIRSEPP, AR FMmERE, "
inner = _inner_decoder(model) # FREX A 2RARRD B AEHY
if not getattr(inner, "supports_aux_hidden_states_over_pp", False):
raise ValueError(
f"{type(model).__name__} does not support {method} with "
"pipeline parallelism"

def aux_hidden_state_relay_keys(model: nn.Module) -> tuple[str, ...]:
"REBREEEEREME PSRN BRBRRSERE, "
from vlim.distributed.parallel_state import get_pp_group

pp = get_pp_group()

# RAEEF—BEREMBRATEF 4

if pp.world_size < 2 or pp.is_first_rank or pp.is_last_rank:
return ()



inner = _inner_decoder(model)
assert inner is not None
# MFEEF RN ERERRE
return tuple(
f'"{inner AUX_HIDDEN_STATE_KEY}i}"
for i in range(inner._aux_slot_base_cached)

def reserve_aux_intermediate_tensor_slots(model: nn.Module) -> None:
""EIEE —PPMMR, ATHBIFEIIRSHE IntermediateTensors F B #E A, "
from vllm.distributed.parallel_state import (
get_pp_group, model_parallel_is_initialized,
)
if not model_parallel_is_initialized():
return

pp = get_pp_group()
if pp.world_size < 2 or pp.is_first_rank:

return # F—MBEATEME
inner = _inner_decoder(model)
if inner is None or not getattr(inner, "supports_aux_hidden_states_over_pp", False):
return
num_aux_states = inner._aux_slot_base_cached
if num_aux_states ==
return
key = inner., AUX_HIDDEN_STATE_KEY
hidden_size = inner.config.hidden_size
make_empty = model.make_empty_intermediate_tensors # {714 R %K
# BT R, ERBAE PRNERSHEIRKE
def make_empty_with_aux(batch_size, dtype, device):
tensors = make_empty(batch_size, dtype, device)
for i in range(num_aux_states):
tensors[f"{key}i}"] = torch.zeros(
(batch_size, hidden_size), dtype=dtype, device=device
)

return tensors

model.make_empty_intermediate_tensors = make_empty_with_aux # &# R &%k

TR AR

BoORITARET: BEHELRE vs. Tk

« EUE EERNRIT T BRI (isend/irecy) DU %48 B FA s IR R B b 4k 45 Sk B9 A5 508
2%, 18 zixi-qi A2 njhill A A PLALE ERE. 44, FHEIA IntermediateTensors £
MEAHEE, NERY,

« ORF: EERNMRENR (BRMAEAILZY, STUERLLGIN 8.7%@8k FEZE 1.7%@65k)
IERAF R TET, RAXRPAT EMENTHRAE, yongginwang-cmd &7x: You're

right. We should go with relay. It's the smaller change, it reuses the existing
mechanism, and the measurements back it up.



FREMRRRE

- 118 yewentao256 Fg i MiMoModel £FH£ B4%&K T Qwen2Model 8y
supports_aux_hidden_states_over_pp #r&, 1BH forward A A RAIBHBIRS, THEE
EBEHE, FiTR T Kimi-K3 ERAE VLLM_KIMI_K3_AUX_ATTN_RES_STREAM=1 B,
B BAL T IR /E MAKEM B3 Ao RE 7~ £ f R RSB 19 &L

- i B ERXIRE supports_aux_hidden_states_over_pp = False 34 MiMo SAER!
FHE Kimi-K3 8 _set_aux_hidden_state_layers #&HIEL R X WA REE,

RAED & E M5 T8

< it ZMEEH (zixi-qi, njhill, yewentao256) ZREINFMUNEL., BRITKEIRE. &3
HXZBEINARKT (WEERZKEEESIHE| PPHandler.receive, R 4EBAN
PPHandler £, ¥ ZIFREHBERAMIRE) .

« S0 EERBRIRATT ZHEN, BEFREREEY 500 17, FBHEKEE L,

o WBIFAB RS EWMMLG] . BIELE vs. T4 (design): 2x1EEHIMRENER, (FFEEAJLER
, GTCERGINT 10%) , REAREXATH G E, yongginwang-cmd: "You're right.
We should go with relay. It's the smaller change, it reuses the existing mechanism,
and the measurements back it up."

c M BRAEBMLREUFRE (correctness): BRI ENIRE
MiMoModel.supports_aux_hidden_states_over _pp = False 3E43%8 R, H & Kimi-K3
B _set_aux_hidden_state_layers e & FHIE4
VLLM_KIMI_K3_AUX_ATTN_RES_STREAM=1 Bt#Bh B T IEHT G M B34 RaE M.

« REDGEEMES ZZMETE (design): MEEHATT ZHEM, KEFRERBEEYD 500 17, B
AigEfaft. B7, njhill ZiX "Can we absorb this into pp_handler.receive above?", {1E
Z & AY draft_tokens HIFEIRZEEE SR T PPHandler ¥,

« PP>2 BOXF5MIR (testing): LM T IHMEE PP K/ X FF, HANL2TWHINNREE,
zixi-gi: "From the comments here... Do I understand correctly that PP > 2 is

technically supposed to be supported but the guard is added here because it is not
tested? If so I think we should test it and remove this guard", /EZIIEESIRT RE,

R 5 B

o QS
1. ’REMENKE: KERXFH supports_aux_hidden_states_over_pp = True IR (4
MiMo) /2 PP+ BAAREET R EMBERIEL, B REREW., WRRKRAFER
RIRENRE, "TRESBEIAPEZ,
2. MEEEFFHY: SIANT SPHBEBRSH PU% CRNIVARKEEH) , RF\EZNK,
T 65k L T XKETHMEMKT 2%, & PP=2 HAE, AT RZIHEHZE, FHETE

%o

3. ERAMENEE: BB FaCRASHEMAnHE T B IEM TAER X H, PR IAMT T 2 A2 TR
(BZ PP=1-8) #n3p3|3MR (Llama-3.2-1B + EAGLE3, Kimi-K3 + DSpark) , ##&
BEIma 3T TRIE (8x B200, TP2xPP2 %) |, BE T XK.



4 RBOPR: ZRBEI|EHHE, kBAZ PR 5ELESH (0 DBO Xi#F, HAEN) AR
ZRX, T EPEREE,
A
1. AP ®E: £ EAGLE3 NA&BIIRHAERS (EAGLE3, DFlash, DSpark) #E4%5 M/K&H
T (PP>1) &&6ER, EZFRATES TAIR TREAEER (40 Kimi-K3,
DeepSeek-V4) BIiESMHE, WIFHIELRA, & TP2xPP2 8 Llama-3.3-70B L5231
T 2.34x (c=1) #1 1.67x (c=8) Byinik,

2. A% BOTEPH KR PPHandler (RZKEHATAL) . EagleModelMixin (1R HLAR
EREED) B AMERSH, MW7 VLM 894 RIEB AR AR B AAZ O BERE IR,

3. EFARM: WIHEEEAN T vLLM ZERAEERE & A J M BRI ALAR RS 9 BE Bk, W1 RE
A Kimi-K3 SRR ERSE BN IR, PRITWEREAN, FREMRITRE, ARLE
EThEE (40 PR#46994 B9 MTP X #) #ME T SEER, - RNRARE: BOBETE
BRI, BEEARIE , &HAME

KRR EE

« PR #46994 [WIP] Support speculative decoding under pipeline parallel: [E3h&E&m)F
#i PR, AT MTP (£ BMRRARBRS, TEREMBEME®) . APR T
EAGLE3 Ri#& (FBZEMBRMEBIREIRS) . MEE PP AMBEELRES, ERORERER
M. /EEEITSHEET X5,

« PR #50959 [Bug] fastsafetensors ParallelLoader broadcasts on group.WORLD;
PP-scoped draft loads deadlock: & PR B HH—MEX bug: ERERERE—N
PP MEZIME X EiY, fastsafetensors B4 ParallelLoader o5 A group.WORLD | #&
. BBUE PP>1 WS, BARIEE rnxrx b bug IREFHIAT X—A,



