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1. chat B34 (rust/src/chat/src/lib.rs) : J& ChatRequestProcessor::prepare #3F %A
Frepare_text_request (JEZ:. reasoningwargs. ZiEZnalize. TextRequef%)
5T prepare (%t output processor, BEIEE) ; AT HE
prepare_for tokenization (R validate + prepare_text_request) , MR
ChatLIm::tokenize_chat, #13g request_processor() getter,

. text BHE3E4L tokenize (rust/src/text/src/lib.rs) : 3B AE tokenize prompt LK—ibIE
Prompt::Text 5 Prompt::Tokenlds; J& prepare £H tokenize_prompt, 1Bf%&
lower_text_request; &N A A tokenize, RAK validate 5%, K lowering,
WS A resolve_max_tokens B PromptToolong 1%,

. BAHEEBEAN (rust/src/server/src/routes/tokenize.rs. types.rs) :
TokenizeCompletionRequest # 3 into_text_request; tokenize_completion BXA
text().request_processor().tokenize(...); tokenize_chat BXA
request_processor().prepare_for_tokenization(...) JE & tokenize(...)o

4. MIRBLE (rust/src/server/src/routes/tests.rs) : g

tokenize_chat_with_tools_does_not_require_output_parser #ao
tokenize_allows_prompts_at_or_above_max_model_len, 2B|8iE codex review 38+ 8
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rust/src/chat/src/lib.rs

BAOEM XM 15 prepare_text_request 5 prepare_for_tokenization, Mk

ChatLIm::tokenize_chat, #3% request_processor(), 1 chat tokenize 5#EHZF—E

/finalize B5E&,

// rust/src/chat/src/lib.rs
/] ¥R % “prepare” H5 output processor X BT IFEH,
/] EHIEE tokenize £AR—EEHR — finalize #F 15,
async fn prepare_text_request(&self, request: ChatRequest) -> Result<TextRequest> {
/] FESEZRIFTRTA]ZX, it render 5 tokenize It A TTFT/e2e,
let arrival_time = vlim_lIm::current_unix_timestamp_secs();
let rendered = self.backend.chat_renderer().render(&request)?;
/] gEFE FAERY, 8 chat #Z4R kwargs 5% reasoning parser,
let reasoning_parser_kwargs = request
.sampling_params
.structured_outputs
.is_some()
.then(ll ReasoningParserKwargs {
chat_template_kwargs: rendered.effective_template_kwargs.clone(),
D;
let (prompt, mm_features) = self.finalize_rendered_prompt(&request, rendered).await?;
Ok(TextRequest {
request_id: request.request_id,
prompt,
mm_features,
sampling_params: request.sampling_params,
decode_options: request.decode_options,
intermediate: request.intermediate,
priority: request.priority,
cache_salt: request.cache_salt,
add_special_tokens: request.add_special_tokens,
data_parallel_rank: request.data_parallel_rank,
session_id: request.session_id,
reasoning_parser_kwargs,
lora_request: request.lora_request,
arrival_time: Some(arrival_time),

/// Tokenize TRAD: RHUEREKIE, AH3E output processor,

/1] BRA tools BIIERE parser A7 A ifn kK,

pub async fn prepare_for_tokenization(&self, request: ChatRequest) -> Result<TextRequest> {
request.validate()?;
self.prepare_text_request(request).await

//] IEAND: ¥ output processor &£ A prepare_text_request,



pub async fn prepare(
&self,
mut request: ChatRequest,
options: NewChatOutputProcessorOptions<'_ >,
) -> Result<(TextRequest, DynChatOutputProcessor)> {
request.validate()?;
let output_processor = self.backend.new_chat_output_processor(&mut request, options)?;
let text_request = self.prepare_text_request(request).await?;
Ok((text_request, output_processor))

}

rust/src/text/src/lib.rs

3 TextRequestProcessor::tokenize 5 tokenize_prompt 3#Bh&i%k, £ /tokenize LR
AL AR HA4T generation lowering, #HEBK prompt WIELA,

// rust/src/text/src/lib.rs
/] Gi—REIB ARG A FEFA prompt 258
fn tokenize_prompt(
tokenizer: &DynTokenizer,
prompt: Prompt,
add_special_tokens: bool,
) -> Result<Vec<u32>> {
match prompt {
Prompt::Text(text) => tokenizer.encode(&text, add_special_tokens).map_err(Into::into),
/] F51E prompt & completions MI%EE chat JEF5 tokenizer A EEMA O,
Prompt::Tokenlds(token_ids) => Ok(token_ids),

/11 X4 tokenize, & generation-specific lowering,
/] Al R Sht% resolve_max_tokens BIKE FRIEE,
/1l Y [tokenize 4it& FEki8id max_model_len B9 prompt,
pub fn tokenize(&self, request: TextRequest) -> Result<Vec<u32>> {
request.validate()?;
Self::tokenize_prompt(
&self.backend.tokenizer(),
request.prompt,
request.add_special_tokens,

/l] #IBEEIZ: tokenize EREREM sampling FRIESER lowering,
pub fn prepare(&self, mut request: TextRequest) -> Result<PreparedTextRequest> {
request.validate()?;
if request.arrival_time.is_none() {
request.arrival_time = Some(vlim_lIm::current_unix_timestamp_secs());
}
let tokenizer = self.backend.tokenizer();
let prompt_token_ids = Self::tokenize_prompt(



&tokenizer,
take(&mut request.prompt),
request.add_special_tokens,
)?;
let sampling_hints = self.backend.sampling_hints()?;
let sampling_limits = SamplingLimits {
max_model_len: self.max_model_len,
max_logprobs: self.max_logprobs,
model_vocab_size: self.backend.model_vocab_size(),
tokenizer_vocab_size: self.backend.tokenizer_vocab_size(),
|5
lower_text_request(
request,
prompt_token_ids,
sampling_hints,
sampling_limits,
tokenizer.as_ref(),

}

rust/src/server/src/routes/tokenize.rs

B AOkiE: completion 5 chat AT /tokenize &R E K NET request processor ££E&
W38, BREE,

// rust/src/server/src/routes/tokenize.rs
/] completion FBA&: MKiERABE AN TextRequest G text processor B tokenize 3%,
fn tokenize_completion(
state: &AppState,
request_id: &str,
req: TokenizeCompletionRequest,
) -> Result<(Vec<u32>, bool), ApiError> {
check_model(state, req.model.as_deref())?;
let return_token_strs = req.return_token_strs;
let tokens = state
.chat
text()
.request_processor()
.tokenize(req.into_text_request(request_id.to_string()))
.map_err(lel server_error!("tokenize failed: {}", e.to_report_string()))?;
Ok((tokens, return_token_strs))

/] chat A RMUELRS Z#EA finalize (F#iE output processor)
/] BR 4 text processor %@, token ID HiIERIZ T L —K,
async fn tokenize_chat(
state: &AppState,
request_id: &str,
req: TokenizeChatRequest,
) -> Result<(Vec<u32>, bool), ApiError> {



check_model(state, req.model.as_deref())?;
let return_token_strs = req.return_token_strs;
/] ~continue_final_message” / ~add_generation_prompt™ B FIE
// “normalize_generation_prompt_mode™ (into_chat_request N) &l
let text_request = state
.chat
.request_processor()
.prepare_for_tokenization(req.into_chat_request(request_id.to_string())?)
.await
.map_err(lel server_error!("tokenize failed: {}", e.to_report_string()))?;
let tokens = state
.chat
text()
.request_processor()
.tokenize(text_request)
.map_err(lel server_error!("tokenize failed: {}", e.to_report_string()))?;
Ok((tokens, return_token_strs))

}
BN L

codex P1: When a chat-form /tokenize request supplies a nonempty tools list for a
model without an auto-registered tool or unified parser, this call now creates a
DefaultChatOutputProcessor even though the processor is discarded... Tokenization
should reuse rendering and prompt finalization without requiring an output parser.

codex P1: When an encoded completion or rendered chat prompt has prompt_len >=
max_model_len, routing it through TextRequestProcessor::prepare invokes
resolve_max_tokens, which rejects it as PromptToolong... the previous Rust code
returned the IDs directly.

BugenZhao: I feel that it would be better if we can bypass the construction &
validation of output processor for tokenization use... probably by making
NewChatOutputProcessorOptions wrapped inside an Option?

BugenZhao: Shall we have a method to do this, similar to into_chat_request?

BB prepare_for_tokenization 5 into_text request MANASERRER, HANZERANT
REMARPUEAT A ; "E—RAERBZEMRIR match 2 FFFH P3 XAgE A,
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