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MTRE

« —4)3&E: Flashlnfer XQA f&f Y E 3| SMJI0

« EMNE: EEFEIR, X& Flashinfer SFRAEIR—K BEARREF XL WKsh, EA
=4k: get_cudagraph_support BIFHEHIE (head_dim. FEERE. DCP =4 E4nfH
& UNIFORM_BATCH / UNIFORM_SINGLE_TOKEN_DECODE) .
_compute_decode_query_lens BJZESE vs varlen D&M, UK supports_sink 5
_get_prefill_wrapper HUXIERNRMERX R, BIXEFEALHAFES: SM100 JEA
B+ sinks BEEEE#ERE sink; SMJ0 + sliding window + FP8-Q #£3E 0.6.17
Flashinfer SR T B T RWRRIKIT, HEE H100 LEA XQA, EVTHLIRIEZ AR
TE ragged query FHIFEIEHME, fAf RAKE O EIE LN,

THRES B

PR body BARIXZE #49718 (A SM12x A& F FlashInfer XQA B12) BG4 "Use
Flashlnfer's dedicated XQA API on SMA0 for uniform and ragged speculative decode."
, FE"'Supportnon-causaldraftattentionandattentionsinksorntheSMIOXQApath.",
ERCEIENBRSF TR "Remove the obsolete SMY0 sliding-window guard; current main pins
FlashInfeb.6.17whiclkontainshepstreanix." (XMlashinfer-ai/flashinfer#t3578)

o X SM100 Nk mEUkE: "Keep SM100 DCP CUDA graphs limited to uniform
single-token decode because variable-length trtlim-gen decode is not graph-safe with
DCP.", ##BA# "Preserve padded query/output rows for single-token full CUDA graphs
while keeping multi-token ragged queries packed.", E&EEERXARE
#37592/#47306/#50885 WEE. TEARMKK, HBEE H100 LA GPT-0SS ik,

SRR

1. kernel 5/ 5% — (vlim/v1/attention/backends/flashinfer.py) : 38
use_dedicated_xqa E#E AN use_xqa, FHE is_device_capability_family(120) XZEZE
MI1EE, {# SMI0 5 SM12x & flashinfer_trtlim_api_decode_kernel ==
FlashInferDecodeKernel XQA Bt ER —%% A XQA B&{2; supports_spec_as_decode &
kernel == TRTLLM_GEN or use_dedicated_xqa f&{t.4
flashinfer_trtlim_api_decode_kernel is not None, F& SMA0 ZHLARRD B4
reorder_batch_threshold #&%%| 1, % token ragged query 7 BE#RUK#t decode batch,
FTIEREBRL  is_xqa_head_dim_supported() £ 16 <= head_dim <= 256 and head_dim



% 16 == 0 #H, HWik1tS5 CUDA graph HIZHA, BRAGHIEZEH,

2. P 8RN sink £ AR supports_sink() AA TSM12x XQA 2 SM100 trtlim-gen
¥ BN SMI0/SM12x B9 XQA decode 3 SM100 B trtlim-gen prefill+decode;
_get_prefill_wrapper() # /& BatchAttentionWithAttentionSinkWrapper BI& GRS
K SMY0/SM12x, commit B RXBZ—RKRE: ab52d943 k%7 SMIO0 sink (FE
B "Hopper XQA provides decode only, so enabling sinks advertises a prefill path
that cannot consume them") , 3c2d5eb #HIZIER, 2d58ccf A3 sink-aware
native prefill wrapper #85F prefill i, iEXFFMNEFREY sink BB B ETE attention £ 4
#,

3. CUDA graph R EE: Mk [SMI0 EERE UNIFORM_SINGLE_TOKEN_DECODE]
o X, BAK—H|E——decode_context_parallel_size > 1 BIEREIE token ¥4 R

(XQA T LSE, ZEK trtlim-gen #£ DCP T3E graph-safe) ; has_trtlim_support 4%
has_uniform_batch_support #3E40 is_xga_arch and not
_is_xqa_head_dim_supported(spec.head_size) BIFEHZEM; IEFRE L XA not
use_non_causal or is_xga_arch, ZFEZ SMJI0 £ XQA TTHEET 75 A
UNIFORM_BATCH, ifi head_dim=512 (#m Gemma 4 2£Fx &%) #u DCP A& $Y
7 UNIFORM_BATCH zZ4h (JF#& kB CodeRabbit X3, FEMRFAT
head_size=512 B9F&&AF)

4. decode query WEWFE AT _compute_decode_query_lens() 3% self.use_xqa 2P
2o trtlim-gen B2 EM TR token BT ER + BARKKETKETHE] WRERE,
RAZELHETREIER q_len_per_req; ENRE max_qg_len 5
go_indptr[:num_decodes+1], & padded ZHAFEL R varlen APL, XQA B2 RIFRE
B RIEBKERAMEEN query E, RE ragged mBEXRFERAEBKE (0 £
CUDA graph padding i&3X) , 7 single-token full CUDA graph T{&¥ padded
query/output 1T,

5. FEE5MR / BLEBEE: MR SMIO0 sliding-window B NotImplementedError 5F 2 (K
#EE main B pin 2 L& E 8 Flashinfer 0.6.17) ; get_qg_data_type() B FP8-Q %%
## reviewer E W, X4 SMAO0 native FA3 5§ SM100 trtlim-gen, JRM|:
tests/v1/attention/test_attention_backends.py #r3¢
test_flashinfer_xqga_single_token_decode_preserves_cudagraph_padding (H
mock_xqa ¥ FHEIEL flashinfer_xga_batch_decode_with_kv_cache By
query/out/block_tables 4K, Wis1i& 4 fTMdE 2 17) A5k
test_flashinfer_trtllm_gen_padded_decode_uses_varlen_offsets, &
use_dedicated_xqa BiE R A use_xqa. cudagraph Ei2 &4 UNIFORM_BATCH Bxb
head_size=512 F#|; tests/v1/attention/test_flashinfer_dcp_spec_reorder.py 3&in
DCP F get_cudagraph_support(...) == UNIFORM_SINGLE_TOKEN_DECODE W&, T
R, EE K schema TE,

R

« vlim/v1/attention/backends/flashinfer.py (#3k ST & AJ/E3%; 25| source; HEAR
core-logic; &5 _is_xqa_head_dim_supported, FlashInferBackend.supports_sink,
FlashInferMetadataBuilder.get_cudagraph_support,
FlashInferMetadataBuilder._compute_decode_query_lens) : PE—B9JRAL BRBH XM, &3



AR PR @FZ0EE: XQA £ SMI0 92 A (use_xga BH# use_dedicated_xqga) . sink
BEAY . get_cudagraph_support A& ES. _compute_decode_query_lens BJE 5
/varlen &%, BAKRMIKR SMIO0 sliding-window 5FH,

. tests/v1/attention/test_attention_backends.py (#&3k SEE e, £ test; LR
test-coverage; 5 test flashinfer_xga_single_token_decode_preserves_cudagraph_p
adding, mock_xqa, test_flashinfer_trtlim_gen_padded_decode_uses_varlen_offsets,
test_flashinfer_xga_query_lens_preserve_cudagraph_padding) : #¥EM N < E=YVIHA
BIFHREEBL AR S . mock _xqga IIF single-token full CUDA graph T XQA =¥ padded
1T BEALRBIERIE trtlim-gen EIEIA padded decode TEkA varlen offsets; [EBET1E
cudagraph #AE2x 7 UNIFORM_BATCH 4 head_size=512 45 SMI0 sink A,

. tests/v1/attention/test_flashinfer_dcp_spec_reorder.py (&3 5EFEHE3; 25| test;
KA test-coverage; &5 test flashinfer_gqga_dcp_spec_decode_clamps_reorder_thres
hold) : A [DCP + #X#UARFLEY get_cudagraph_support 573K [El
UNIFORM_SINGLE_TOKEN_DECODE] # 5, FhIL/E4:4E DCP E#HKE
UNIFORM_BATCH &% Z K trtlim-gen decode #[&,

XS _is_xqa_head_dim_supported, FlashInferBackend.supports_sink,
FlashInferMetadataBuilder.get_cudagraph_support,
FlashInferMetadataBuilder. compute_decode_query_lens,
FlashInferMetadataBuilder. _get_prefill_wrapper, FlashInferMetadataBuilder.init

KELRAD B

viim/v1/attention/backends/flashinfer.py

M — BIRED BR BN S, AREA PR 2R FHE: XQA £ SMI0 BB A (use_xqa ik
use_dedicated_xqa) . sink BEAI¥ &. get cudagraph_support RHEEE.
_compute_decode_query_lens BZESE /varlen 2%, UMK SMA0 sliding-window 571,

# vlilm/v1/attention/backends/flashinfer.py (324 PR B#iE / E5FEEIE)

def _is_xqga_head_dim_supported(head_dim: int) -> bool:
# T XQA API RS 16..256 Z 8. BEEW 16 ERH head_dim,
# HWRERRREE, kernel #%4F (_init_) 5 CUDA graph ##&
# (get_cudagraph_support) AR —H|E, BWEFHEER:
# MBI RSB S4B XQA kernel EZHEIR native FlashInfer,
# % graph M{AE#HR UNIFORM_BATCH, M&AERBRARUTR T8
# IAVAERD BRIZ2 IR graph,
return 16 <= head_dim <= 256 and head_dim % 16 == 0

# %8 FlashInferMetadataBuilder, {XfR¥ A& PR E5# classmethod
class FlashlnferMetadataBuilder:
@classmethod
def get_cudagraph_support(
cls,



vlim_config: VlimConfig,
kv_cache_spec: KVCacheSpec,
) -> AttentionCGSupport:
"R [E FlashInfer 53k = FA# CUDA graph #3k%Hl. """
# DCP ZE—12IKE A (8 token HAMED] : XQA FiRE LSE,
# Tk % ¥ DCP 89 LSE V34); fZ K trtlim-gen decode # DCP T
# WA Z graph-safe B9, FrARMUEST UNIFORM_BATCH &%,
if vlilm_config.parallel_config.decode_context_parallel_size > 1:
return AttentionCGSupport.UNIFORM_SINGLE_TOKEN_DECODE

kv_specs = iter_layer_specs(kv_cache_spec)
num_go_heads = vlim_config.model_config.get_num_attention_heads(
vlim_config.parallel_config
)
# AR PR ZJg SMI0 &L A XQA, EIE SMqo 5 sM12x —3#LK
# TXQA %H1 , BEM graph FAEHAZHRIF—
is_xqa_arch = current_platform.ls_dewce_capablllty(
q0
) or current_platform.is_device_capability_family(120)
has_uniform_batch_support: bool = len(kv_specs) > 0
for spec in kv_specs:
if not isinstance(spec, AttentionSpec):
# FlashInfer R{ER T ERAE, Hfth KV LS 5H E,
continue
# B_ANEKMRE CodeRabbit FMH BIFN T : XQA ZEHM L head_dim
# REK (fflin Gemma 4 8 head_dim=512 2R & H4H) H,
# VAL EZRAE XQA, XBRMEN R, FUNREIERFEN
# XQA HAAEES graph,
if not can_use_trtlim_attention(
num_qgo_heads=num_qgo_heads,
num_kv_heads=spec.num_kv_heads,
is_prefill=False,
) or (is_xqga_arch and not _is_xqa_head_dim_supported(spec.head_size)):
has_uniform_batch_support = False
break

# EERRETRARE XQA EMEEABRZINAALNEK query;

# SM100 # trtlim-gen IEERBEZLHEREIE token B A FERD,

use_non_causal = vlim_config.attention_config.use_non_causal

if has_uniform_batch_support and (not use_non_causal or is_xga_arch):
return AttentionCGSupport.UNIFORM_BATCH

return AttentionCGSupport.UNIFORM_SINGLE_TOKEN_DECODE

AT K

A review WELZE EIREMNBEASME LR HATH kernel ZH—K] , EA=XA
PMER5E:



1. CUDA graph ##&J8#| head_dim (CodeRabbit, B%%K) : "A group with
head_dim=512 can return UNIFORM_BATCH here, but initialization clears the XQA
kernel at Lines 823-844." £ Z ¥ get_cudagraph_support £ A
_is_xqa_head_dim_supported, FHEMIRXEFIE head_size=512 AL
UNIFORM_SINGLE_TOKEN_DECODE Hlr=,

2. E5% decode % R¥| padded HHAEFL (CodeRabbit ##Hi, benchislett IARE) : "
num_decode_tokens % num_decodes == 0 does not prove that every request has the
samequerylength."&R MBI A [0,2,4,4,4]/num_decodes=4/num_decode_tokens=4,
benchislett BA#&EI N "The bot is right". "the suggested fix LGTM", E&AIRZEINIKALL
1 decode_q_lens 51&3%EHME, FAxb T SEMAE)INR,

3. SM100 FEEE sink ZESWEIREF (CodeRabbit outside-diff, RAKRMIA) : FF
EH SM100 L self.use_xqa AR, IEEZFREE all_uses_trtlim 1EAMRK, FERAE DCP =
cascade BYAHEE, get prefill wrapper(causal=False) ©3%B| R % self.sinks By
BatchPrefillWithPagedKVCacheWrapper, "Attention sinks are silently ignored."
pavanimajety 3K "make the error specific to kernel / wrapper, rather than dcp
prefill / cascade path for clarity. Also please retain the suggestion.", 1BEAXFEIZEXAK
{52 "does not support attention sinks on the DCP prefill or cascade path.", AILE
BHE R T 2R3,

B —%BRAKREERUMR (pavanimajety: "nit: fix comment reg: SM100 + XQA") , B

B blabb5d "Correct FlashInfer FP8-Q backend rationale" £ XMEIE, FIAITIEERAKL

benchislett. pavanimajety F{z APPROVED Ux$X,

. get_cudagraph_support &4 XQA head_dim, %K UNIFORM_BATCH (correctness):
BEXM, FE is_xqga_arch and not _is_xqa_head_dim_supported(spec.head_size) &%
£, FHIE test_attention_backends.py T head_size=512 # kv_cache_spec iz iR
Bl UNIFORM_SINGLE_TOKEN_DECODE,

« 5 decode X R¥| padded HAARE I EFIERKE (correctness): ERANEI: AL
3} decode_q_lens S5&%EHAKE g_len_per_req, FiENRE max_g_len 5
go_indptr[:num_decodes+1] & varlen; #32Hb =30
test_flashinfer_trtllm_gen_padded_decode_uses_varlen_offsets % [0,3,3] 5
[0,2,4,4,4],

« SM100 FEERE sink BRIZFTREBFERE F sinks (correctness): R ALFE: 212 BUkSk A
FlashInfer backend does not support attention sinks on the DCP prefill or cascade
path.", 1B{3Z& DCP/cascade O1%, RILE X SM100 FEERRERZHENIELL, TIEMI
AMAHART EMSE,

« SMA0 sink XFEERNE XQA decode —#2ITH (design): WL Tsink RES B E prefill
+ decode BEA 4 EHRA] NAE: supports_sink() AN SMA0, _get prefill_wrapper() &
BatchAttentionWithAttentionSinkWrapper &R BA SMJI0/SM12x,

« FP8-Q 338 SM100 5 XQA &R E(L (documentation): BEAEIE (commit b1abbsd "
Correct FlashInfer FP8-Q backend rationale") , EBEK AKX 4 SMI0 native FA3
prefill 5§ SMJ0/SM12x XQA decode. SM100 trtlim-gen,



- Cl. MESWIRXNEHRZEE (other): FHIAZMITIE, &X Buildingkite CI 2%k &
benchislett. pavanimajety APPROVED &3 ; diff ¥ && P RERE, FILE X918

o

R 5 B

« RF&: 1. SM100 EER sink BIZFTRERFEREF sinks CRHEIE, REAR)
CodeRabbit &7 SM100 Lt self.use_xga A, FEEEE all_uses_trtlim 1B R,
I sinks_would_be_dropped = self.use_dcp or use_cascade XESFIASA ;
_get_prefill_wrapper(causal=False) €3 R#EZEU& self.sinks B9
BatchPrefillWithPagedKVCacheWrapper, sink #EFERZER, RN A IER = IERE.
pavanimajety &RILHERE RS BIK, (EHRASANIER "DCP prefill or cascade path"
, TIERMBE A EFRIAIE L 8B R T4 T,

2. MIFR SMA0 sliding-window 5 RARKSMNEE FlashInfer fRAN: K% LHRIERE main ©

pin & LB E 8 Flashinfer 0.6.17 (flashinfer-ai/flashinfer#3578) ., #* AP M A #i%

K ELERARAH FlashInfer, SMA0 + sliding window + FP8-Q &M [fail-fast BAFAIREE] T
(B8 BRI kernell , B TRRKEITAR:R,

3. SMA0 CUDA graph F#&IKFE: is_xqa_arch AN SMI0 J&, SMAI0 % head &S
head_dim #& 854 T 58 UNIFORM_BATCH, #EH|ER CPU Ml KV cache
spec HUTBIMALI, —BXLBBILIT layer spec 4EATHPH I kernel F—HK,
graph capture kK replay ZREELR AELEKEIRT (SMI0 —#2H# token) EK; PR
body {X#2%| GPT-OSS on H100 89F THIE.

4. 8% decode By CPU MIFTHELLEFFEY: compute decode _query lens By trtlim-gen &%
IWER go_indptr_cpu MEIFERLES max()e BAXNEZEZE CPU KE, A3l A GPU RF, M
HAFFES R AR, {BE S0 B LT device IKE LS B BRSPS R AITH#H decode hot
path,

5. MREE mock AE: ¥3ERAMBIE CPU LA object._new %t init ¥
monkeypatch kernel &%k, WIFMZTIHREHES S REA, FEBEZESL kernel 1E;
SMA0 3# 3|3 IERMEIRER CI FH Hopper LB S5HKSL/E R test_flashinfer_xqa_decode_corr
ectness,

6. &HFEE: PRA 11 A commit. PR Merge branch 'main' 5§ mergify IR&89H%E / M
RBREK, wA diff PEEHMPR” ENIETHBEMERSY, review FTERXRBX T E 5,

< B XA H100 (SMI0) LtAEA Flashinfer E3RB A, decode 2B &1 E|E A
XQA B&12, MERRBERE token HAMEYT BEI XSS5 ragged AR, FHEIREK
% attention sink X #F (GPT-OSS XEHAZIE) ; # sliding window 8 FP8-Q A
SMA0 EXRBWEEIE®, SM100 + DCP AP M BAFAIR N £ token HAARRD, +TREIR
RERTKZIMRLELIRS, XEAENERMERES, SM12x T8 PR body 7= BB&E
FHARZ, padded single-token XQA & IE X FR % 2244 [7] B 4 3K,

A% : reorder_batch_threshold. get cudagraph_support.
_compute_decode_query_lens ZHFIMAEMK—ABBERY, F—AKRTHSEEXRT G55
T FULL CUDA graph T8IfTA; _is xqa_head_dim_supported 5 use_xqa NEKA kernel



N —FIRR, EEHEEM (0 SM100 XQA) A7 R B B X H &5 MR,

JTHEIRA: & PR B review & & DERF / HiR1E B RME LhRITRUTERZRXN] , HEAIZEH
EE R B BIENINRAES, SIPEEERANEERF EFAFATNNELESREE
, BNEZEXREN [ERZIFELIRER] A=,

« RFSHRT: BOMILERI2EE | CUDA graph REHIEES , SM100 sink TR BRER |
HFR SMA0 sliding-window 51 , R mock AFE , diff &E&HEEE

K ERRK L

« PR #49718 Add dedicated FlashInfer XQA path for SM12x: &K PR (W E#RIE (Irflig
PR body #3iRFEJR) : FIAFH XQA APL. FlashlnferDecodeKernel XQA 5
use_dedicated_xqa ¥|&; A PR EHZ LiE XQA ¥ EE| SMI0 HILFS%—A use_xqdo

« PR #50885 Native FlashInfer SM120 path (per PR body): PR body BA# "#50885
targets the native FlashInfer SM120 path rather than dedicated SM30 XQA", BTE&E
XA —FEHE supports_sink § _get_prefill_wrapper FH) SM12x &%, ERIFITAH
—3

« PR #47306 Legacy shared XQA API support (per PR body): PR body FEA4~ PR R &
#37592/#47306 HE LR : XEERETEEMN FlashInfer/base R4S legacy #£F XQA
API, A PR & FlashInfer 0.6.17 9% A API, ={EARIFAEHIZERELH.

« PR #37592 Legacy shared XQA API support (per PR body): [E_t: PR body BA#AHERE
£, RAXER—ThAEL (EEZEL LM XQA decode) B9, RAMUAR PR LA
APIL 77 £ 35 3#,

« PR #54889 [DCP][Kernel] [Perf] Fuse the empty-shard LSE mask into the A2A pack
kernel: El/8 DCP ¥ B B2 #AES (DCP kernel 5 CUDA graph #8%) ; & PR
£ DCP T#) CUDA graph REURZ A HE token ¥H4#EH, 5 DCP MALAMERNAR, B
59 X BXifn 3F B Ko



