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Qwen?2_5 VLForConditionalGeneration &EBf supports_mm_device_do_normalize =
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« vllm/model_executor/models/interfaces.py (3 RO ; 27| source; EH
data-contract; &5 SupportsMultiModal) : SupportsMultiModal X Fr3E
supports_mm_device_do_normalize XZE (BRIA False) , EXHEREENIFICRY, B
AKX . RAEE T BALH B AL,

« tests/models/multimodal/processing/test_qwen2_vl.py ({3k Mixk; L5 test; LR
test-coverage; &5 test_mm_device_do_normalize) : #r¥
test_mm_device_do_normalize FE—FKMMRK: AL AAIERRIT—HE RS
FusedInputNorm & &im4EE, H torch.testing.assert_close fRIEZEM,

. tests/models/multimodal/generation_ppl_test/test_gwen.py (3R Mik; EH| test; £
A test-coverage; 5 test_ppl) : Qwen &% PPL MR S%k1b
mm_device_do_normalize 7 / XF#SFH E 1 HF PPL E&(EH, BIERAFERFIARER
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« docs/design/mm_processing.md (#3R &It 3X#4; KA docs; £ documentation) : b
7& mm_device_do_normalize BTt S5 hibfer, FH 355 DarkLight1337 2 4 B9 SRS
BIER,

XS FusedInputNorm.from_model_config, FusedInputNorm.forward,
FusedInputNorm.identity, _resolve_mm_device_do_normalize,
MultiModalConfig.merge_mm_processor_kwargs, MultiModalConfig.compute_hash,
get_processor_config, get_processor_cls_name_from_config,
Qwen2VLForConditionalGeneration._process_image_input,
Qwen2VLForConditionalGeneration. _process_video_input,

QwenZ_5 VLForConditionalGeneration._process_image_input,

QwenZ_5 VLForConditionalGeneration._process_video_input,

test_ mm_device_do_normalize

KR BR

vlim/config/model.py

#¥ mm_device_do_normalize InitVar 5 _resolve_mm_device_do_normalize RE A%, &

BEBOAMEHERT, Rust Al¥RIERH X ASRBEARE, ZEBREFXEENOAD,

def resolve_mm_device_do_normalize(
self, mm_device_do_normalize: bool | None
) -> bool:
if mm_device_do_normalize is None:
# RE NI ER: Rust APRE A XFFRERIT—b, BHXE;
# TN BRFEAE R BB HARIE supports_mm_device_do_normalize RE BRIAE,
if envs.VLLM_USE_RUST_FRONTEND:
logger.debug(
"VLLM_USE_RUST_FRONTEND is set. "
"Rust frontend does not currently support mm_device_do_normalize,

"forcing mm_device_do_normalize = False."

)

mm_device_do_normalize = False
else:



mm_device_do_normalize = self._model_info.supports_mm_device_do_normalize
logger.debug(

"mm_device_do_normalize is %s by default.",

"enabled" if mm_device_do_normalize else "disabled",

else:
# AP EXF21E Rust RISHSER R R 350, BEIERIFEE,
# BRAFP ERAMTATFERRERR,
if mm_device_do_normalize and envs.VLLM_USE_RUST_FRONTEND:
logger.warning(
"VLLM_USE_RUST_FRONTEND is set. "
"Rust frontend does not currently support mm_device_do_normalize,

"forcing mm_device_do_normalize = False."

)

mm_device_do_normalize = False

if (
mm_device_do_normalize
and not self._model_info.supports_mm_device_do_normalize

logger.warning(
"Model does not support mm_device_do_normalize,

"forcing mm_device_do_normalize = False."

)

mm_device_do_normalize = False

logger.debug(
"mm_device_do_normalize is %s.",
"enabled" if mm_device_do_normalize else "disabled",

return mm_device_do_normalize

vliim/model_executor/models/qwen2_vl.py

Qwen2VLForConditionalGeneration & BA supports_mm_device_do_normalize = True, 7
_mark_tower_model W#93& input_norm, FHAEEE / HAEERZEARERT—10, 24X
RS — N EHAERY,

# __init_ ¥, & _mark_tower_model £ T X AMiE:
with self._mark_tower_model(vlim_config, {"image", "video"}):
self.visual = Qwen2VisionTransformer(
config.vision_config,
norm_eps=getattr(config, "rms_norm_eps", 1e-6),
quant_config=quant_config,
prefix=maybe_prefix(prefix, "visual"),
)

self.input_norm = FusedInputNorm.from_model_config(self.model_config)

def _process_image_input(



self, image_input: Qwen2VLImagelnputs
) -> tuplef[torch.Tensor, ...]:

grid_thw = image_input['image_grid_thw"]

assert grid_thw.ndim ==

if image_input["type"] == "image_embeds":
image_embeds = image_input['image_embeds"] .type(self.visual.dtype)
else:
pixel_values = image_input["pixel_values"]
# WETE CPU L% H rescale + normalize ##kE| b4k,
# AR uint8 EXMEKRE R, FusedlnputNorm & GPU EZREMTH,

pixel_values = self.input_norm(pixel_values, self.visual.dtype)

if self.use_data_parallel:
return run_dp_sharded_mrope_vision_model(
self.visual, pixel_values, grid_thw.tolist(), rope_type="rope_3d"

)
else:
image_embeds = self.visual(pixel_values, grid_thw=grid_thw)

# % B KEM patch B 2HEFH embedding

merge_size = self.visual.spatial_merge_size

sizes = (grid_thw.prod(-1) // merge_size // merge_size).tolist()
return image_embeds.split(sizes)
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self.input_norm,
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« PR #51089 [Feature] Parse request priority from HTTP header: EJ& Python/Rust XX i
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