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PATHE

« —AE: Kimi VIT 5% RoPE BXARLE Triton kernel, #&E 6-8 &

< WEDME: Z PRESHE R, FARBRTTWAER vLLM BA & HEERECRIEMR B E XK
ST, EMREMAREASEAR, X ApplyRotaryEmb B enforce_enable #n
enable_fp32_compute £#0%it, UKL EMAE L ESUIIEFEALE— RoPE A,

ThRES EAL

YEHFE PR #3RPEARRULEA, E(EMA Triton A& Q/K RoPE #:1E, MELILA PyTorch 523
A 3R1F 5 Z U LR EIRF, benchmark #3E B RIE cudagraph R T, [ token $4.
Sk#An head_dim A&, fused kernel ALt native SZFLA 5.7x - 8.5x ByhnikLh, X R
WAL B B RoPE iTE Z MBI, BESE kernel REE EMERAER,

SRR

1. MIFREB E X apply_rope E#: 7 vlim/model_executor/models/kimi_k25 vit.py IR T
B ZEXH apply_rope 3k, ZR#EH torch.view_as_complex fun & #3552, RoPE,
MERAER VLLM G—riess #x AB ApplyRotaryEmb,

2. 5|\ ApplyRotaryEmb: & KimiK25VisionAttention By __init__ ¥
self.apply_rotary_emb = ApplyRotaryEmb(enforce_enable=True, is_neox_style=False,
enable_fp32_compute=True), F7 attention_gkvpacked Z =FEH, BARERH
apply_rope @A, EREET attention_gkvpacked fo forward A 3%% rope_fregs_cis
S ERGEAR, MTETEE torch.Tensor | None B4 %38 torch.Tensor,

3. EEAAME R BT ApplyRotaryEmb EE4E ) cos/sin {E (rope_cos. rope_sin) ,
R KBS rope_freqs_cis BEHH N, BEERARRES
rope_freqgs_cis.real.contiguous() #2 rope_fregs_cis.imag.contiguous() $ZEXSZERFnE 2R,
RAMERERT vLLM BLAH Triton kernel, % kernel &£ CUDA %1 ROCm _L358& 4k,

REEMF:

« vlim/model_executor/models/kimi_k25 vit.py (R ERST; K5 source; LR
data-contract; &5 apply_rope) : XEWHE—ERSHE, BOTE: HRBEZEX
apply_rope, A ApplyRotaryEmb Bt& MNAZ.

XPEFFE . apply_rope, attention_gkvpacked



RERED R B

vlim/model_executor/models/kimi_k25_vit.py

XEME—SHRHN XM, ZOEE: BB EX apply_rope, B ApplyRotaryEmb Eié& N %,
# 3R Kimi-K2.5 AE B AR FZWE QKV SFR AL R
# K PR ¥ B EXH apply_rope ¥R vLLM Z&—#) ApplyRotaryEmb @& kernel
#OMRERATERRTIH, BRT PyTorch £33 %% REEINTHS

def attention_gkvpacked(
self,
x: torch.Tensor,
cu_seglens: torch.Tensor,
rope_fregs_cis: torch.Tensor, # JI&: WEIZSHLE, FLHEBRIAA None
max_seglen: torch.Tensor | None = None,
sequence_lengths: torch.Tensor | None = None,

. BREEIE &M T, view 8 unbind HiZ4E
Xd, xk, xv = torch.unbind(xgkv, dim=-3)

# HMIAARES: F1% xq. xk 5 rope_freqs_cis BIFIRIEEL
# XERA apply_rope RBAREEE, WHEZERE
_apply_rope_input_validation(xq, rope_fregs_cis)
_apply_rope_input_validation(xk, rope_fregs_cis)

# ApplyRotaryEmb EE& cos/sin 2 HEHISZEEKE
# XEBEMEHBEKE freqs_cis TIRERZ IR A0 IR
rope_cos = rope_fregs_cis.real.contiguous()
rope_sin = rope_freqgs_cis.imag.contiguous()
xq = self.apply_rotary_emb(xq, rope_cos, rope_sin) # JAHARLE kernel
xk = self.apply_rotary_emb(xk, rope_cos, rope_sin)

# EEERATEZELRE
if max_seglen is None:

max_seqglen = (cu_seqglens[1:] - cu_seqglens[:-1]).max()
#...

T A
IsotrOpy 7 review F1ZHH &

. B E ROCm 2EWEARE kernel, fEEENZIFHAN;

2. MR T E AIA RoPE kernel, EA Kimi ViT SZPrfE A B ZARE RoPE, F#31AT
rotary_embedding/common.py 8 ApplyRotaryEmb ZE,, E&Z#A CUDA LI AAA T
B E X Triton kernel, ZAXNT ERAFE,

- 5 E RAIMA RoPE kernel (design): 1EE#IA CUDA S AR T B X Triton kernel,
RAXMERAFE, MEREEX apply_rope,



« ROCm F#REMEZEIX (design): 1EE BN XIFH AN, BEEMARAT EKAER ApplyRotaryEmb
. ZAEAE B XFE ROCm, [B[FRAER,

R 5 B
o NS

1. BEFENK: HEEE A ApplyRotaryEmb TTREARBUS E WY /E3% (38 CUDA. ROCm 8y
Triton kernel) , HEZFFELTRETEZRA, EZRIL,

2. BUEKEE X enable fp32_compute=True TRERZIHEXEE, B4
is_neox_style=False BEHifk5 R4 RoPE & X —EK,

3. TAZTENE: rope_fregs_cis BRI ML AR, MARESARATH, &
Ht AR SRR EF LS, TRRMARAARFEER, - ¥M: A PR XM
Kimi-K2.5 &, #BIEANRTRIDELN RoPE HERR, BEKRESESHIEN TTFT
(& token R) , AABERZREMAL, HAGEAKMEER ERAYH, BXsgE
PHEBANMGE, KNRTE, - NRARID: BORZREE , RONMREZ

RERIREE

« PR #52737 [ROCm][Perf] Fuse DeepSeek-V4 mHC post/pre and RMSNorm with
AITER: R MREMR L, BRAZRMESEARTMERE, BNH KX Kimi =X DeepSeek A,
A SRS R R,

« PR #53035 [CI][XPU] Skip test_fused_shared_expert.py on XPU: R ANZBLEZE, X
AEAREREM4FE M kernel X3FEMR, 4 PR B ApplyRotaryEmb W EZIE S F & .



