PR #50393 ZEIRLE

vlim-project/vlim
[Bugfix] [Platform] Stop re-initializing NVML on every device-capability check (fixes #50381)
S FBtla]: 2026-08-07 16:30

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/50393

PATHRE

« —A)E: BRIZEEARENITR NVML a1, HRARRZFH

- EEME: EERIR RBR Jff RN H—,  BEIGSEIRK (BF vs context) A —3K —
MERRFEMEFFEE) IHEEREER (py-spy XA — RARE — XA B AR EMHEESRINE
A, H=, BERE BHRAUAEEMIEN @cachel AHREA, #BHREARIMT—RIT
& init/shutdown, BB THEVTERE; H=, MHERA stub T4k + mutation check EBAN
RARNE, EREMEERVINRFHT . EAXE viim/platforms/cuda.py B

has_device_capability 5 tests/cuda/test_cuda_context.py BY _stub_nvml,

THHES BAL

issue #50381 (AP SMRE) FEH: Y KV cache dtype KA fp8 = bfloat16 B, &K
KV-cache B ANESIRA CudaPlatform.has_device capability(), &ZA E#
with_nvml_context BB B RER, SXAAEERER—RZERN
pynvml.nvmlInit()/nvmIShutdown() E#A (524 15.4ms/call) , BFE attention RS
decode HEEAM R, py-spy F nvmllnitWithFlags + nvmIShutdown & engine-core ##2
A=z —XAM¥, GPU RIARARREL, RER viim/platforms/cuda.py PHFANILFH A AL
MAR—3K: get_device_capability # @cache + @with_nvml|_context, i

has_device capability R# @with_nvm|_context, HEREIRMXEIEA base LM (LERBEE
7 get device capability) , #MNE NVML context AMEUEATH Bh, PR EBX zzIolb63 1,
BIE-E&N: Tcurrently causing unnecessary performance impact when using FP8 KV
with Triton Attention (ie. Gemma 4)]

IR

1. B ANO: vlim/platforms/cuda.py B9 NvmICudaPlatform.has_device_capability (£
743-757 41T) MIFR @with_nvml_context 3488, FHRLMRINEREULIA R AL E AR E :
base SZH R IZEREEA B BH NVML context By get_device_capability(), JNERER S
AR ZA—K init/shutdown, BiZA R fp8/bfloat16 KV cache B Triton
reshape-and-cache B2 L 2B & R &,

2. WITARET: issue I @cache, TEETESBFBIRENME: N @cache FERIARM
SKAFH KA init/shutdown, BEFHERE HEEHFWN lookup JRE, BTRER;
BReEZEREEEMRRE, EAEET is_device_capability 5§
is_device_capability_family, —#J CUDA override, = base 5Z#, R3|ABH NVML



context, TLEKH,

3. MIRELE: tests/cuda/test_cuda_context.py #3 stub_nvml helper (stub pynvml 89
init/shutdown/ ®&&EWH Tk, BETIH RSB, BFEEHF) AN
test_has_device_capability_does_not_reinit_nvml 34T 61 XIEEFHUFE init ==
shutdown == 1; test_has_device_capability_comparisons #& 80/90/(9, 0) AE.
100/(10, 0) AR, BEITARE, fEERMT mutation check: RE
@with_nvml_context EMREMK (62 1= 1) , EBAMERIET .

4. MRFBALEE . RANRIKAEIR L X test_device_capability_nvml_cost.py, 2 Codex
HEIREE LI buildkite/test_areas/cuda.yaml B4 Platform Tests £& X4 B L EHAT

(R ¥ test_cuda_context.py. test_platform_no_cuda_init.py.
test_cuda_compatibility_path.py) , FTXHASEE job HUT; T2 commit
abe5ab4 FMIRFH N test_cuda_context.py, FHZIEFRERXMHH cpu_test marker,
LURIEFE GPU 1£% (device: h200_18gb) F#4T., TEE. schema HIEREBK5H,

R

« vlim/platforms/cuda.py (#3k F&E; 3£5| source; EH core-logic; &5
NvmlICudaPlatform.has_device_capability) : &£ : MR has_device_capability £
TUARHB @with_nvml_context 2&4figs, HFR fp8/bfloat16 KV cache T Triton attention
B&% 8 NVML init/shutdown 744, HF @ TFTHEITIR,

. tests/cuda/test_cuda_context.py (13 CUDA MiR; 285 test; LR test-coverage; F
5 _stub_nvml, test_has_device_capability_does_not_reinit_nvml,
test_has_device_capability_comparisons) : FFEVIMR: _stub_nvml it NVML
init/shutdown A, IIE 61 JREAREBRIEMA—RK; ELEMRABUEEXFE, MiAEK
WXL ER X AF, 2 Codex 18 Cl B4 # = @UEH AN X,

X5 has_device_capability, _stub_nvml, test_has_device_capability_does_not_reinit
_nvml, test_has_device_capability_comparisons

RERED R B

vlim/platforms/cuda.py

BEAZS: MR has_device capability EUAE) @with _nvm|_context 152, SEIR
fp8/bfloat16 KV cache T Triton attention & &5 8 NVML init/shutdown 754, #E&TF
s lENES =N

class NvmlCudaPlatform(CudaPlatformBase):

# ERIRR, WERREARBENBRRTE ...

@classmethod
def has_device_capability(
cls,
capability: tuple[int, int] | int,
device_id: int = 0,
) -> bool:
#EE: FEHE @with_nvml_context, base SZIL R 3ZE
# get_device_capability(), ZAAB4H @cache BB NVML context,



# Z AR RS IIMT—2K nvmlInit()/nvmIShutdown(),
# 7E fp8/bfloat16 KV cache B Triton reshape-and-cache B4z,
# B attention BEFTEHEMA, FHIFLRM (W issue #50381)
try:

return super().has_device_capability(capability, device_id)
except RuntimeError:

return False

tests/cuda/test_cuda_context.py

FFEIMAR:  stub_nvml %K NVML init/shutdown 18, BIE 61 JREEAE BRI —K
EL MR P E B XA, MARBRAD ISR XM, 2 Codex FgH CI B & # 8 @Us 3 A X

def _stub_nvml(monkeypatch) -> dict[str, int]:
""Stub ¥ NVML, #R%& SM 9.0, F#% it init/shutdown I8 REK,

E £ £ A NvmlCudaPlatform fiE CudaPlatform 54 :
T NVML B93R35E B 5l & <A#HT A NonNvmlICudaPlatform,
%K &IE torch.cuda, EBEHELREL 8L ITAE,

from vlim.platforms.cuda import NvmlCudaPlatform, pynvml
calls = {"init": 0, "shutdown": 0}

monkeypatch.setattr(

pynvml, "nvmlInit", lambda: calls.__setitem__("init", calls["init"] + 1)
)
monkeypatch.setattr(

pynvml,

“nvmIShutdown",

lambda: calls.__setitem__ ("shutdown", calls["shutdown"] + 1),
)
# EE R IR EmAY, B RNRKEEIRE 8 CUDA_VISIBLE_DEVICES,
monkeypatch.setenv(NvmlCudaPlatform.device_control_env_var, "0")
monkeypatch.setattr(

Nvm|CudaPlatform,

"device_control_id_to_physical_device_id",

classmethod(lambda _cls, device_id: int(device_id)),
)
monkeypatch.setattr(

pynvml, "nvml|DeviceGetHandleBylndex", lambda index: f"handle-{index}"
)
monkeypatch.setattr(

pynvml, "nvmlIDeviceGetCudaComputeCapability", lambda _handle: (9, 0)
)
NvmlCudaPlatform.get_device_capability.cache_clear()
return calls

def test_has_device_capability_does_not_reinit_nvml(monkeypatch):



"6l REERER NVML REERIHEML 1 0Kk,

&8 RIER has_device_capability & &Sk & —&
nvmlInit()/nvmIShutdown(), Rit 62 &%; BERERFl 1 &,

from vlim.platforms.cuda import NvmlCudaPlatform

calls = _stub_nvml(monkeypatch)
try:
assert NvmlICudaPlatform.has_device_capability(80)
for _ in range(20):
NvmICudaPlatform.has_device_capability(80)
NvmICudaPlatform.has_device_capability(89)
NvmICudaPlatform.has_device_capability((9, 0))

assert calls["init"] == 1
assert calls["shutdown"] == 1
finally:

#BEEER, BRERAFZEMEEIYE,
Nvm|CudaPlatform.get_device_capability.cache_clear()

def test_has_device_capability_comparisons(monkeypatch):
" EIETLR NVML context &, HERERBARIFLE, "

from vlim.platforms.cuda import NvmlCudaPlatform

_stub_nvml(monkeypatch)
try:
assert NvmlCudaPlatform.has_device_capability(80)
assert NvmlICudaPlatform.has_device_capability(90)
assert NvmlCudaPlatform.has_device_capability((9, 0))
assert not NvmlCudaPlatform.has_device_capability(100)
assert not NvmlCudaPlatform.has_device_capability((10, 0))
finally:
NvmICudaPlatform.get_device_capability.cache_clear()

SN

« Codex #& (P2, REMIRTEAL) : chatgpt-codex-connector[bot] ZEIh MR EF H
.buildkite/test_areas/cuda.yaml B Platform Tests £5 & L tests/cuda A& IR, {2
WAL RBLEITIT 3 AN, FHEXHARKE CL FHEMIT:  Totherwise the
performance regression can come back without CI noticingl . EE#IAEIBHEAM LR
F A\ tests/cuda/test_cuda_context.py (commit abe5ab4) , F £ mutation
check—1& & @with_nvml_context /& assert 62 == 1 {RREMK, EFRMNREFHF A,

« Cl 2IAn)AR: EEZFR O B Platform Tests (BEARZTENES) & h200_18gb £
5m25s #i; FIFHNEK job BIE M ——GPU FTHEHR 29.81GiB 51FRH
29.9GiB # 0.09GiB, W% HuggingFace 429 [Rif, S5AKREE LXK,




« & %hPE IsotrOpy H#E APPROVED #& A, E&ZA head # IsotrOpy merge main £

MiEEHAA CI (Buildkite #82792) ,

« FOMRA XA S CI 4T (Codex P2)  (testing): FEEFING KFASMHRH A
tests/cuda/test_cuda_context.py, MR X, FHEH mutation check (WRE &
BRI, 621=1) , ERMIRA K,

« Cl KIRZTAARZEF|AN (other): £WFRTFIRRRB, EZXELX; & /ciretry Ja
FAZI R EBE, FEME AN

« MIRFEALE cpu_test marker BR& (testing): RAZEE, MR FIER cpu_test
marker,

PRS-

o QS

 BEXAREL: BBREIMRS has_device_capability REBITE NVML context, &4 M
K# base LR get_device_capability() (# @cache 5§ @with_nvml|_context)
BB ER, BRE base LIMEMNFEE get_device_capability(), sbibelgE%k %
NVML context #&i7; REDEREARCIZAR, MRBBPE T HRER,

OMERF A FMIRLILET monkeypatch stub (B SM 9.0) , REBEZES NVML &
112, BESIRZHELA N test_get _device_capability_uses_visible_device_ordinal
A3,

- BVAFIFRR: THEORAEIES [EEHME @with_nvml_context] , BIEEEERRE
FIEARNEZERA NVML APL A% context B95 %,

- raEURSK: BE R NVML TT R B fp8/bfloat1é KV cache #) CUDA F&B1Z
; auto KV cache dtype KA fikiZ &$K,

- AP : B fp8/bfloat16 KV cache B i Triton attention B9, (I Gemma 3 4B %)
decode ME& GPU FI|AR 5 & BEIZFA, engine-core CPU G T (issue FA=
A2 — 5| EEARAERNIFLFRITE)

« A% HMRE attention BEH ) nvmlinit()/nvmiShutdown(), JB5 NVML IEshEyE
EXRE, FEKETX. ZEERIKZERMERK,

« FRN: B APL. THEBBUETA; FEHEITMR, FBT Cl XHFLELE] i
——45 G tests/cuda THIE BT L HAIA Buildkite 22T B EE,

- RESARIT: ABRIZREE , {REBZ NVML stub IR , fp8/bfloat16 KV cache £ REZ ,
&R& Cl Xt &%

PEEZS

« PR #51304 [V1] Copy NaN-in-logits counts to host asynchronously: RIAEETXT v1 #E&
72 P EENERARA] HUER GREMRZENSNREE D2H) , ERXERER
3% NVML init/shutdown 89BK—3X,

« PR #50276 [Bugfix] Fix packed KV block zeroing stride: EJ& v1 KV cache B A2 (
% & triton reshape-and-cache 8% T REf) BIRAEER bugfix, WEAIZ KIS EAS  H I



" Z ORI 5 AL,



