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TN EES BAL

PR body #84H: update_requests with_invalid_blocks BF# By # TODO (davidb): add
support for hybrid memory allocator 5 (req_block_ids,) =
self.kv_cache_manager.get_block _ids(req_id) A&, #BEER L 18 —AE EIRTTRK
block] &% ValueError: too many values to unpack (expected 1); &R ALK
2., EngineCore A _send_engine_dead() 38H, F=Z lone recoverable read failure
takes down every request on the instance, not just the one that failedl . MM hybrid &
& Tgroups sit on different block grids, so the same block index means a different
token position in each and there is no single longest valid prefix to truncate at] , Eit
WREREEREEX—KNE, issue WL F wzhaol8 *h % iZfEE X Kimi-K3 + Mooncake %%
EOAEIM, xijiaat WA DeepSeek-V4-Flash-0731 BWRBHFEINT #50687,

TR

1. BEMEANT (vlim/vl/core/sched/scheduler.py —
Scheduler._update_requests_with_invalid_blocks) : R<EXE (req_block_ids,) =
self.kv_cache_manager.get_block_ids(req_id), BKARE per-group %%
req_block_ids_per_group, H7& docstring F#tBA DEEER — token span Eik
block size 7F—EKHIZ /M KV cache group, &HB—HEKAKAIR] . XEEAN PR R
Mg E =.

2. 32 (hybrid) 9% : ¥ len(reg_block_ids per group) > 1 B, EFrA group Y&k
9 invalid_block_ids By block (HEFR null block) , B&RHFAN
marked_invalid_block_ids (fRIEFH£ZER— block ETIERWAWEIRAE) , B



total_affected_tokens += req_num_computed_tokens, ¥
request.num_computed tokens B3EE 0, FF7E evict blocks AEKRIEIZIERFIAIE
null block Y&t blocks_to_evict, TEMA affected _req_ids 3 continue, XKERHR T A
A block P& ST —&MT 23X — AR _E R A AF B (e &L,

3. null block 5FX1: fEERIMNTIE null_block_id = self.kv_cache_manager.block_pool.null_bl
ock.block_ide, PR body ffRHMEM: Mamba align X T, AN block 7&K I;HE L
Z null block ( Ta 9-chunk request looks like [0, 0, 0, 0, 0, 0, 0, 0, 10], only the
aligned snapshot is backed] ) , EAHERR, #ERE null block KERB T XIEXR,
blocks_to_evict AU E B RE TF1EMTIERE block,

4, BARRTITARE: ZAHXZFHE (req_block_ids,) = req_block_ids_per_group,
AR % idx * self.block_size BBIE| &/ NTLRK block] #1E. #=F block B
marked_invalid_block_ids #&X5 [sync i X #F block £F| PR EREARE, K
4l attention AR Z RS0,

5. Mix5 TEABE: tests/vi/kv_connector/unit/utils.py::create_scheduler ¥
hash_block_size TG HiE(E4 scheduler _cls(...), IEMRBEMIEIEBRIA hash RK/INEYIE
E & tests/vl/kv_connector/unit/test_kv_load_failure_recovery.py #73g
hybrid_scheduler fixture (£F make_kv_cache_config(mamba_enabled=True)) . 3B
B $K schedule_hybrid_async_load / _report_invalid_blocks, AR
test_hybrid_load_failure_recomputes_whole_request (parametrize("failed_group_idx",
[0, 1])) . test_hybrid_load_failure_ignores_null_block; 3#—32H
_make_deepseek_v4 five_group_config (1 4~ MLAAttentionSpec + 4 1N block
size By SlidingWindowMLASpec, #&il DeepSeek-V4-Flash 8] 5 MEA) 5
test_deepseek_v4 load_failure_recomputes_whole_request (
parametrize("failed_group_idx", range(5))) &% issue #50687 KIEIMEER, MR 5IREG
FiER, B2ERA mock connector HIIRAE BRETTMIR, %A ELBER S3mBsmEYI,

R

« vlim/v1/core/sched/scheduler.py (#3k JAE 2 ; 225 source; FER core-logic; /&
Scheduler._update_requests_with_invalid_blocks) : #RE & & FrE X4
_update_requests_with_invalid_blocks M#EBAREILKA per-group Bk, H L AEKE
KEHESXE null block 1, BRERSER KKK EEXNZOKE),

. tests/v1/kv_connector/unit/test_kv_load_failure_recovery.py ({3 & Wik EMHR; 5]
test; M test-coverage; 5 hybrid_scheduler, schedule_hybrid_async_load,
_report_invalid_blocks, test_hybrid_load_failure_recomputes_whole_request) : #73%&
340 AT : hybrid XA fixture 5BIFEREH / BB null block ARSI, FHH
DeepSeek-V4-Flash RAHAFEEZRBSEINL, BEXR issue #50687 B8 IMERIZ,

« tests/v1/kv_connector/unit/utils.py (#E3k MR TE; K7 test; LR test-utility; &5
create_scheduler) : MREZIER: create_scheduler F3E hash_block_size X5 3&EE
, £ DeepSeek-V4 HBRAFIEEMES &£ —3KE hash K/,

X5 Scheduler._update_requests_with_invalid_blocks, create_scheduler,
_schedule_hybrid_async_load, _report_invalid_blocks,
test_hybrid_load_failure_recomputes_whole_request,



test_hybrid_load_failure_ignores_null_block,

_make_deepseek_v4_five_group_config, create_deepseek v4_scheduler,
_schedule_deepseek_v4_async_load,test_deepseek _v4_load_failure_recomputes_whole_r
equest

R F B

vlim/v1/core/sched/scheduler.py

WEBEFEXMH: update_requests_with_invalid_blocks ME AR A per-group 3%
, RIS AAKIBEREE S XS null block F 1, BAREIREER &M% E1E X S IKE,

# vllm/v1/core/sched/scheduler.py
# Scheduler._update_requests_with_invalid_blocks (¥3%&: null block 5F 1 + B840 / % AN EE/R)

# TR BEA A KV AL E—# Bk 89 sliding-window block, BAK Mamba
# BRATHRE UMY 23R block——#R$E R R —A null block, #WAIAIERFEZ,
# CAREREMAEROEE, BREEEMER AR, BREBTHIKE,

null_block_id = self.kv_cache_manager.block_pool.null_block.block_id

for request in requests:
is_affected = False
marked_invalid_block = False
reqg_id = request.request_id

# /™ KV cache group —/ block-id 3l%&; BHAMEAKER 1, hybrid & > 1
req_block_ids_per_group = self.kv_cache_manager.get_block_ids(req_id)
# REITTTaE S /MRt E token BY block
req_num_computed_tokens = (
request.num_computed_tokens - num_scheduled_tokens.get(req_id, 0)

if len(reg_block_ids_per_group) > 1:
# hybrid: &48 block M#&AR[RE, [E— block index XN AR [F token L&,
# AHFEL—NRKARAIR, BREERER (5 #42461 HEBEARNE—3K)
request_invalid_block_ids = {
block_id
for reqg_block_ids in req_block_ids_per_group
for block_id in reg_block_ids
# null block %R, TNSERILXKIFER
if block_id != null_block_id and block_id in invalid_block_ids
}
if request_invalid_block_ids:
# TIRBATIX L block, EHFRE— block WECIERMBEFRE
marked_invalid_block_ids |= request_invalid_block_ids
total_affected_tokens += req_num_computed_tokens
request.num_computed_tokens = 0
if evict_blocks:
for reg_block_ids in req_block_ids_per_group:



blocks_to_evict.update(
block_id
for block_id in reqg_block_ids
if block_id != null_block_id
)
affected_req_ids.add(req_id)
continue

# BE (4 attention) BAE: RIFFEAH block KEBBNEXFE
(reg_block_ids,) = req_block_ids_per_group

tests/v1/kv_connector/unit/test_kv_load_failure_recovery.py

Fr3g 340 /TR hybrid AR fixture 5 1ERER / ZB& null block ®ANAR, 7 H
DeepSeek-V4-Flash AAMFEEZRAS I, BEIEFEMR issue #50687 By & IERIZ,

# tests/v1/kv_connector/unit/test_kv_load_failure_recovery.py

def _schedule_hybrid_async_load(

scheduler: Scheduler, num_prompt_blocks: int, num_external_computed_blocks: int

) -> Request:

"IE—ANMEREAN hybrid A B RS IMERMBARS, "
request = create_request(num_tokens=num_prompt_blocks * scheduler.block_size)
scheduler.add_request(request=request)

# mock connector: R&EGHPHIIMR token 2, FUFH A RNME
scheduler.connector = Mock()
scheduler.connector.get_num_new_matched_tokens.side_effect = (
_make_get_num_new_matched_tokens(
{request.request_id: num_external_computed_blocks * scheduler.block_size},
async_load=True,

)

scheduler.connector.take_events.return_value = ()
return request

def _report_invalid_blocks(

scheduler: Scheduler, scheduler_output, invalid_block_ids: set[int]

) -> None:

"I model runner EXiH B EIRTK block, "
scheduler.update_from_output(
scheduler_output,
create_model_runner_output(
regs=|l,
finished_recving=set(),
invalid_block_ids=invalid_block_ids,
use_eos=True,



@pytest.mark.parametrize("failed_group_idx", [0, 1])
def test_hybrid_load_failure_recomputes_whole_request(
hybrid_scheduler: Scheduler, failed_group_idx: int

uuuhybrid *Eﬁ%zﬁﬁg'l‘szﬁﬁ*%gﬁ }B%o

CHEANMNTRARMN block Mg L, REEE—EAM S, EIERALEHR,
num_prompt_blocks, num_external_computed_blocks = 10, 9
request = _schedule_hybrid_async_load(

hybrid_scheduler, num_prompt_blocks, num_external_computed_blocks

)

scheduler_output = hybrid_scheduler.schedule()

block_ids_per_group = hybrid_scheduler.kv_cache_manager.get_block_ids(
request.request_id

)
assert len(block_ids_per_group) == 2, "expected a hybrid (multi-group) layout"
null_block_id = hybrid_scheduler.kv_cache_manager.block_pool.null_block.block_id
# Mamba R A ESL block XIFXFFRE, Ek—NASZE TZEKH block
failed_block = next(

block_id

for block_id in block_ids_per_group[failed_group_idx]

if block_id != null_block_id

_report_invalid_blocks(hybrid_scheduler, scheduler_output, {failed_block})

#EBEREE: WEHERE, HEFHASETH KV

assert request.num_computed_tokens ==

assert hybrid_scheduler.failed_recving_kv_req_ids == {request.request_id}
assert request.status == RequestStatus WAITING_FOR_REMOTE_KVS

# AXESHE _moake_deepseek v4_five_group_config(): A 1 A MLAAttentionSpec
# (block_size=256) fnt 4 /N block_size %819 4/ 8/ 64/ 64 1y

# SlidingWindowMLASpec, £ DeepSeek-V4-Flash #] 5 NMAIE KV H, H L

# parametrize("failed_group_idx", range(5)) ZRAWIEL MK E (#50687 HWEIL) .

T RHL

1. RAXENRITHINEEB NickLucche: [To provide more context, I already
implemented something very similar here https://github.com/vlim-project/vlim/pull/32
204, but we were not satisfied with the request-level failure back then and ended up
reverting that commit.] thzEINE MK A m——MC connector &~E& LR block failure
, MEEEFRIBFERFEK (self._invalid_block_ids.put(set(meta.local _block_ids[0])) +
self. _failed_recv_reqgs.put(req_id)) , B #42461 S—RFEEFERFEEK, Hcc T
@ZhangiuHu, kebeZjun BE R Z [Modifying the connector api might take some



time. Could we merge this PR first to fix the error?] ——E{EA& PR ZFAL A1k A %,

2. null block B X o B S EMR B E RNEL: test_hybrid_load_failure_ignores_null_blo
ck BrE mamba_block ids[0] == null_block_id, #tBA Mamba fAIBRXFALE 2 EEE
null block £, # ERITAMF A FFER,

3. DeepSeek-V4 RABHRBHNEITER: xijiaat £ (1 reproduced #50687 with the
DeepSeek-V4-Flash-0731 five-group scheduler layout and validated this recovery
path in an isolated B300 test podl , 7 fork EIRX T tests-only ¥\ % (BEHRAk
M. #ZF null block. failure_policy=fail &, &It 24 passed) . kebe7jun XM T H+
—# e (RARESZRASHMALFEAR PR) .

4. FWHIEMN: claude[bot] B PR k8 fork RMEEsIEFEZE; Dao007forever 5 ivanium ¥ E
£ APPROVED, &% DarklLight1337 &3F. CI fll b200-miscellaneous-kernels & %
WK, kebeZ7jurBlBr maybdixedyhttps://github.com/viim-project/viim/pull/56594]

 hybrid (REXE: REBEIEFEREH vs connector LIRIFERZ LK (design): & PR EH
Wi FEESH, XARERANKIEREE. connector BIERF LMK API BEHIRI| 54
PR, MARGHEERES,

« null block FEREKERBTLXIER (correctness): 5|\ null_block_id =
self.kv_cache_manager.block_pool.null_block.block_id 5T, I
test_hybrid_load_failure_ignores_null_block E{tiZi& X (& mamba_block_ids[0] ==
null_block_id Bf num_computed_tokens %, failed_recving_kv_req_ids A%) ,

« DeepSeek-V4-Flash BB FHE NS MR (testing): AARE
_make_deepseek_v4_five_group_config 53& B 550 FIEMAAA PR;
failure_policy=fail B9IRZERT & A3 AN F MR XA,

« Kimi-K3 + Mooncake 7R 89&H K (question): & EikKIEFNT PR MEHF T E,
Dao007forever 5 ivanium %&/& APPROVED, DarklLight1337 K&,

RSB

- RS

1. EKERMTROEHEKA: hybrid 2 %38 request.num_computed_tokens & 0,
ST HRACERINMEREIINEE KV, XK prompt (30 100K &) BPREERIER, —K
IR AR L B prefill EH, FHEEFSTEHALS XN TE A HKA KR
. ERFRARFRTRIK TPOT/TTFT #5),

1. WESEEY K: LA X KWEIZIFERFAAIE null block WA blocks_to_evict, ALK
RERAZ G TREWKE, XL block # prefix caching RECEREE, A¥CEEES
My A (BREXEXRE, BEOGEZTHPHBERERE) .

2. null block BUEERRBIFAEKH: self.kv_cache _manager.block pool.null_block.block_id
EHGERIKH, RFEBIX null_block k% / A None BBIJEJE; 7EIE hybrid 12 block
pool FLEAFTANEER LR T RS, MARITE#IA,

3.MRBENT R 340 TR ERET mock connector BYRE R8N, DeepSeek-V4
ARG RZ [scheduler-side projection] , 5E5Z model runner / backend layout = &g
FRF; BAEESLZ Mamba 5, DeepSeek-V4 3 E|3#EIY3, failure_policy=fail KB& T 893K
EBZ BRI EMIR,



4. CONNECTOR B2 API 4Bk 4: NickLucche F8H 89 block & vs ERFE LK ER] &
MRAER PR ARR, B4 #42461 EHATA PR B EREEZBMB KBRS, &1
EHREE R RA, - ®m: APM: JBEEE (Kimi-Linear / Kimi-K3 + Mooncake.
DeepSeek-V4-Flash £ZAAEF) £, —RAREINER KV ZEBRAHFK
EngineCore IR 55 F|R 2 EFREK, TTHAMM EARKITHEENLA) KEN T2
MEREREH) ; 4 attention BAERITHE MEREARET, A%M:
vlim/v1/core/sched/scheduler.py & V1 AE B, ZXMHEFAKSEE T = XE X,
EARBKEEAEREE len(..) > 1 %A, EVFEE, ARM: LT Thybrid R
PUERARENE] MIeeT3RY), 5EESHITFHN per-block FIRAIERBIR (#42461) #
M—3, BEEEHRARMK. - NEART: BOGRERRZREE |, hybrid A EFEREZRA
K, WESEEY KE|EKRLER block, X mock BIoMiR. &/ 3BB|3EYT , connector
BRW ERA EFS—

KRR EE

« PR #42461 (A% PR, #RAREARLETXPRA) B per-block FEIRAIE, FEIER
F&M : PR body BAFAIEH per-block error handling IEZE% PR H##5FR, laffected
hybrid requests recompute in full, which is the granularity that replacement moves
to anywayl ; NickLucche I B H % — 4B 1E KK LK,

« PR #32204 (A% PR, #RAUREARETX M) FEANRESE hybrid/ EREEKIKE
%R : NickLucche FE review 2 H#5|H: [I already implemented something very
similar here https://github.com/vlim-project/vlim/pull/32204, but we were not
satisfied with the request-level failure back then and ended up reverting that commit. ]
EA PR AERENEERI L,

+ PR #56594 [Bugfix][CI] Update CuTeDSL indexer Q sentinel test for migrated
wrappers: PR #i8HF kebe7jun $#£%] b200-miscellaneous-kernels CI k& maybe
fixed by https://github.com/vlim-project/vlim/pull/56594] , ET Rt Cl & &5 5,

« PR #56621 [Bugfix][KV Offload] Submit CPU stores on no-forward steps: EA V1 KV
connector / offload B2 LXK E LB E, HFRIAENFE KV RSHAEWLFELNG, B
TR — =R E KL

« PR #56629 [5/N] Share HiSparse host cache across TP ranks (reopens #52760): R A
kv-connector + vl 8§ KV ZHEH£ZE5 block VIBIEXKE), 54 PR 8 block #/7i2 / K&
18 X E R — f AR X IECE 3



