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# vilm/model_executor/layers/fused_moe/experts/fused_humming_moe.py

# 18255 1: HummingExperts.apply() F# moe_fused_mul_sum
# %% outputs M buffers['output'] XA output
moe_fused_mul_sum(
inputs=buffers["down_output"].view(*topk_ids.shape, -1),
topk_weights=topk_weights,
topk_ids=topk_ids,
expert_map=expert_map,
outputs=output, # Z RIZ buffers['output'], IAEEES NARFIRMH output

# 188585 2: HummingGroupedExperts.apply() 8 moe_unpermute

# ¥ out M buffers["output"] B&A output

moe_unpermute(
out=output, # ZRIZ buffers["output"]
permuted_hidden_states=buffers["down_output"].view(*topk_ids.shape, -1),
topk_weights=topk_weights,
inv_permuted_idx=inv_perm,
expert_first_token_offset=expert_first_token_offset,

# 158585 3: BatchedHummingGroupedExperts.apply() ## forward_layer
# 3% outputs M buffers["down_output"].view(...) B&A output.view(...)
HummingMethod.forward_layer(

layer=self.layer,

inputs=inputs,

input_scale=input_scale,

outputs=output.view(-1, hidden_states.size(-1)), # Z RIZ buffers["down_output"].view(...)

valid_shape_m=valid_shape_m,

expert_layout=expert_num_tokens,

compute_config=self.compute_config_str,

tuning_config=self.w2_tuning_config_str,

sublayer_name="w2",

)
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