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PATHE

o —A)E: MR E2E MR ,CI 2R B XEA 1 DSpark E1b

< EESE: EERIE, X2 " BRE CI 24 " (2 EZH86, MRALR, Cl REFR
1 bug BRENMEEEASEMNME, ERFBEZR: spec_decode.yaml 8B KIERABE A,
utils.py F compute_acceptance_rate/compute_acceptance_len B3EE %Rt (¥F
& prompt IEERFY) . UK dspark/utils.py B quant_config BE 5 #49133 t9%E%,
ZHRAWEREER E2E MR XM, A PR B9#FQIFFa follow-up A FIZFFIMEFE L,

THRES B

PR body BA®I%EA BAR: "Split the monolithic speculative-decoding E2E suite into feature
directories that match CI ownership." Y% "Make Buildkite run directory scopes instead
of keyword/file allowlists, so tests added to an existing area are discovered by default."
R B "Restore nightly DFlash and DSpark acceptance/accuracy coverage, using
poolside/Laguna-XS-2.1-NVFP4 to keep Laguna practical on smaller GPUs", 1E#EE&AIA
X Z "intentionally opinionated: directory boundaries are the CI contract.", FERB=15
footprint Eagle %51 -GPU job AEY3,

TR

1. I/HRERNER S MR tests/vi/e2e/spec_decode/test_spec_decode.py (-1679 4T)
, ¥ RABIIZhEEIT N draft_model/test_draft_model.py.
ngram_suffix/test_ngram_suffix.py. eagle/test_eagle_correctness.py.
mtp/test_mtp.py. speculators/test_speculators.py X%
acceptance_rates/{dflash,dspark,mtp_other} E#X4F; SN RIFRA RBREX, R
R R T2 o 7] BE & R B S BEIR import,

2. IKSkEZE T B 5 fixture: ¥ tests/vi/e2e/spec_decode/utils.py, 7%k
get_test _prompts. greedy_sampling. stochastic_sampling. evaluate_lIm_for_gsm&k.
compute_acceptance_rate. compute_acceptance_len & helper; #3¢ conftest.py &
fit sampling_config. model_name. reset_torch_dynamo % B X fixture;
acceptance_rates/utils.py B load_and_process_dataset.
run_acceptance_length_eval, fit DFlash 5§ DSpark £/, draft_model B ArgsTest
dataclass — 7 IEFME / 2K /GSMEK B E L NEE WS R, BEEmMAESREEM
— &R,



3. CI sk A BR1EHA#E: .buildkite/test_areas/spec_decode.yaml B pytest -v -s
vl1/e2e/spec_decode/speculators/ % B F &K 44BN IBH -k "speculators or
mtp_correctness" XiFENIE; engine.yaml BRI H ENSE;
buildkite/test-amd.yam| El##F5% 4, #% AMD job iR, B ZRAMRITE B E—=
e

4. % & DFlash/DSpark &% : test dflash.py W DFlashCorrectnessConfig & Bf
Qwen3-8B 5 Laguna-XS-2.1-NVFP4 WAEE, I GSM8K accuracy 5
compute_acceptance_len, FH&RE mrvl/mrv2 X runner £%t; test_dspark.py &£
Qwen3-4B-FP8 5 Gemma4 NVFP4 BAN probabilistic REFREZMNEZ R / HZKE
/GSM8K =4 E1Y3, BIM{EIRSCNILESR 0.9 #1t flaky.

5. R ELEMS E AL : viim/model_executor/models/gemma4_dspark.py 7 DFlash BEA1#4
L&bxh self.causal = _dflash_layer_causal(config, layer_idx), &£ #48167 Z 8
causal JToEIEEYI; vlim/v1/worker/gpu/spec_decode/dspark/utils.py &
load_dspark_model ¥, 7 VIimConfig post-init &5 draft_vlim_config.quant_config
= get_draft_quant_config(vlim_config), B ERNELEE,

6. BEMA: BRXAELERAEET large_gpu_mark EREIIRBEE, ¥ speculators job
#BEF. M model_runner_v2.yaml B MTP £61%, BTFHDEIL Cl TEHBDBEKE,

KPS
. tests/v1/e2e/spec_decode/test_spec_decode.py (FE3k ARALMR; 25| test; KR

deletion; 5 AsyncSchedulingNotEnabledError, _skip_if_insufficient_gpus_for_tp,
get_test_prompts, get_instruct_coder_messages) : 1679 fTER E2E MR U B4R
KR, ZA PR HANERURL; Fra ABRNEEBIATFE R, MBRAZEX T HEMIRAR
HE%,

. tests/v1/e2e/spec_decode/draft_model/test_draft_model.py (#i3k ZEfREER 25| test
; KA test-coverage; &F5 AsyncSchedulingNotEnabledError, ArgsTest,
get_messages, some_high_acceptance_metrics) : A& PR & AMFEN R XM (+388 4T)
, EFIIE draft_model AAWIEMAME. EMHASE. TP>1 5 EngineArgs BREMS 1,
ArgsTest dataclass B/F 4T B A A ER,

. tests/vl/e2e/spec_decode/utils.py (B3R MR THE; K5 test; ER test-coverage; &
= _skip_if_insufficient_gpus_for_tp, get_test_prompts,
get_instruct_coder_messages, greedy_sampling) : MR TEWN%E—H O,
compute_acceptance_rate 5 compute_dcceptance_len XFRITIEIEEHE, 2
DFlash/DSpark/Medusa B 35 R EIEY EAE,

« vlim/v1/worker/gpu/spec_decode/dspark/utils.py (13 ZEfatnk; 265 source; FER
dependency-wiring) : JREBFMEE XS . 7 VlimConfig post-init EBE EmEMNEE
, FBE NVFP4 target 5 BF16 Efg, ZEE Gemma4 DSpark MR/ RZRFEHESE bug,

« vlilm/model_executor/models/gemma4_dspark.py (iR #HRE; 25| source; £
data-contract) : 188 #48167 Z 55| AB) Gemma4 DSpark causal 7o#3EEYE, BFE
BN mask BXEE, BEARKEBECENREEENE - NESX bug,

« .buildkite/test_areas/spec_decode.yam| (#3k C1 BLE; 2% config; £&
configuration) : CI ALK MXHK allowlist Fok A IEKHN B XK pytest



4, FMRBIABIRE, EA PR RITEENEZRI,

. tests/v1/e2e/spec_decode/ngram_suffix/test_ngram_suffix.py (#Eik [CECARRL; L3
test; £ test-coverage; 5 disable_vlim_compile_cache_on_rocm,
test_ngram_and_suffix_correctness, test_ngram_gpu_default_with_async_scheduling,
test_suffix_decoding_acceptance) : n-gram 5§ suffix AL LER EfEF AW IEMMES
BZRAFMBEXH R R, H5RE ROCm HiIFEGFLENFEL X,

. tests/v1/e2e/spec_decode/acceptance_rates/dflash/test _dflash.py (#E3k HEZREYT;
£ 5| test; KA test-coverage; &5 DFlashCorrectnessConfig,
test_dflash_reference_acceptance_lengths, test_dflash_correctness) : %&£ nightly
DFlash #% %5 GSM8K EHEEE, ¥ Laguna-XS-2.1-NVFP4 /NEHFAE, HRE
mrv1/mrv2 XX runner £%k1t,

« tests/v1/e2e/spec_decode/acceptance_rates/dspark/test_dspark.py (#Eik 3EZ K E T
; KB test; £ A test-coverage; 5 test_gemmad dspark_correctness_and_accept
ance_rate, dspark_config, test_dspark_correctness_and_acceptance_rate) : (k&
nightly DSpark $#2 X /| #ZKE /GSM8K =4£B%, ®% Gemma4 NVFP4 5
Qwen3-4B-FP8 4 probabilistic RHEEE4Z,

. tests/v1/e2e/spec_decode/acceptance_rates/utils.py (3R MR T E; K5 test; £R
test-coverage; 5 load_and_process_dataset, run_acceptance_length_eval) : #%
KIPENHEZIRS): load_and_process_dataset k3 gsm8k/mt-bench/numaneval % %k
¥4, run_acceptance_length_eval 3ZF prompt iH8 3% &3 KE H U= 1H1E,

. tests/v1/e2e/spec_decode/eagle/test_eagle_correctness.py (3R ZEfREYT; 25| test
; KA test-coverage; 5 test eagle_correctness_light,
test_eagle_correctness_medium) : EAGLE/EAGLE3 IEAfME R GRS BRX, R8
attn_backend F& 5%1t5 Blackwell/transformers R4 skip &#; =/ & footprint &
BlIA BEER,

. tests/v1/e2e/spec_decode/mtp/test_mtp.py (#EHk ZFFM; 2K5F| test; KA
test-coverage; 5 test_mtp_correctness) : MTP IE# M B FIXE S H 33 Gemmasd
E4B assistant A&, FEANAE T hybrid #RZE Model Runner V2 T8 skip &7,

« .buildkite/test_areas/engine.yam| ({#3k CI BE; 2558 config; 2 configuration) :
M engine ERBZRWITS ER spec_decode & B, RiE Cl BRAELERIT. IRTFHMW,

X5 test_draft_model_correctness, test_draft_model_engine_args_tensor_paralleli
sm, compute_acceptance_rate, compute_acceptance_len, run_acceptance_length_eval,
load_and_process_dataset, test_dflash_correctness,
test_dflash_reference_acceptance_lengths, test _dspark_correctness_and_acceptance_ra
te, test_ gemma4_dspark_correctness_and_acceptance_rate,
test_ngram_and_suffix_correctness, test_suffix_decoding_acceptance,
test_mtp_correctness, _run_eagle_correctness, test_eagle_correctness_light,
test_eagle_correctness_medium, test_speculators_model_integration, load_dspark_model

RELRAL A B
tests/vl/e2e/spec_decode/draft_model/test_draft_model.py



AR PR RABIFIMR M (+388 17) , &HEWIE draft_model A RNEERME. EHLAE.
TP>1 5 EngineArgs BEE I, ArgsTest dataclass /&4 B A SRR,

# tests/vl/e2e/spec_decode/draft_model/test_draft_model.py
# 32 BJR test_spec_decode.py: E£HISIE draft_model AARARRL 7 =X, B IE A1
# E1HE. TP>1 5 EngineArgs BECEJRI M4,

from dataclasses import dataclass
import pytest

from vlim import LLM, SamplingParams
from vlim.config import VIImConfig, replace
from vlim.engine.arg_utils import EngineArgs

from ..utils import (
Messages,
_skip_if_insufficient_gpus_for_tp,
evaluate_llm_for_gsm8k,
get_instruct_coder_messages,
get_test_prompts,
greedy_sampling,
stochastic_sampling,

class AsyncSchedulingNotEnabledError(AssertionError):
""draft_model AR BA async_scheduling B #fii, "

@dataclass
class ArgsTest:
" —AN dataclass ZE—HEk — A A ARRD IO S 3K,

JE 83 draft_model A& R, R EEMN—%K ArgsTest,
SN ERIT BEANGHAEELS 5| EMBIAER,
target_model: str

draft_model: str

sampling_config: SamplingParams
num_speculative_tokens: int
expected_acceptance_rate: float
expected_acceptance_len: float

# BRABkY GSMBK BRERE ; FENERLHBE
expected_gsm8k_accuracy: float = 0.0

enforce_eager: bool = True

parallel_drafting: bool = False
target_tensor_parallel_size: int = 1
draft_tensor_parallel_size: int = 1



max_model_len: int = 2048
gpu_memory_utilization: float = 0.5
dataset: str = "test_prompts"
num_prompts: int = 100

def get_messages(dataset: str, n: int) -> list[Messages]:
" EHIESE L TR BB RREM prompt ¥3E S MR EIE R AT AR, "
if dataset == "test_prompts":
return get_test_prompts(mm_enabled=False, num_prompts=n)
if dataset == "likaixin/InstructCoder":
return get_instruct_coder_messages(n=n)
raise NotlmplementedError(f'Dataset '{dataset}' not implemented")

# BERMEARMAS  ARBRO (HZERLER ), IMERENRAE ( ELIKES )

cases = [

ArgsTest(
target_model="Qwen/Qwen3-0.6B",
draft_model="Qwen/Qwen3-0.6B",
sampling_config=greedy_sampling(),
num_speculative_tokens=3,
expected_acceptance_len=0.98 * (3 + 1), # K+1 84 epsilon 340
expected_acceptance_rate=0.98,
expected_gsm8k_accuracy=0.25,

),

ArgsTest(
target_model="Qwen/Qwen3-1.7B",
draft_model="Qwen/Qwen3-0.6B",
sampling_config=stochastic_sampling(),
num_speculative_tokens=3,
expected_acceptance_len=3.4,
expected_acceptance_rate=0.80,
expected_gsm8k_accuracy=0.5,

# draft_model #%&BH async_scheduling, %— xfail 2| issue #38929,
# R Cl #EAERMELL
@pytest.mark.parametrize("args", cases)
@pytest.mark.parametrize("enforce_eager", [True, False])
@pytest.mark.xfail(

raises=AsyncSchedulingNotEnabledError,

reason="draft_model does not yet enable async_scheduling: issue #38929",

)

def test_draft_model_correctness(args: ArgsTest, enforce_eager: bool):
args.enforce_eager = enforce_eager
assert_draft_model_correctness(args)



tests/v1/e2e/spec_decode/utils.py

HEMRTENE—H O, compute_acceptance_rate 5§ compute_acceptance len X3FR
ML EITE, & DFlash/DSpark/Medusa FTA 2 R E IR EAL,

# tests/v1/e2e/spec_decode/utils.py
# AFEMRTE : RAEBEEERNR X B helper 2FRURSKBXE |
# it draft_model. eagle. mtp. ngram_suffix &F B XH#E,

def compute_acceptance_rate(

metrics: list[Metric], prev_metrics: list[Metric] | None = None
) -> float:

"R IRAARAD R K (acceptance rate).

vLLM B E NI E BiHE £ A prev_metrics RIITE R R FAEZ 8] 89
WE EEZRE prompt iIHEERFHNZ R,
name2metric = {metric.name: metric for metric in metrics}
n_draft_toks = name2metric["vlim:spec_decode_num_draft_tokens"].value
if n_draft_toks == 0:
return float("nan") # TEH token B TL/AE XIFEZE
n_accepted_toks = nameZ2metric["vlim:spec_decode_num_accepted_tokens"].value
if prev_metrics is not None:
prev_name2metric = {metric.name: metric for metric in prev_metrics}
n_draft_toks -= prev_name2metric["vlim:spec_decode_num_draft_tokens"].value
n_accepted_toks -= prev_name2metric|
"vllm:spec_decode_num_accepted_tokens"
].value
if n_draft_toks <= 0:
return float("nan")
return n_accepted_toks / n_draft_toks

def compute_acceptance_len(
metrics: list[Metric], prev_metrics: list[Metric] | None = None
) -> float:
"I HEEZKE R RS RBRIIEZ N token R, &F—HE token, "
name2metric = {metric.name: metric for metric in metrics}
n_drafts = name2metric["vlim:spec_decode_num_drafts"].value
n_accepted_toks = name2metric["vlim:spec_decode_num_accepted_tokens"].value
if n_drafts == 0:
return 1 # S2AEEHEHOREHRIL A E token £ R
if prev_metrics is not None:
prev_name2metric = {metric.name: metric for metric in prev_metrics}
n_drafts -= prev_name2metric["vlim:spec_decode_num_drafts"].value
n_accepted_toks -= prev_name2metric|
"vllm:spec_decode_num_accepted_tokens"
].value



if n_drafts <= 0:
return 1
return 1 + (n_accepted_toks / n_drafts)

vlim/v1/worker/gpu/spec_decode/dspark/utils.py

R LB B XS 7 VIimConfig post-init EBEEMEBMAEE, BB NVFP4 target 5
BF16 ®f5, &3%5F Gemma4 DSpark MIREBEEBHNES bug.

# vlilm/v1/worker/gpu/spec_decode/dspark/utils.py
# load_dspark_model FEIXREE  ERERNENEREXME target fRHE.

# VIimConfig # post-init ZHE44E target 8 quant_config #H EHEFRERE ,
# M target BB EZRE AT DSpark B BATE TR , FEX B A0

# EMBERRE RS —RERMNENEE , TN NVFP4 target + BF16 ¥f&
# XRABEREIRMIZ NVFP4 MBERKE,
draft_vllm_config.quant_config = get_draft_quant_config(vlim_config)

EATE L

P8 A AndreasKaratzas £ ZANFONR X4 (dspark/test_dspark.py. medusa. synthetic.
eagle/utils.py. mtp. ngram_suffix) REZXKA vliim_runner BRE LLM, EHE i
would encourage vlim runners for this. This test does not run on AMD hardware, but
trust me it will be more stable even on CUDA CI."; mgoin EIfZ: "Yes these are valid
improvements but I'd like to scope this PR to just moving around existing tests and
getting them working again. Improving or refactoring them should be a separate
change", *F gemma4_dspark.py B causal &£, mgoin B3R "This is a genuine fix to
Gemma4 DSpark since #48167 landed"; Xt load_dspark_model B quant_config 5,
mgoin &7~ "I believe this will be a more general and simple solution to the problem
#49133 tries to solve", #7FFH "dsv4 needs more changes, will reserve that for a
followup", AndreasKaratzas 2N test-amd.yaml| 30 AMD mirror 52, &RAH
APPROVED: "Let's merge this assuming that CI passes and work on the modifications
that I proposed in a follow-up PR, to keep things containerized",

« A vlim_runner 3## E2E f&aZE M (testing): mgoin AT I A RKEK#, 1BIEAK PR SEEIR
EA " BEIIANRIFREDIT ", G—KEE follow-up,

« Gemma4 DSpark causal TTEIBMBE (correctness): FRIAMGEANIZIEE, B Gemmasd
DSpark E2E FBIKHEASFI,

« B8 quant_config BB 5 #49133 8% % (correctness): A PR &% Gemma4
NVFP4/BF16 3%, DSv4 NVFP4 jE4iab38,

« AMD F & #1485 F 6 2R 43E (question): FEFREMRIREAN PR %5, B follow-up
; mgoin XRRIFAR PR RE,

« WIKEME. tgdm SFEAMTFET (design): RIFIIREH, RERTFILAI flaky; BREEM
FI follow-up,

R 5 B



- R

o RIS : 1679 T XHEERRIR, ©FRNRBFEIE import, {BAME fork k1%
REWII ASEENE;, KEEHREANERARILEELE CI BB—R,

« Cl BRAERBEREBEZN: Buildkite 2R A B RUKENRE, FNREXRE EXAE
# spec_decode job &I, EREBERFREL; " BREIRY " R¥i4 L LE,

- BAENEXMBE XK viim/model_executor/models/gemma4_dspark.py B causal BE
REEFEA mask BX, BLE E2E Bif, EETHERATEARMETE, F DSpark MR
KT,

s ENERERBEARTE: viim/vl/worker/gpu/spec_decode/dspark/utils.py BIEE RISE
7 Gemma4 NVFP4/BF16 3%, mgoin Bif DSv4 NVFP4 {37 follow-up, #FERE
REAMERIAERE ZNRE,

- RME flaky XF&: £ acceptance rate/len BEZZKEF 0.9 B E,
probabilistic RFEEZTINTAEE GPU. WahsRE T HERH,

- CI E£abi%H: spec_decode.yaml. engine.yaml. test-amd.yam| & % ANEARM % $2 15 [T
BN B RAERE, BEEFENHRNXHLEBEERE Cl 3B, ¥"FTA spec
decode X & #E IR iz,

c MREFE: FEEBHNERAE, ERAFIRAXNR feature BE; #F utils.py B
T ERFIMNEE R,

« FEThEE: TR T IhREZ ML, B3RS DFlash. DSpark 5 Gemma4 NVFP4
DSpark BFFEEEYVIFRIF,

« EBAMME: 9 A commit F%R merge main., ZoREHA CI £WITHNT (B8R, skip. F
B8ER) , BT " AL, BREZT " ARSI E; Al #B) (OpenAl
Codex) 548K, 1FEFRAEATLE X,

- REeARiE: ERMRX G (1679 1THIR ), CI BRIERSBREREEZNG , HEEXE
£ (causal 7To#k#E ), DSpark NVFP4 (R B ZH AR , HEZRRELRETEE flaky

KERIK L

« PR #49133 DSpark quant dispatch #8%f& %5 (DeepSeek) : PR body 5 review #
mgoin ¥ A PR % load_dspark_model &5 draft quant_config =iz = F 38 A
BI#AR%; A PR BEZ Gemmad NVFP4/BF16 3, DSv4 NVFP4 BIFE4L

« PR #48167 Gemma4 DSpark #8<Z % : mgoin T review Fi#tBH gemma4_dspark.py #J
self.causal B8 25X #48167 5&# 55| AB causal ToEkiEEYA,

« PR #38929 issue: draft_model KB F async_scheduling: 4~ PR X& draft_model A
2%— xfail 3|3% issue; issue #38929 & async_scheduling BE HANTRUEEZTR, tEIHD
Ja Cl RAZRFEN ESEER,

« PR #50242 K3 DSpark AR fusion: /& DSpark AR EEH# L, A PRIRET
DSpark By E2E EVAE X, 5P RIERM S R,



