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1. CLI AA (rust/src/cmd/src/cli.rs. main.rs) : #3 Command::Render 5
RenderArgs, MEEAILZ . host/port. served-model-name. tool/reasoning parser.
tokenizer-mode (BET RendererSelection) . chat-template. max-model-len.
max-logprobs &#k; into_config() Z£ kX RenderConfig,

2. BRE# (rust/src/server/src/render.rs) : RenderConfig::validate() BFIEIRE
parser 5 max_logprobs; build_state() M language_model_only fn#k /& 3% 314 3E
RenderState; serve_render() A tokio::select! &¥2E5H#A shutdown, 4FE TCP ERH)
axum F X FFRIE X

3. BB E (rust/src/server/src/routes/render.rs) : build_router() 335 & ;
render_chat / render_completion £ lower_chat_request / lower_completion_request
, 22 ChatRequestProcessor::prepare 15%| TextRequest, FifEit
lower_render_request() B /A GenerateRequest # £ H
validate_generate_request &3,

4. RRIBEREM (rust/src/chat/src/lib.rs) : parser FEM ChatLim A
ChatRequestProcessor, #3¥¢ with_parser_selections(); prepare() REHEURIMNEREIN,
NERFAALTE 2 B 589 parser EiFMEME 3RS, openai B EWEERITESL,



5. MIRELE (routes/tests.rs. cmd/cli/tests.rs) : #3E 5 NEEMIR (request_id KR,
parser &L, ERLER TR generate) 5 CLI EEEHE#INRK; NAET
FakeChatBackend, k7& % H 2R3 33,

rust/src/server/src/routes/render.rs

FEERARE 2 HTTP 358, BMIAREZMITINND; render_chat/render_completion £
A OpenAl BRE5 lower E&12, lower render request IBZE REFR A TR %4
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/] VEFRREHE: REBETAEAXGS, FAESEMIIERIERH
pub(crate) fn build_router(state: Arc<RenderState>) -> Router {
Router::new()

.route("/health", get(health))
.route("/ping", get(health).post(health))
.route("/v1/models", get(list_models))
.route("/v1/chat/completions/render", post(render_chat))
.route("/v1/completions/render", post(render_completion))
.with_state(state)
Jlayer(DefaultBodyLimit::max(DEFAULT_REQUEST_BODY_LIMIT_BYTES))

/1] S&SEZ 2 RIE RN /NFFH) ~GenerateRequest™, T# “/inference/vl/generate” HEIEH%H
fn lower_render_request(
state: &RenderState,
text_request: TextRequest,
model: String,
stream: bool,
stream_options: Option<StreamOptions>,
) -> Result<GenerateRequest, ApiError> {
/| BRI ERZHATRIE: tokenize. logprobs FRB#|. ETXKEREE
let prepared = state
.text
.prepare(text_request)
.map_err(lerror| text_submit_error("failed to prepare render request", error))?;
let request = GenerateRequest {
request_id: Some(prepared.text_request.request_id),
model: Some(model),
token_ids: prepared.generate_request.prompt_token_ids,
sampling_params: prepared.text_request.sampling_params,
stream,
stream_options,
cache_salt: prepared.text_request.cache_salt,
priority: prepared.text_request.priority,
kv_transfer_params: None,
ec_transfer_params: None,
other: Default::default(),
|5
/l £ generate B EFKIERFMERI, (RIEMHE T T HEZ



validate_generate_request(&request, &state.served_model_names)?;
Ok(request)

async fn render_chat(
State(state): State<Arc<RenderState>>,
headers: HeaderMap,
ValidatedJson(body): ValidatedJson<ChatCompletionRequest>,
) -> Result<Json<GenerateRequest>, ApiError> {
let model = body.model.clone();
let request_context = resolve_request_context(&headers, body.request_id.as_deref());
/] 5% L chat Z2HREK lower + prepare &4
let chat_request = lower_chat_request(body, &model_resolution(&state), request_context)?;
let (text_request, ) = state
.chat
.prepare(chat_request)
.await
.map_err(lerrorl ApiError::invalid_request(error.to_report_string(), None))?;
Ok(Json(lower_render_request(
&state, text_request, model, stream, stream_options,
)?))
}

rust/src/server/src/render.rs

MANVERRESHIZLEE: BEERR. EiRmEk. BHEShEXR,; EXT
RenderConfig &5 RenderState, ERESAE SRS IEN X,

/1 A ETXAXAERREAD,

/1!

/Il 58183 R ~AppState™ MBI, {XFH “TextRequestProcessor™ 5

/l/ ~ChatRequestProcessor™, i3 IPC REBBRAERMLES

pub async fn serve_render(config: RenderConfig, shutdown: CancellationToken) -> Result<()> {
/] REhRIAIRIEEE, #RWEIEE parser B max_logprobs EXEE I

config.validate().context("invalid render server configuration")?;

/] 1n#% tokenizer / chat-template & /3% ; HAa]"N X Z e 5 " TRATR H,
/] BRIE shutdown AT LA K im0
let state = tokio::select! {

result = build_state(&config) => result?,

_ = shutdown.cancelled() => return Ok(()),

let listener_mode = HttpListenerMode::BindTcp {
host: config.host.clone(),
port: config.port,
|5
let listener = Listener::bind(&listener_mode)
.await
.with_context(ll format!("failed to bind {}:{}", config.host, config.port))?;



let address = listener.local_addr_display()?;
info!(
%address,
model = %config.model,
"starting engine-free Rust render server"
):
/I 5EIERE A axum X FHLE
axum::serve(listener, crate::routes::render::build_router(state))
.with_graceful_shutdown(shutdown.cancelled_owned())
.await
.context("render server failed")

}

rust/src/chat/src/lib.rs

LR IBE EH: parser 3EIFM Chatllm FITUE| ChatRequestProcessor, #13g
with_parser_selections, prepare() REEEUWRINREN, BERRSSHERFZLATAIERN
A,

/l] ¥% parser 3EFFM “ChatlLim™ TIRBIAIEE AT, ERREZS5HEIERIZHLA
pub fn with_parser_selections(

mut self,

tool_call_parser: ParserSelection,

reasoning_parser: ParserSelection,
) -> Self {

self.tool_call_parser = tool_call_parser;

self.reasoning_parser = reasoning_parser;

self

/] BEFERERTEINE
pub async fn prepare(
&self,
mut request: ChatRequest,
) -> Result<(TextRequest, DynChatOutputProcessor)> {
request.validate() ?;
/] W ab 3R B AE AL TR B B A MY parser 3%,
/] XA render_only AW THRESE 5TE Chatlim —RBIBEATITA
let output_processor = self.backend.new_chat_output_processor(
&mut request,
NewChatOutputProcessorOptions {
tool_call_parser: &self.tool_call_parser,
reasoning_parser: &self.reasoning_parser,

b

)?;
let text_request = self.prepare_text_request(request).await?;

Ok((text_request, output_processor))

}
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chatgpt-codex-connector (P2) : Xt Gemma 4 / Kimi K3 3X2& unified-only parser t£#!
, HEZRAY reasoning_parser A None & split-parser %12, 3K
/v1/chat/completions/render %k IKsk:3R B [E 48 £,

BugenZhao: This sounds valid. We probably want to pass Auto here - or, does the
Python renderer accepts parser selection from CLI option and should we follow that
as well?

sagearc: Switching both parsers to auto exposed that reasoning-parser selection
matched the publisher namespace instead of the model family, so I made it
family-specific.

BugenZhao (X TFiREZER) : The returned type here is actually the internal
vliim_lIm::GenerateRequest ... Do we want the shape of this GenerateRequest to be
aligned with the Python frontend?

sagearc: The endpoint now returns the public /v1/generate request, so text-only
render output can be submitted directly. lIm-d ¥ RIIAA /render KB prompt token
B, BARBIBFRKEEESE, BREEELEEAR PR HMMES,
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