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PATHRE

- —HE: BB 22 XMHRIE 405 TR, BERR. BEASRIFER

- WEE: (ERRENFEE, FARIERNDEENRESE: EQRE hmellor BEEBR
(deprecation TEARE) S/FFEMMER X4 R D BERE L FANMMEL N, wRHE
FAE agent REBBNEITRAE, FLUREES MRIPEFRETR] AN, #BRARRKIRM.

ThRES EAL

PR 3k R —4) Purpose Remove multiple dead codes, %8 %Bkt Issue, M patch &, #
BAFSH BEERLENTIEMIBAA A ScaledActivation & AWQ IR B0 & 4 ik B4,
SkyworkR1VDummylInputsBuilder 5§ InternVL £S5 ZEIT—3K, CopyNumelCounter 8
copy_ THHEARBHKI A, BEBEMAEERAEREITLR. BHREFSRE, FRBEZER import
&H, mIEE S BIRERGE,

LI RE

1. EREHERE (4 14 NUE) : MR viim/model_executor/layers/activation.py ]
ScaledActivation ZREARFH Tensor IF4TH9H FN; layers/conv.py R
CausalConv2dLayer B E X EE padding % ; layers/quantization/fp8.py Mk
CopyNumelCounter (TorchDispatchMode F38) 5#83% import;
models/nemotron_parse.py & BartParallelLMHead; models/glm_ocr.py &%
GImOcrVisionPatchEmbed 7% % ; models/skyworkriv.py fIFa5 £EXEE W
SkyworkR1VDummylnputsBuilder, ¥t B £ B BaselnternVLDummylnputsBuilder;
models/idefics3.py. models/phi4mm.py. models/phi4mm_utils.py. models/vision.py.
models/llava_onevision2.py. models/minimax_m3/common/mm_preprocess.py &R
R _resize_output_size. cat_with_pad. get lIm_pos_ids_for_vision.
_get_data_parser & T E R ¥k,

2. EuRieE RmiFBRZEE: viim/vl/core/kv_cache_utils.py BIF& need_extra_keys 5
is_kv_cache_page_size_uniform, 3Ree&5 T % —Z BUIKSKEIRE REAIRK AR T ;
vlim/compilation/passes/fx_utils.py MR is_auto_func. find_getitem. get_only user =
N fx /TR ; vllm/compilation/passes/vlim_inductor_pass.py #lF&RER AR 8
PrinterInductorPass,

3. N\BES5TERFEE: viim/entrypoints/chat_utils.py MR get_history_tool_calls_cnt;
vlim/profiler/utils.py #IF& trim_string_front; vlim/utils/multi_stream_utils.py B2 T H



&2 AuxStreamType; vlim/model_executor/models/utils.py MR isin_list;
layers/utils.py P& is_layer_moe_router_gate,

4. FHEMBIE: viim/config/utils.py B9 handle_deprecated B R#EFIIAMIE L E, hmellor $5
HEeXtkK deprecation AR, YEEEEL commit 1% E; RERHE hmellor 2Z1GEE A
FR minimax_m3/common/mm_preprocess.py £5 llava_onevision2 EE K
_get_data_parser,

5. MREEE: ARTHENR XM, WS KEE. schema KB RY; ERMERBELA
Cl (&R E)AE HIFNMR) ULRREIAT2 0 ES| ABEIE,

R

« vllm/model_executor/layers/activation.py (3R BOEE; 25| source; ER
data-contract; &5 ScaledActivation, init, forward, weight_loader) : &
ScaledActivation & Tensor FTHEXEAN (48 1T) , BAREANELAMIR, F X
AWQ E A £ 5| AR, LR AEXFTESHBRARERZHHIXHFZ—,

« vllm/model_executor/layers/conv.py (#3k HE; 2£5H| source; ER data-contract;
5 CausalConv2dLayer, init, forward) : f#lF& CausalConv2dLayer X 52 7THEX
A% padding £, RBELRREEZE, FEEBR F X padding 2%,

« vllm/model_executor/models/skyworkriv.py (3R MBS EA; K5 source; EH
data-contract; 45 SkyworkR1VDummylnputsBuilder, get_dummy_text,
get_dummy_mm_data) : #ERE InternVL EETLEE W
SkyworkR1VDummylnputsBuilder (+1/-31) , SERFERA B #EH
BaselnternVLDummylnputsBuilder, =7 Z#4& dummy B#IAMZERNFE—1L,

« vlim/model_executor/layers/quantization/fp8.py (&3t E1t; 23| source; LR
data-contract; 5 CopyNumelCounter, init, torch_dispatch) : #if&
CopyNumelCounter (TorchDispatchMode F3£) & X import, #tBH FP8 RE KK
numel it E&1Z EARE EHLEHIER,

« vlim/v1/core/kv_cache_utils.py (#3k KV £&75; 25| source; EA core-logic; &5
need_extra_keys, is_kv_cache_page_size_uniform) : #F& need_extra_keys 5
is_kv_cache_page_size_uniform IMIOTEREK (34 47) , B RABEGEEHFLS KV
TE % —Z B EK,

« vllm/compilation/passes/fx_utils.py (#3R 4RiFHAL; KB source; £ core-logic; #&F
5 is_auto_func, find_getitem, get_only _user) : MIfR is_auto_func. find_getitem.
get_only user =4 fx BT E (19 47) , &BAMX auto_functionalize &
find_auto_fn_maybe S{RERIE E.,

« vlim/model_executor/models/idefics3.py (#3k ZHEASER: 5| source; KA
data-contract; 5 _resize_output_size) : Bl _resize_output_size (35 17) EER
THHZBE, SHESKEDH resize FREL—BHLHAERE,

« vlim/model_executor/models/vision.py (¥ M5 4m5%; K5 source; KA
data-contract; 55 get_llm_pos_ids_for_vision) : Mk get_|lIm_pos_ids_for_vision (
37 17) hA RoPE ML EME, MWRENMAEEKBENBKIARAS.



XEEMFE: ScaledActivation, CausalConv2dLayer, SkyworkR1VDummylInputsBuilder,
CopyNumelCounter, need_extra_keys, is_kv_cache_page_size_uniform,
BartParalleILMHead, is_auto_func, find_getitem, get_only_user, _resize_output_size,
cat_with_pad, get_llm_pos_ids_for_vision, PrinterInductorPass, isin_list,
get_history_tool_calls_cnt, trim_string_front, is_layer_moe_router_gate,
_get_data_parser, AuxStreamType

KPR R B
vlim/model_executor/layers/activation.py

MR ScaledActivation £ & Tensor HTHEAEAN (48 1T7) , BARREAWE SRR, H XK
AWQ E1bA £ 5| AR, LEAEFTFEMRRE RSB X422 —,

# vllm/model_executor/layers/activation.py

# PR #50285 #F T ScaledActivation £ X% HEEW Tensor FITEN:
# UEZAT AWQ SEMAE, EHEEMRIA per-partition B scales,
# FRF viim.distributed 8 divide 5 rank/world_size #3014

# 2OEBELMEMAMERII AT, EURRFERETX®ES NKH,

# TARREGECERBCEM K, EMARFZE R,

_ACTIVATION_REGISTRY = LazyDict(
{

"gelu": lambda: GELU(),
"gelu_fast": lambda: FastGELU(),
"gelu_new": lambda: NewGELU(),
"gelu_pytorch_tanh": lambda: _get_gelu_pytorch_tanh(),
"relu": lambda: nn.ReLU(),
"relu2": lambda: ReLUSquaredActivation(),
"silu": lambda: nn.SiLU(),
"swish": lambda: nn.SiLU(),
"quick_gelu": lambda: QuickGELU(),
"tanh": lambda: nn.Tanh(),
"sigmoid": lambda: nn.Sigmoid(),
"xielu": lambda: XIELU(),

)

vliim/model_executor/models/skyworkr1v.py

MRS InternVL &4 E £ SkyworkR1VDummylnputsBuilder (+1/-31) , IMKAE
£ A BaselnternVLDummylnputsBuilder, =~ 7 £ dummy 8 AEZNZE—1L,

# vlim/model_executor/models/skyworkriv.py

# BAEXBEXT —/NEEE SkyworkR1VDummylnputsBuilder,
# get_dummy_text 3R[E "<image>" * num_images, get dummy_mm_data NZEFE
# self._get_dummy_images(...) #3& G E; XI5 InternVL B9

# BaselnternVLDummylnputsBuilder 22—3%, BTWAE %,

# PR #50285 Mikpizt s, SEMEEEREREE A InternVL AL,

@MULTIMODAL_REGISTRY.register_processor(



BaselnternVLMultiModalProcessor,
info=SkyworkR1VProcessinglnfo,
dummy_inputs=BaselnternVLDummylInputsBuilder,

)

class SkyworkR1VChatModel(nn.Module, SupportsMultiModal, SupportsPP):
""Skywork R1V BIRMER, AIBHAES InternVL EAR—F
RFREE HMAMERE, "

vlim/v1/core/kv_cache_utils.py

HIER need_extra_keys 5 is_kv_cache_page_size_uniform MM T ERE (34 1T7) , 5
REIBREGSAES KV TLES—Z BRI,

# vllm/v1/core/kv_cache_utils.py

# PR #50285 Mif2 T AN ELRAA N TRREC

# - need_extra_keys(request): HlERZTHEEZMAI MM / LoRA /

# cache_salt "6, AR A BB RBXEMNHIBT;

# - is_kv_cache_page_size_uniform(spec): & B T A/IN—F 1 H| BT,
# S—FEEURSKEI TEH unify_kv_cache_spec_page_size,

# THREBRERZ N EANE—EZOAD,

def unify_kv_cache_spec_page_size(
kv_cache_spec: dict[str, KVCacheSpec],
) -> dict[str, KVCacheSpec]:
page_sizes = {layer.page_size_bytes for layer in kv_cache_spec.values()}
if len(page_sizes) <= 1:
# FTAEBRTEAN 3K LEEFLH—, BEHERER spec

return kv_cache_spec

max_page_size = max(page_sizes)
new_kv_cache_spec = {}
for layer_name, layer_spec in kv_cache_spec.items():
if layer_spec.page_size_bytes == max_page_size:
new_kv_cache_spec[layer_name] = layer_spec
# ERoX: RET KB/NTUEHK block size;
# Mamba RS E strided LB JE 3w E 238 TR R ERAZ

EanIEE LR
hmellor (vlim/config/utils.py) : This one is useful to keep around for future

deprecations——3#2&, T Xt handle_deprecated B9EM|; 1EEEE OK get it back now ¥
T commit fc5d7a8 #HikE,

hmellor (llava_onevision2.py) : This method also exists in
vlim/models/minimax_m3/common/mm_preprocess.py, should it be deleted from
there too?——E&EEE Done, FEFMRT ELE LI,

hmellor: I wonder if it's worth adding something to our agents files to protect
deprecation utilities during dead code audits?——3#& 1 A agent #N{FRIP deprecation
TR, ARRKEH,



&5 hmellor #ERANTE maybe one other method that can be deleted, F®EFF., *ELEW®
 RREEENRX S R 5§ RERZRTIWNIR) , EEEEKRE,

« handle_deprecated R # U/EFRARFDMA (design): VEEESZEN, & commit fc5d7a8
Bk & handle_deprecated, MKk EFKRIZES,

« B8 get data_parser 2EE R P EI (question): EEEE Done, minimax_m3 &
_get_data_parser HiEFE &,

« A agent $LN{R3I" deprecation T B (other): FFIKIRIX, ARFKZH,

RSB
o RS

1. ANEFFEMERNEE: ScaledActivation. CausalConv2dLayer fiLF
vllm/model_executor/layers ‘& A&, &IE vLLM ZEAATF API, (/PSRRI FEF
EHBHATTRE R import; MIFREIXEINERII B SILEN ImportError, ©ENBRIETL
WA, BLAE IR,

2. MEANXBETRE: fp8.py B9 CopyNumelCounter ARETF FP8 checkpoint AR E k&
12, kv_cache_utils.py B9 need_extra_keys BRETF MM / LoRA / cache_salt BRIRERF
EARRAZ, FHEXEZEREFERBGETNASTRAL, MARTHEMNR, EITRE
KM AE Cl B,

3. %RiF¥ pass TERTEE: fx_utils.py MR get_only_user. is_auto_func &FXXK
Inductor pass FEEZE, ReeM git AEKRE, RREEEAEETENRELHN, - P X
RARF TTheERE (LRI, TATAZMN) ; HRBAIREINERT BEEFREER T,
A E® import BB, activation.py AEKH vlim.distributed, conv.py #HR—
BB EX padding 33, RMERERERSAFHE. BRAEE, 22 MNXHNESERES
RIS ERREE, HRRERT [AEFIUFRF deprecation TR] MIEFZLE, - X
foprit: AEFSMER , OMNREE |, ZRREE

KRR EE

« PR #49389 [Misc] Remove deprecated calculate_kv_scales runtime KV scale
calculation: R AREMFRNBKRERNL PR, BREEMEZEMN (KV scale) 5 KV &5
B, REGEFELARTRIADEEEY,



