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« csrc/libtorch_stable/fused_kimi_k3_mla_key concat_kv_cache_kernel.cu (#3 CUDA
N#Z; 225 source; £ core-logic; 5 copyChunk8) : WL E: iin BF16 RiFsF
T, Byib#E pre-Ampere LRiFHIR

« docker/Dockerfile (#E3R FBHIA; K7 infra; KR infrastructure) : 1£2K NCCL fRA
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csrc/libtorch_stable/fused_kimi_k3 _mla_key _concat_kv_cache_kernel.cu
BoLZE B R BF16 %Rt E, FFIEE pre-Ampere t4miFiiz

/] XA : csrc/libtorch_stable/fused_kimi_k3_mla_key _concat_kv_cache_kernel.cu
// copyChunk8: ¥ FP8 2 APPLY_ROPE KR H£E R HFILE,
/] 1&2& : A BFloat16 NZwiRrtSF R, #RAE SM<80 LE%wiF _typeConvert 4F1b,
__device__ _ forceinline__ void copyChunk8(
void* dst, const scalar_t* src, const float* cos_sin,
int rope_elem_base = 0) {
uint4 const v = *reinterpret_cast<const uint4*>(src);
if constexpr (FP8 || APPLY_ROPE) {
#if (Idefined(_ CUDA_ARCH_ ) Il _ CUDA_ARCH__ < 800) && !defined(USE_ROCM)
// CUDA host = pre-Ampere %% Lt _typeConvert<BFloat16> R~ H,
// Kimi K3 £/ bf16 A, EWEREMZPERERE, BEREFER.
if constexpr (std::is_same_v<scalar_t, c10::BFloat16>) {
return;
} else {
#tendif
using Converter = vlim::_typeConvert<scalar_t>;
auto const* p = reinterpret_cast<typename Converter::packed_hip_type const*>(&v);
float f[kVecElems];
#pragma unroll
for (inti=0;1i<4; i++) {
float2 x = Converter::convert(pl[i]);
fl2 *i] = x.x;
fl2*i+1] = x.y;
}
/] ... (F4& rope RifAfn fp8 #fe )
#if (Idefined(__ CUDA_ARCH_ ) Il _ CUDA_ARCH__ < 800) && !defined(USE_ROCM)
}
#endif
}
}

docker/Dockerfile
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DeepEP BEIRIFIER NCCL,

# XM : docker/Dockerfile
#1528 NCCL JRABE &M, 18 CUDA 12 thgesa&l{E A NCCL 2.30.7

# 7& DeepEP MZME :

# & . if [ "SCUDA_MAJOR" -ge 13 ] && [ -n "$NCCL_VERSION" ]; then
# ¥ . B CUDA BRAHIRT, RE NCCL_VERSION % EmMBUT

RUN --mount=type=cache,target=/opt/uv/cache \



mkdir -p /tmp/ep_kernels_workspace/dist && \
CUDA_MAJOR=%$(echo $CUDA_VERSION | cut -d. -f1) && \
if [-n "$NCCL_VERSION" ]; then \
echo "nvidia-nccl-cu${CUDA_MAJOR}==${NCCL_VERSION}" \
> /tmp/nccl-override.txt && \
export UV_OVERRIDE=/tmp/nccl-override.txt; \
fi && \

# AT SR M R ME RE K
RUN CUDA_MAJOR=$(echo $CUDA_VERSION | cut -d. -f1) && \
if [-n "$NCCL_VERSION" ]; then \
echo "nvidia-nccl-cu${CUDA_MAJOR}==${NCCL_VERSION}" \
> /etc/uv-overrides.txt; \
else \
> /etc/uv-overrides.txt; \
fi
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