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# SPDX-License-Identifier: Apache-2.0
# SPDX-FileCopyrightText: Copyright contributors to the vLLM project
""MXFP8 MoE backend selection for the AITER FlyDSL kernel (gfx950).

GPU-free: mocks the platform (gfx950) and the ~“flydsl™ " package check, then
exercises the oracle so the FlyDSL backend is auto-picked when usable (including
under expert parallelism, since apply() forwards the expert_map as aiter's
expert_mask) and skipped (native fallback) when the device/package is missing.

import dataclasses
from unittest.mock import patch

import pytest
from vlim.platforms import current_platform

if not current_platform.is_rocm():
pytest.skip("This test can only run on ROCm.", allow_module_level=True)

# ... (imports)

#RBEBTE: 5 gfx942 HEERGZIEM Mxfp8NativeTritonExperts BXA

Mxfp8EmulationTritonExperts

from vlim.model_executor.layers.fused_moe.experts.mxfp8_emulation_moe import (
Mxfp8EmulationTritonExperts,

# ... (helper functions)

def test_gfxd50_picks_aiter():
"""Auto-select on real ROCm hardware with flydsl usable -> FlyDSL wins.
# NOTE: Fp8MoeBackend.AITER_MXFP8 does not require VLLM_ROCM_USE_AITER=1
# 3 patch: & gfx950 B9 MX X #F, EMHERE gfx942 (MI300) bggsdsd
with (
patch(f'{_ AITER_MOD}.current_platform.supports_mx", return_value=True),
_flydsl_installed(True),

backend, experts_cls = select_mxfp8_moe_backend(_config())
assert backend is Fp8MoeBackend.AITER_MXFP8
assert experts_cls is AiterMxfp8Experts

def test_gfx942_picks_emulation():



""flyds| unusable (e.g. gfx942, no FlyDSL support) -> native Triton

dot_scaled backend wins instead."""

# BEEEREPL supports_mx = False, mIE&R#E: _flydsl_installed

with patch(f"{_ AITER_MOD}.current_platform.supports_mx", return_value=False):
backend, experts_cls = select_mxfp8_moe_backend(_config())

# WA /E 3K EMULATION, B4 gfx942 R ZFFRE Triton MXFP8

assert backend is Fp8MoeBackend.EMULATION

assert experts_cls is Mxfp8EmulationTritonExperts
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