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W BRI EHEI Triton BIFER JIT EHFRE N/, FHEE _trace_dispatch B9 AST
BIZEFEIT warmup ZiE], EEXITZ4RIT: —& CompileKey FERAEERN (R

AN ZRIEN constexpr/ 385t A! /strides) , —& warmup_inputs A5 3547
launch FZIREHR—3K (dtype. stride. do_not_specialize) , =& kernel_launcher 7= Bf

R launch S QB AR, XEEXIEM T ZMERBITRRIFN Triton AT LEA
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TN EES BAL

BPF issue #49349 (Zero JIT compilation during runtime) , BArEiLEREZ A
—jit-monitor-mode error BtLAETL4E3n4T, MM CI P o] AL KA IR BR Y 3E AT B 4R i%
N#Z. PR body BAFAAR PR & DSv4 % JIT L ARF|H—ER%: 18 fused Q/K 13—1b. MTP
MNA—1b, SEE%E / REAM. partial-state, R5| BFHEB attention WA, HEX
kernel-owned x5 AST BIZH) warmup Z208], A4 ERIERITH Triton ZRi%,

TR

WOERRE — AZEH — EREIM — MR MEH B, O 2REN Triton REZE
RRIA B RERRIFEE VIimTritonJitkernel F3,

1. ¥ B warmup E&i&#E. vlim/model_executor/warmup/jit_warmup.py 89
_trace_dispatch #73¥¢ predicate-only BIANJE: L when B3| T BEALE dispatch %
A AR CompileKey FEHHELZME (W0 max_tokens) , Z&MRRS5RF5i5i7T
e, REHIEN compile_key(), # % CompileKey URE|Z RF K,
jit_warmup_triton_helper.py ¥ & LaunchSpec A (grid, launch_kwargs)  (grid,
launch_kwargs, outputs) =TT &R, grid=None £ RZE#HIXBKT launch B33 [E1 5 R
BEH ; kernel_launcher B ERE  call_ BRE outputs, launch() [l %3#F
_warming_compile_key T launch_pdl #£Ef B E X kernel ¥%&3F, A FP8/MXFP4 X3
PR AZ 5 B

2. BENIEB A%, BNAEEEERABRERN: @dataclass(frozen=True) CompileKey 7 BA
BR Triton iFHAESE ; dispatch(**runtime_fields) EB/TRSHINA K CompileKey (
& do_not_specialize 5 constexpr #%) ; get_warmup_keys F _trace_dispatch X



AST BERR I warmup 28], BEIKIE hf_config. cache_config. FERENAERK;
warmup_inputs A TritonWarmupTensor #i& 53a/TRAEM YK ER IR /strides;
_call__ L @kernel_launcher EBARIRE grid 5§ launch kwargs, # & X448+
sparse_mla.py (BuildC128ATopkMetadataKernel) . common/ops/cache_utils.py (R
1. 2/ topk. Flashinfer JBEAMIEKIIEFZNNH) . fused_indexer_g.py.
fused_mtp_input_rmsnorm.py (&#3% MTPSharedHeadRMSNormKernel) .
fused_inv_rope_fp8_quant.py. fused_compress_qguant_cache.py.
common/ops/fused_gk_rmsnorm.py. save_partial_states.py, fused_gk_rmsnorm &I
MM IKERAER packed HFC, EHE token FHMRERIKEST stride X THHFA
cuBLAS,

3. MAESEM warmup, vlim/models/deepseek_vé/attention.py BEEANE __init_ &E
smFE B has_cutedsl() F&4EM _FUSED_Q_KV_RMSNORM_KERNEL. R3¥% RoPE Efk.
C128A u#dE. topk B3| 5REMAE; compressor.py JEM
_SAVE_PARTIAL_STATES_KERNEL 5§ FUSED_KV_COMPRESS_NORM_ROPE_INSERT
_INDEXER_TRITON_KERNEL; AMD/NVIDIA/XPU 8§ mtp.py %—2kH
_FUSED_MTP_INPUT_RMSNORM_KERNEL F#5EfMt#8% RMSNorm W%, SEM45Z
vllm_config.kernel_config.enable_jit warmup 1148, F&%4 % (CUDA/ROCm/XPU,
FNUZ. cutedsl) 7EFMAERNX 2

4. MR-G5 WIEELE, tests/model_executor/test_jit_ warmup.py 73
test_forwarded_compile_key fields_exclude_predicate_only_inputs, Z&iE when 181
LTHMALRSTA CompileKey; tests/kernels/core/test_fused_qg_kv_rmsnorm.py 2XH A
Fr 8% fused_g_kv_rmsnorm . WRIFEEHFH LucasWilkinson B9&N, MRT £ H
warmup BITMHER, KA --jit-monitor-mode error FEAER RIS B £,

RS
« vlim/models/deepseek_v4/sparse_mla.py (1R #EE MLA; 5| source; £

core-logic; &5 _build_c128a_topk_metadata_kernel,
BuildC128ATopkMetadataKernel, CompileKey, dispatch) : # &t MLA B9 C128A jo#dE
MR NRMIE @triton.jit 3T A BuildC128ATopkMetadataKernel, ZARIT# AR ERE
R BERER CompileKey. get_warmup_keys. warmup_inputs. _ call__ A&, B
& C128A X5+ 5 block_size #F81F#,

« vlilm/models/deepseek_v4/common/ops/cache_utils.py (#£3R ZHFRAZ; £H| infra; £
A infrastructure; &5 _dequantize_and_gather_k_kernel,
DequantizeAndGatherKCacheKernel, CompileKey,
dequantize_and_gather_k_cache_triton) : BRaiE& A (+903/-454) , &E
DequantizeAndGatherKCacheKernel, ComputeGlobalTopkIndicesAndLensKernel,
BuildFlashinferMixedSparselndicesKernel &% AMNRNAERER; review # RKEITEEFE

W, WX raw block size # 5. has_gather_lens EExf. C4A/C128A hARERBES,

« vllm/models/deepseek_v4/common/ops/fused_mtp_input_rmsnorm.py ({3 MTP )3—
1t; 25| infra; ER infrastructure; &5 _fused_mtp_input_rmsnorm_kernel,
FusedMTPInputRMSNormKernel, CompileKey, dispatch) : MTP # A\ RMSNorm i¥# 3
¥ MTPSharedHeadRMSNormKernel; LucasWilkinson XKIB B EIAR R (
TritonWarmupTensor _E# assert/empty_like) 5AXE dtype 7 ITECERTE XX AHARR, 2



kernel_launcher S RAARNEEZHE,

« vlilm/models/common/ops/fused_gk_rmsnorm.py (#3k QKV V3—4t; 25| infra; E#H
infrastructure; &5 FusedQKVRMSNormKernel, CompileKey, kernel,
_fused_g_kv_rmsnorm_kernel) : # DeepSeek-V4 5 Kimi-K3 £EZ8AH Q/KV
RMSNorm WAZ3E#, REEHMEE T ¥ token BHEH stride (RERKE stride FETIHEF A
cuBLAS ByiRE, 33| block_size = 2048 B num_warps=8 Bk 1L.

+ vlim/models/deepseek_v4/attention.py (3R FREAE; EA| source; FEA core-logic;
&5 register_warmup) : warmup JEMECR A #%FE& (CUDA/ROCm/XPU) . 2EX
% cutedsl. backend Z# (FLASHMLA_SPARSE_DSV4/FLASHINFER_MLA_SPARSE_D
SV4) 5 compress_ratio ZHEMEIEBLENAZ, BESHEE 2 HREANXE XM,

« vllm/model_executor/warmup/jit_warmup_triton_helper.py ({&3k BER2HEZSE; 25|
source; M data-contract; &5 LaunchSpec, VlimTritonJitKernel, launch,
kernel_launcher) : warmup EaEIREEXEY B LaunchSpec #E A TH T outputs
B =04AH X 3F grid=None, kernel_launcher :REIE B, launch X#FH B ZE X kernel
5 launch_pdl #f&; MTP WHZH B 5h R 5uiE AR R AA K.

. tests/model_executor/test_jit_warmup.py (3R BERMR; 5| test; KR
test-coverage; {45 test forwarded_compile_key fields_exclude_predicate_only_input
s, ForwardingKernel, CompileKey, dispatch) : #3& predicate-only i A3 J= 89 5 75K,
, BIE _when BEERAFBEARASEIIHAN CompileKey, BAORERNIZ LS — o9 BN
WARE,

KBS BuildC128ATopkMetadataKernel.dispatch,

BuildC128ATopkMetadataKernel.get_warmup_keys,

BuildC128ATopkMetadataKernel.warmup_inputs, BuildC128ATopkMetadataKernel.call,

DequantizeAndGatherKCacheKernel.dispatch,

DequantizeAndGatherKCacheKernel.get_warmup_keys,

FusedIndexerQRopeQuantTritonKernel.dispatch,

FusedIndexerQRopeQuantTritonKernel.get_warmup_keys,

FusedMTPInputRMSNormKernel.dispatch, FusedMTPInputRMSNormKernel.get_warmup_

keys, FusedMTPInputRMSNormKernel.call, MTPSharedHeadRMSNormKernel.dispatch,

FusedInvRopeFP8QuantKernel.dispatch, FusedlnvRopeFP8QuantKernel.get_ warmup_key

s, FusedKVCompressNormRopelnsertlndexerTritonKernel.dispatch,

FusedKVCompressNormRopelnsertlndexerTritonKernel.get_ warmup_keys,

FusedQKVRMSNormKernel.dispatch, FusedQKVRMSNormKernel.get_warmup_keys,

FusedQKVRMSNormKernel.call, SavePartialStatesKernel.get_warmup_keys,

VIimTritonditKernel.compile, VlIiImTritonJitKernel.launch, kernel_launcher

RPERRD B

vlim/model_executor/warmup/jit_warmup_triton_helper.py

warmup ERRHERARY B LaunchSpec #H AN TH#® outputs =TT HH Z
grid=None, kernel_launcher JREIEBR#IE, launch Z#FEEX kernel 5§ launch_pdl #f%
; MTP A8 B 5h 83 518 BARBUL A AR,



# vlim/model_executor/warmup/jit_warmup_triton_helper.py BX<BZAH K

# LaunchSpec AT LLE (grid, launch_kwargs) 2 (grid, launch_kwargs, outputs):
#- BAORMBNAZRE=TH, BIFRAE outputs EELRAR;
# - grid=None ZRZ#XBEA launch (40 num_tokens == 0) , {E{53RE outputs,
LaunchSpec = (

tupleftuplelint, ...] | None, dict[str, Any]]

| tupleftuple[int, ...] | None, dict[str, Any], Any]

def kernel_launcher(call_fn: Callable]..., LaunchSpec]) -> Callable]..., Any]:
" call B RANREMEFREKEIER Triton launch, "

signature = inspect.signature(call_fn)

@wraps(call_fn)
def wrapper(self: VlimTritonJitKernel[Any], *args: Any, **kwargs: Any) -> Any:
spec = call_fn(self, *args, **kwargs)
if len(spec) ==
grid, launch_kwargs, outputs = spec
else:
grid, launch_kwargs = spec
outputs = None
# BT EHNS K (BBRIAME) 1EA inputs £%4 launch,
# launch RERSIL kernel By arg_names R *_ptr 5 &R mest,
bound = signature.bind(self, *args, **kwargs)
bound.apply_defaults()
inputs = {
name: value for name, value in bound.arguments.items() if name != "self"
}
self.launch(grid, inputs, **launch_kwargs)
return outputs

return wrapper

class VlimTritonJitKernel(VIimJitKernel[CompileKeyT], Generic[CompileKeyT]):
def compile(self, compile_key: CompileKeyT) -> None:
# warmup BB compile_key 123 2| _warming_compile_key,
# fit launch() &£ warmup 9% B1E key T8 launch_pdl EFE&F AN,
inputs = self.warmup_inputs(compile_key)
self._warming = True
self._warming_compile_key = compile_key
try:
cast(Callablel..., None], self)(**inputs)
finally:
self._warming = False
self._warming_compile_key = None



def launch(self, grid, inputs, /, *, kernel=None, **kwargs):
kernel = kernel if kernel is not None else self.kernel
runtime_launcher = kwargs.pop("_runtime_launcher", None)
runtime_launcher_arg_count = kwargs.pop("_runtime_launcher_arg_count", 0)
# 18 inputs P 5 RS LEH L FBRETE| kernel 534 ;
# 0 x By Tensor R FEMIT A x_ptro
for name, value in inputs.items():
target = name if name in self._kernel_arg_names else f"{name}_ptr"
if target in self._kernel_arg_names and target not in kwargs:
kwargs[target] = value
if self._warming:
# warmup #i: £/ Triton 89 warmup() (compile-only, ~EIE launch) ,
# I CompileKey F 8] launch_pd| FEEE, R IFE K,
if (
self._warming_compile_key is not None
and "launch_pdl" in kwargs
and hasattr(self._warming_compile_key, "launch_pdl")

kwargs["launch_pdl"] = self._warming_compile_key.launch_pdl
warmup = getattr(kernel, "warmup", None)
assert warmup is not None
return warmup(grid=(1,), **kwargs)
if grid is None:
return None
if runtime_launcher is not None:
regular_args = [
kwargs.pop(name)
for name in self._kernel_arg_names|[:runtime_launcher_arg_count]

]

return runtime_launcher(kernel, grid, *regular_args, **kwargs)
return kernel[grid] (**kwargs)
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- BEIAA (LucasWilkinson) : FusedMTPInputRMSNormKernel.__call__ Ny assert.
is_contiguous. torch.empty_like & E$EB/THE TritonWarmupTensor £, &
AttributeError: 'TritonWarmupTensor' object has no attribute 'ndim', RZ DSv4
MTP /B warmup RhashaE SR, YE&EIT kernel launcher XIFMHHBRE. K= 5%
BLA% B trace BYRRIZARIR,

« dtype RAIUELEEK warmup 3K Lucas 8 MTP. QKVRMSNorm. fused_indexer_g 8y
warmup 3 fp32 RRE, fizfTh RMSNorm RRES weights_proj #itH &R 2 £ R
dtype bf16; Triton R BT TEER, B warm TAEREX, BRIERBR T,
Y& ZE—PX A model_config.dtype,



cache_utils &5 (Lucas) : max_blocks_per_seqg. block_table_stride N MR &

raw block size (256) #%, MIEELE/FHI 64/2; has_gather_lens ECXTAE/R ;

C4A/C128A MIBHZS topk SEERAES warmup 8, DeepSeek-V4-Pro (

index_topk=1024) ZT2ZWEE, 1EELFBEEHT B AM hf_config #F,

. save_partial_states REZFEHER: E T2/ head_dim=512 # S8, RKETEN

cr=4 B8 indexer E4E8 (head_dim=128) ., EE KA register_warmup() &4 52

B8 28 head_dim 5 compress_ratio.

MR KB (Lucas) : REWESEHA warmup 00K, NEENEERNERRE

—jit-monitor-mode error fEAEYAET; EFEHRRBKRT T HETMR,

. profile ¥ (zyongye) : ZEiX Triton ABRBRBEABRLETMARLE—Y kernel, TN
profiling trace P IER 2N Z. ZENEESH M RELIFMANE, BTHRIEN,
« MTP RMSNorm 7 warmup 28250 885% (correctness): fEEBiX A4 kernel_launcher

FTHEHERN outputs MIHIERT, LIS E5LBEBHE trace B __call__ B2, FAEF

#&k (grid=None) REHH,

warmup X E dtype 53infTBAR—3K (correctness): fEEZE—% warmup HAKA

model_config.dtype GniTEIHER dtype) , #RiE warmup 5E5Z launch BFEEHE R —

%o

cache_utils 8 block_table 58 Z5 has_gather_lens EEXtE1% (correctness): fE&E KA

M raw KV-cache block size 256 #S &5, EHEERZES SWA BERLAER

has_gather_lens=False/True,

C4A/C128A ThAS topk TEH) warmup BZE& O (performance): 7EE K AM

hf_config.index_topk #S C4A #, HEE prefill/decode 551 C128 5E (
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- save_partial_states K& % indexer E4E2E | (correctness): 1E&1LE/NE4E 28 5241
TE register_warmup() B B 28 head_dim 5 compress_ratio, 1R FRA S2 15| ER 4%
B,

« warmup BIGMHRBEE (testing): EERIR T T AETMIR (commit 'remove unit
test') , BLLIIER % --jit-monitor-mode error,

« Triton NAZFE profiling trace $4&—E R~ A kernel (style): iZBK#H1EAN nit :2H, &
BRFRA#—FBKR, BTTRAEN,

« gfx942 FNUZ Zfksk warm (performance): review Bt32 47X use_fnuz=(False,
current_platform.is_fp8_fnuz()), fFERAHEE, SHFENITREEE,
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2. warmup BB EAL2SBMAAERIFR JIT: cache_utils.py B use_fnuz TR (
gfx942 SWA B&42) & review BHAERME warm, C128A ZIARE B B8 EBHKK



active_topk_width BIZESZEME; attention.py MG S
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block_size = 2048 Bt 8 warps) , ¥{ELIREF fp32 &K E, EBEXRHME 3 NEEHE
, BRAFTHET,

5.MREk 0 £H warmup BMERERMRE, EYVIEZRB —-jit-monitor-mode error,
ZAERMAREAR PR AR A DSv4 A3 Cl BHlleE, BERREEE, - P &
DeepSeek-V4 £%& (& V4.1, 5 Kimi-K3 £ZHAHE ops) WAFTE, R
enable_jit_ warmup EERIERARE B Triton HmiFE, CUDA graph IR Fossa
ERRE; X vLLM AEF LB E, & PR BT Triton RS BAREFER (
CompileKey/dispatch/warmup_inputs/_trace_dispatch) , &% Gemmas.
GLM-5.2/5.3, gpt-oss 8% JIT LT EHEE AR —HEX, ¥REES: 19 M. B
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« PR #49627 X PR (FrBLRIEMFEIFLAH) : PR body FRHIENR PR #49627, B issue
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