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PAITHRE

« —A3E: DSv4 MLA THIEBRAZEZ EHE JIT warmup R4

- ESE: BEEEIL. ZOE=S: ViimTritonJitKernel + kernel_launcher B9 3B
Bahl &t GBATR launch A BME—F S RIR, #% launch 5 warmup S0EH) ;
triton_scalar_specialization_rep Xt Triton $rE451t.3 (exact-one / divisible-by-16 /
generic) BYXLIE: zip_inputs + _trace_dispatch X ZRiFHE%2 R0 5 BAAKES, TRE XIE AR
FMRBRIFOHEM: =& [TRTARATIA] A RIFRONE LD/THELFE, FH
PAEIT5 H A Triton WA, ZINSEIE jit_ warmup_triton_helper.py 574 PR 8 review it
Fo

TN EES BAL

BARKE Issue #49349 [Zero JIT compilation during runtime] : EBRAZRZFLIFEIS I 2
Sh#A warmup, FEREREEE --jit-monitor-mode error T TAEFEEITH JIT, A& PR & DSv4
A de-JIT LBy 1/N 32—, it # lgeneric MLA metadata and indexing kernels] o
B2, (vlim/model_executor/warmup/sparse_mla_triton_warmup.py) 7 worker E#%
attention backend Z#IENEF LIAAEANZ warmup, REMERE BENSRRIE, AN
B ERERBE DHNRIFRETE, PR body RS HITFEE & T/ sparse-MLA T IES
RE|#AZ. T4 prefill chunk TTEIEE top-k/SWA A& KN, A kernel-owned traced
dispatch spaces BRRIMERMR R MRS RFEIR. FOFMBOE /G 3REF A9 warmup provider,

LIV AR
LB 5 SR

1. VERHEZWMAEE, viim/model_executor/warmup/jit_warmup_triton_helper.py #3¥
ViimTritonJitKernel £ (£ +90 47) : #% 7% warmup_inputs(compile_key) 3R E#&E
EIZHmFERAMA; compile() E _warming #rEGEEL call, launch() KBRS
3| kernel.warmup(grid=(1,)) ML 4w iFEARD 4 R, BEEFIE kernel_launcher Mg 5
LaunchSpec £®, it call__REB grid § launch kwargs; TritonWarmupTensor 3¢
in strides FERUEMIER E / #EBKEHRF. vlm/model_executor/warmup/jit_warmup.
py B registry.warmup() 2K B inspect.signature M get_ warmup_keys 2 & EESEK.
EEAN vlim_config, Mifix3F config-free WAX; kernel_warmup.py # 3t EMIFR X4
B import,



2. I AN MLA SR BRERAZ, sparse_utils.py (+370/-173)
ConvertReglndexToGloballndexKernel B max_num_blocks_per_req ® tl.constexpr [&
A do_not_specialize izfTht 54Kk, #%RIZ block-table 5 E LIREHIF;
get_warmup_keys A zip_inputs & 5 NEAR (prefill workspace. count_valid. DCP
size/rank/interleave. compact_to_front) ; warmup_inputs A token_indices/out B3\
B (16, 1) B KURRLTEERD; valid_counts KB & single-tile A torch.empty.
multi-tile A torch.zeros 8% %, compressor_utils.py (+125/-40) :
CompressedSlotMappingKernel B block_table_stride 3# do_not_specialize,
block_size A triton_scalar_specialization_rep fA&(8, EZELF| X E3F
hf_config.index_kpool, TARTF 1 ELELLITREZE key 7| &BIE TR, indexer.py (
+163/-101) : PrepareUniformDecodeKernel 3418 X, num_decode_tokens 3&54 grid

(&8 #% buffer BE over-launch BI#SFI%X) , BuildPrefillChunkMetadataKernel 4Ri%
BAURYEEEEE (block size. E4Etb. F85A5F) . query_slice § DCP ¥4t
R &ZAE, sparse_swa.py (+304/-155) : ComputePrefillMetadataKernel 5
ComputeSWAIndicesAndLensKernel :¥#, window_size/block_size #RiFEEM
vlim_config BUE, AR Sk 4E 53 num_tokens=/token_offset=, FF3g
_COMPUTE_DSPARK_NONCAUSAL_SWA_INDICES_KERNEL &%,

3. EM AT B R M 3E AL R FRIMER R HE. BIFR viim/model_executor/warmup/sparse_ml
a_triton_warmup.py (-111 4T) . vlim/models/deepseek_v4/attention.py 89
DeepseekV4Attention.init__ 5 vlim/model_executor/layers/attention/mla_attention.py
89 MLAAttention.__init/bind_kv_cache £ enable_jit_ warmup T 3R¥0E & 3T M 3t R
provider; block_stride_rows K& B 52 KV-cache stride, ##& 2| bind_kv_cache F3E##f,
review 4 EI Y _COMBINE_TOPK_SWA_INDICES_KERNEL B93E#%.

4. runner &£8X, vlim/v1/worker/gpu/model_runner.py 5
vlim/v1/worker/gpu_model_runner.py 3 load_model 5 initialize_kv_cache &3t
jit_warmup_registry.activate() £ TFX, iH#ERMES KV-cache 2 BLHA R = & B9 MR
registry W&,

5. MR85 XASEEE, tests/vl/attention/test_indexer deepseek v4_slot_mapping.py $7
test_compressed_slot_mapping_warmup_includes_index_kpool 5
test_index_conversion_warmup_uses_physical_block_stride;
tests/model_executor/test_jit_warmup.py #ig
test_registry_default_request_supports_config_free_kernel;
test_gpu_model_runner_v2_eplb.py. test fused_shared_expert.py
enable_jit_ warmup B%3&EEE; docs/contributing/jit_kernel_warmup.md B EMRE] (
NERGIZ—T R &P2)

R

« vlim/v1/attention/backends/mla/sparse_swa.py (£ SWA WA%; 25| source; EH
core-logic; 5 compile, warmup_inputs, _compute_swa_indices_and_lens_kernel,
ComputeSWAIndicesAndLensKernel) : #ZuE# XF: ComputePrefillMetadataKernel
5 ComputeSWAIndicesAndLensKernel 3¥ A\ VIimTritonJitKernel 22y, #3¥¢ DSpark 3E
EE % update_draft_decode_metadata M shape[-1] & window_size BT A ZLTE
B, NR&x&ET,



vlim/v1/attention/backends/mla/sparse_utils.py (13 &3|NA%; 25| source; LR
core-logic; &5 _convert_req_index_to_global_index_kernel,
ConvertReglndexToGloballndexKernel, CompileKey, kernel) : I KREsh X4 (
+370/-173) : ConvertReglndexToGloballndexKernel 3%, max_num_blocks_per_req
f&4 do_not_specialize 3247t £%%, get warmup_keys A zip_inputs & 5 A~
DCP/prefill Z&, warmup_inputs & AEBRTH K,
vllm/model_executor/warmup/jit_warmup_triton_helper.py ({&3k It EzE; K5
source; A data-contract; & stride, VlimTritonJitKernel, warmup_inputs,
compile) : BAEBHBAZS: F3E ViimTritonditKernel 3. kernel_launcher %4
2. LaunchSpec & TritonWarmupTensor 340 strides X #F; FELFTA Triton RN
TR RIS AF o

vlim/v1/attention/backends/mla/compressor_utils.py (13k E4EmET; 255 source; 3£
A core-logic; &5 _compressed_slot_mapping_kernel,
CompressedSlotMappingKernel, CompileKey, kernel) :
CompressedSlotMappingKernel IR R &M ZETRHF (+125/-40) : EHEEIHAN
index_kpool, block_table_stride 3# do_not_specialize, block_size FA%LEREXA;
& review F [FURAEMAR A o @AE B R,
vlim/v1/attention/backends/mla/indexer.py (#3k &3] 8&; 2% source; ZEH core-logic
;. f&5 _prepare_uniform_decode_kernel, PrepareUniformDecodeKernel, CompileKey,
kernel) : PrepareUniformDecodeKernel 5 BuildPrefillChunkMetadataKernel 3% ; 1%
£ grid # buffer K& over-launch BJ#RFIEL AL ; malaiwah 38 HEE R prefill 7% B %
FHR O 5 PR S

vlim/model_executor/warmup/sparse_mla_triton_warmup.py (#3k F#gmEE; £33
source; EM deletion; &5 _attention_backend_name, _has_attention_backend,
_compile_sparse_swa_prefill_metadata_kernel,
_compile_prefill_chunk_metadata_kernel) : BN RIPERIARIRHBMIFR (111 4T)
# attention backend ZFFNFHF T RAEZAZ warmup BIZEE, HWARRIFE LB RE it
EMERR, BAURTERBH MRS,

vlim/models/deepseek_v4/attention.py (#3k DSv4 #&#: 5| source; EKR
data-contract) : DeepseekV4Attention. init_ 3Z¥OEEsRBLHEM 7 A warmup
provider; review &3, COMBINE_TOPK_SWA_INDICES_KERNEL & % % %k 5 ik
E,

vlim/model_executor/layers/attention/mla_attention.py (#£# MLA B ; 2£%| source; £
A data-contract) : BAMER MLA &35 (FLASHMLA_SPARSE.
FLASHINFER_MLA_SPARSE. DEEPSEEK V32 INDEXER %) 7 MLAAttention f3i&5
bind_kv_cache &5/t provider; block_stride_rows {RK¥iE S KV-cache stride, A&
RGEHEREM.
vlim/model_executor/warmup/jit_warmup.py (13 PFCEIME; 25| source; £
data-contract) : registry.warmup() X4 signature sniffing ##&F A vlim_config, X #F
config-free W#%; Lucas BE XA —HLY, HALARBEFNLIRIT,
vlim/v1/worker/gpu/model_runner.py (#3k 54788 ; 33| source; EA data-contract;
5 load_model, initialize_kv_cache) : load_model 5§ initialize_kv_cache &3#



jit_warmup_registry.activate() L TFX, it1&K# KV-cache stride 8 provider A E/EE
fifto

« vlim/v1/worker/gpu_model_runner.py (#3k z178%; 25| source; EA data-contract)
: IBRR runner R ®ZE registry.activate(), F¥EFHZE runner BIZ24TA—Ko

« vlilm/model_executor/warmup/kernel_warmup.py ({E3k ¥ EzE; 25| source; EH
data-contract) : BRI EMER sparse_mla_triton_warmup #E3RE) import, 1%3#F
warmup A B T4,

. tests/v1/attention/test_indexer_deepseek _v4_slot_mapping.py (3R RIIMER; K5
test; KA test-coverage; 5 test_compressed_slot_mapping_warmup_includes_inde
x_kpool, test_index_conversion_warmup_uses_physical_block_stride) : ¥
test_compressed_slot_mapping_warmup_includes_index_kpool 5
test_index_conversion_warmup_uses_physical_block_stride, EIEE& % review FREN
LES sz

. tests/model_executor/test_jit warmup.py (3R FAROMR; L5 test; LR
test-coverage; 5 test_registry_default_request_supports_config_free_kernel,
ConfigFreeKernel, CompileKey, init) : #13¢ test_registry_default_request_supports_co
nfig_free_kernel, B&iE signature sniffing X T EC &E NAZ BT M B4R,

. tests/v1/worker/test_gpu_model_runner v2_eplb.py (13t iZfT8MIR; 2£F| test; LA
test-coverage) : 3&EBC enable_jit_warmup 2B, fRiE EP LB BRRAEFTEMALE] TN KA
i,

. tests/model_executor/layers/test_fused_shared_expert.py (#3k Ei&EFMR; FE5|
test; A test-coverage) : /MBIEE enable_jit warmup, REFRESEZEXEMNRS I
TRATE M T

« docs/contributing/jit_kernel_warmup.md (R XX#4; 225 docs; 2R documentation)
C BIUEMORBl R 2 AE: ASREGE—ATRIERAE, BRiRUIEIER APL,

KBS VliimTritonditKernel.compile, VIimTritonJitKernel.launch, kernel_launcher,
ConvertReglndexToGloballndexKernel.dispatch,
ConvertReglndexToGloballndexKernel.get_ warmup_keys,
ConvertReglndexToGloballndexKernel.warmup_inputs,
CompressedSlotMappingKernel.dispatch, CompressedSlotMappingKernel.get_warmup_ke
ys, CompressedSlotMappingKernel.warmup_inputs,
PrepareUniformDecodeKernel.get_warmup_keys,

BuildPrefill ChunkMetadataKernel.get_ warmup_keys,
ComputePrefillMetadataKernel.warmup_inputs, ComputeSWAIndicesAndLensKernel,
register_warmup, JitWarmupRegistry.warmup

KR Fr B]

vlim/v1/attention/backends/mla/sparse_utils.py

BAKE XM (+370/-173) : ConvertReglndexToGloballndexKernel %%,
max_num_blocks_per_req & do_not_specialize :zfTlt 5%k, get_ warmup_keys X
zip_inputs #2Z& 5 4~ DCP/prefill 1K, warmup_inputs B RAEMS TH K,



def get_warmup_keys(
self,
vlim_config: VlimConfig,
block_stride_rows: int,
) -> list[CompileKey]:
# WmEFERTEBETHEERS, RRIBLINES IR REERR TEIR:
# block size. DCP %%k, index_topk. block-table FE£2&%k B viim_config,
block_size = vlim_config.cache_config.block_size
dcp_size = vlim_config.parallel_config.decode_context_parallel_size
dcp_interleave = vlim_config.parallel_config.cp_kv_cache_interleave_size
dep_rank = get_dcp_group().rank_in_group if dcp_size > 1 else 0
num_topk_tokens = vlim_config.model_config.hf_config.index_topk
max_num_blocks = cdiv(
vlim_config.model_config.max_model_len,
block_size * dcp_size,
)
max_num_blocks_per_req = get_block_table_width(max_num_blocks, block_size)
# zip_inputs X 5 NIEX TR ME FRRANEEHKE:
# prefill workspace / count_valid / DCP )85 R &b E ERME 20 X o
return self._trace_dispatch(self.dispatch)(
zip_inputs(
dict(HAS_PREFILL_WORKSPACE=False, COUNT_VALID=False,
COMPACT_TO_FRONT=False, DCP_SIZE=1, DCP_RANK=0, DCP_INTERLEAVE=1)
dict(HAS_PREFILL_WORKSPACE=False, COUNT_VALID=True,
COMPACT_TO_FRONT=False, DCP_SIZE=1, DCP_RANK=0, DCP_INTERLEAVE=1)
dict(HAS_PREFILL_WORKSPACE=True, COUNT_VALID=True,
COMPACT_TO_FRONT=False, DCP_SIZE=1, DCP_RANK=0, DCP_INTERLEAVE=1)
dict(HAS_PREFILL_WORKSPACE=False, COUNT_VALID=True,
COMPACT_TO_FRONT=False, DCP_SIZE=dcp_size,
DCP_RANK=dcp_rank, DCP_INTERLEAVE=dcp_interleave),
dict(HAS_PREFILL_WORKSPACE=False, COUNT_VALID=True,
COMPACT_TO_FRONT=dcp_size > 1, DCP_SIZE=dcp_size,
DCP_RANK=dcp_rank, DCP_INTERLEAVE=dcp_interleave),
),
BLOCK_SIZE=block_size,
BLOCK_STRIDE_ROWS=block_stride_rows,
BLOCK_N=128,
NUM_TOPK_TOKENS=num_topk_tokens,
max_num_blocks_per_reg=max_num_blocks_per_req,

def warmup_inputs(self, compile_key: CompileKey) -> dict[str, Any]:
int32_ptr = TritonWarmupTensor(torch.int32)
token_shape = (1, compile_key.num_topk_tokens)
# token_indices / out BX4AH (16, 1) TK: BITRNKERLTAA,



# ERRRMRIERT, Triton HEHFUBRLSEELBHIA 3K, MABIKRK,
token_strides = (16, 1)
return dict(
reqg_id=int32_ptr,
block_table=TritonWarmupTensor(
torch.int32,
shape=(1, compile_key.block_table_stride),
),
token_indices=TritonWarmupTensor(
torch.int32, shape=token_shape, strides=token_strides,
),
out=TritonWarmupTensor(
torch.int32, shape=token_shape, strides=token_strides,
),
valid_counts=int32_ptr if compile_key.count_valid else None,
prefill_workspace_request_ids=(
int32_ptr if compile_key.has_prefill_workspace else None
),
prefill_workspace_starts=(
int32_ptr if compile_key.has_prefill_workspace else None
),
# max_num_blocks_per_req B do_not_specialize :&fTH 53K,
#EAF RS miFR, XELS 1R,
max_num_blocks_per_req=1,
BLOCK_SIZE=compile_key.block_size,
BLOCK_STRIDE_ROWS=compile_key.block_stride_rows,
)

vlim/model_executor/warmup/jit_warmup_triton_helper.py

BANTBHRAZS: i ViimTritonditKernel £33, kernel_launcher 342,
LaunchSpec &, TritonWarmupTensor 340 strides X ¥F; JG4LFTA Triton RAAZTBEK
Rt X

class VlimTritonJitKernel(VIimJitKernel[CompileKeyT], Generic[CompileKeyT]):
""Triton WABIEE JIT FARYA: A BB REFI warmup BAH, "

kernel: ClassVar[Any]
_warming = False

@abstractmethod

def warmup_inputs(self, compile_key: CompileKeyT) -> dict[str, Any]:
# FEATAEA CompileKey 4 HBEE M Z I TR
# SKER TritonWarmupTensor #RFAE, 2 AL ER KA,
raise NotImplementedError

def compile(self, compile_key: CompileKeyT) -> None:
# WA = wE fake MAE—RESLH _ call__, _warming #r&ik
# launch() BB 3| kernel.warmup(grid=(1,)): REmEZHALRES
# SRWAER, FEFERH grid, ERREEAELEHRSEX batch,



inputs = self.warmup_inputs(compile_key)
self._warming = True
try:

cast(Callable]..., None], self)(**inputs)
finally:

self._warming = False

@cached_property

def _kernel_param_names(self) -> frozenset[str]:
# FAAMBARR _ptr ERINELTF (40 seq_lens) , launch() #Eik
# 5 E gD Triton X5 (seq_lens_ptr) o
return frozenset(self.kernel.arg_names)

def launch(
self,
grid: tuplelint, ...],
inputs: Mapping[str, Any],
/,
**kwargs: Any,
) -> Any:
for name, value in inputs.items():
target = name if name in self._kernel_param_names else f"{name}_ptr"
if target in self._kernel_param_names and target not in kwargs:
kwargs[target] = value
if self._warming:
warmup = getattr(self.kernel, "warmup", None)
assert warmup is not None
return warmup(grid=(1,), **kwargs)
return self.kernel[grid] (**kwargs)

def kernel_launcher(
call_fn: Callablel..., LaunchSpec],

) -> Callable]..., None]:
"IEEBARNE _ call__ (GRE grid + launch kwargs) BEKE—RBsIADO, """
signature = inspect.signature(call_fn)

@wraps(call_fn)
def wrapper(
self: VlimTritonJitKernel[Any],
*args: Any,
**kwargs: Any,
) -> None:
grid, launch_kwargs = call_fn(self, *args, **kwargs)
bound = signature.bind(self, *args, **kwargs)
bound.apply_defaults()
inputs = {
name: value for name, value in bound.arguments.items() if name = "self"



self.launch(grid, inputs, **launch_kwargs)

return wrapper

B
TPHEBELEFE LucasWilkinson £, L&A blocking &, ZAOREMT:

« LucasWilkinson ¥ indexer.py 384 grid R BRES AL “The call site passes the
full decode_seq_lens_buffer (allocated at max_num_batched_tokens), so this grid
launches the buffer capacity, not the batch... Padding programs compute req_id =
idx // max_decode_len past the real batch and read seq_lens/block_table rows out of
bounds.” fEE L E RN num_decode_tokens ZEMEE (‘Runtime count is explicit now
and drives the grid.”) .

. %kéﬁ—%éfﬂfﬂ?& AR TR EARTX] :© CompressedSlotMappingKernel £ &

4B E Triton By exact-one #5102, MInITHRMESSE divisible-by-16 2, T A%
#, FEFEREHE I ConvertReglndexToGloballndexKernel B constexpr
max_num_blocks_per_reqg: ‘It's only a bounds check — suggest demoting it to a
do_not_specialize runtime arg.” F&LIRZIB L,

« COMBINE_TOPK_SWA_INDICES KERNEL & %%: “The deleted
sparse_mla_triton_warmup.py also warmed
_COMBINE_TOPK_SWA_INDICES_KERNEL; nothing registers it after this PR, so it
JITs at first use.” Lucas ZZIXZ— register_dsv4 _sparse_warmups() HBh &R EkF &L+
MER; EEANEEEERFR KNG — helper: “The migrated kernels are not
exclusively DSv4-owned, and different backends require different subsets.”

« update_draft_decode_metadata B9i&8 X T4 : A self.window_size BXfX
decode_swa_indices.shape[-1], Lucas 1ZEE DSpark IEREELEZ 5 E B FEHN
window+spec, fTRTEREFRE stale indices; WARREMBITRIEERARE, BREH
AT,

« malaiwah fE Issue TP P LA H fresh-cache RIELES:

BuildPrefillChunkMetadataKernel {3&3#& worker #wi%—>X, &1L
query_slice_start/stop 5§ DCP £3k#7iC do_not_specialize, HA—XRELZ—ITHUTELR
#HFEWA JITFunction.run cache; 1&EEMSL review branch, RIFAAR PR,

« RITEE: Lucas EiX get_warmup_keys(self, viim_config) Zi—&RALE % signature
sniffing; E#&KRZ“Some kernels need no configuration... adds unused-argument
boilerplate”; Lucas &% IA[E lets ignore this’s H 4N lucas ZWILTL AR AN
jit_warmup_cutedsl_helper.py BH A PR, &AL XMHEEBELIZ XM

« PrepareUniformDecodeKernel #% buffer & over-launch S # A% (correctness): 1
FHXRAERN num_decode_tokens X8FIXzh grid (“Runtime count is explicit now and
drives the grid.”) , head RRANBAEIE,

« CompressedSlotMappingKernel F#AZRR A (Triton 451LIERLEL) (correctness):
XA do_not_specialize=["block_table_stride"], block_size H
triton_scalar_specialization_rep fX&AE; indexer.py RFEB—HEE,



« ConvertReglndexToGloballndexKernel 8 max_num_blocks_per_req 1E constexpr 3K
IR (correctness): &R do_not_specialize i-fTH 5%k, EERIAIt is now a
runtime, non-specialized argument.”,

BuildPrefillChunkMetadataKernel ¥ fresh-cache T443& worker Ri%—>X
(correctness): (BEH % (do_not_specialize + —RESEZ—4THUT + OOT &3
config-name E3R + GLM index_kpool) XL review branch, R®IFAK PR, T4
#,

_COMBINE_TOPK_SWA_INDICES_KERNEL ¥\ & &% (correctness): fE&EANEIEAM,
{ER K% — helper: “The migrated kernels are not exclusively DSv4-owned, and

different backends require different subsets.”,

« update_draft_decode_metadata B window_size X shapel-1] T AZAL
(correctness): MEIP R NAEEZRFE L, head RAMIA self.window_size, &EYIFIA
DSpark JEER draft B&4Z,

« valid_counts &% torch.zeros 3 single-tile it (performance): fEE R E o % :

single-tile A torch.empty, multi-tile A torch.zeros,

FEmEY block size 64 5 NUM_TOPK_TOKENS=2048 894RiF8 —3 M (correctness): &

AR ZBEVEKRM vliim_config 3B (“Values now come from vlim_config.”) .

- get_warmup_keys &% —E A vlim_config BB A%4 (design): Lucas A&IANRE:
“agreed @LopezCastroRoberto lets ignore this”s

- jit_warmup_cutedsl_helper.py TRAH, BB LK PR (design): ZASHXMHELDT
XM, wENBY,

R 5 B

o
1. REERBTR%RZF: malaiwah B fresh-cache #3484 I,
BuildPrefillChunkMetadataKernel A ELE T113ZE worker 4gi¥F—>K (indexer.py)
» query_slice_start/stop. DCP_RANK/WORLD/INTERLEAVE # &7 CompileKey &
£ X callsite /&, B compile-only 8 kernel.warmup() REXHTERAN
JITFunction.run cache; OOT /&3t config-name EIRE GLM index_kpool EMA.
BB IS review branch, &RI ALK PR, & -jit-monitor-mode error T HIEREE,

2. DSpark 3EEE draft B24TAZI: sparse_swa.py H
update_draft_decode_metadata FA window_size BXfX, decode_swa_indices.shape[-1]
, ERRZHTEAN 64 XF/G8 window+spec; #& DSpark TR|3XiZE&/R, ARE O
W E BEITIREIFR B2 window_size, {TRES7& Y stale indices.

3. IMAE BTG EFR: E—NAZIEE deepseek_v4/attention.py 5§ mla_attention.py %
RSER, 1EEERRMNGE— helper, _COMBINE_TOPK_SWA_INDICES_KERNEL B
SR —k, KEAE review HJK,

4. HRIFEREIEITIIF L TRFE S triton_scalar_specialization_rep 89 1. 16 R, HA
ZRBIMG BT ELE—R, EAFAASERET shape/stride/ ¥rE0 %, TAEIEE
BRI AR review IMBIH =K B4R b,



5. MEREEYVINFE: valid_counts BLE grid R #&EY3AF|%— torch.zeros B
buffer-capacity Bst, SE# 5| decode # &2 memset AR FIE, - F: BT
. /2R enable_jit_warmup 89 DSv4 53E AL MLA B3 (
FLASHMLA_SPARSE. FLASHINFER_MLA_SPARSE.
FLASHINFER_MLA_SPARSE_SM120. DEEPSEEK V32 INDEXER %) , WAZRIFHI
BI B, BETEREREERBTLIN T FH, BEFERST Issue #49349 84 1
Zero JIT] B#r. ZM%rmm: #ax [AEBR#R + JEMmtL 6IBER,
VIimTritonditKernel 5 kernel_launcher XA/ 4E Triton NAZIERS B9AENR, MIFRIMNER %R
BT backend BMF B ENBRFTHNRRNAE. HRRH: RAIGE PR (
#50176-#50178. #53564-#53567 %) RETEFIERN, review FFE AR BRI
ARG NKREFE, SEEMRE]: [XEXE Triton 7oEIE / RI|IWE, DeepGEMM,
CuTeDSL. TileLang X M/E3RET de-JIT MEFLI/EF, - NEART: AREBEHE
1TEt4RiF , DSpark EEEE draft BRITAKE , IMALBEZ SRR , MG ST
AT ERE |, IKBUE S PR AR5 HER

PRI

« PR #49315 &= JIT warmup #&iZ7# : PR body =B Depends on #49315, # PR Ff
A AREBERELEIZEE JIT warmup JEMEREMIRGEZ b SRR E T XKBFE, At
FREEREME,

« PR #49627 DSv4 R4 de-JIT 3% (R PR) : PR body FEFAA parent PR, & PR 2H
E MLA TEIEES RIINZLE L 1/N /LM, SRR ERLE T SURE.

« PR #53576 #73¥ FlashInfer PCle IPC all-reduce /&3 : A% PR 154K PR Ak
vlim/model_executor/warmup/kernel_warmup.py, #tB8 warmup HEZEH LA RBEEE
ZHER, BERMEREMELFR,

« PR #46167 Z%—3mfTHRE (jit-monitor-mode) : Issue #49349 F§ 4
—jit-monitor-mode error B #46167 5|\, ZRRIEA PR 2& Z&MEMREBITH JIT WA ZE
FB; AR LT XHHE,

« PR #50176 DSv4 de-JIT E43FE B R, : [ssue #49349 JHZ| N REEAR PR 89 DSv4 iT#%
1£% (5 #53564. #53565. #50177. #50178 R A%]) , malaiwah ZIEIFRBEHR DO
TREEH AFEL PR IKE; AR LT XHHE,



