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# AR ESEK (BRAMEHRSER CUDA 1TAH)
MAX_MODEL_LEN="${MAX_MODEL_LEN:-10240}"
GPU_MEMORY_UTILIZATION="${GPU_MEMORY_UTILIZATION:-0.7}"
MAX_NUM_SEQS="${MAX_NUM_SEQS:-128}"

# ZESERES: AW XER prompt

USE_TWO_IMAGE_PROMPT="${USE_TWO_IMAGE_PROMPT:-1}"

TEST_FLAGS=()

if [[ "$USE_MM_PROMPTS" == "1"]]; then
TEST_FLAGS+=(--use_mm_prompts)

fi

if [ "$USE_TWO_IMAGE_PROMPT" I="1"]]; then
TEST_FLAGS+=(--skip_two_image_prompt) # (XA T XPU EEFZIRZE

fi

# ZEFEE5FOMIRKRTE (4F CUDA f1 XPU)
DEVICE_PLATFORM="${DEVICE_PLATFORM:-cuda}"
if [ -z "${DEVICE_AFFINITY_ENV:-}"1]; then
if [ "${DEVICE_PLATFORM, }" == "xpu" ]]; then
DEVICE_AFFINITY_ENV="ZE_AFFINITY_MASK" # Intel XPU
else
DEVICE_AFFINITY_ENV="CUDA VISIBLE_DEVICES" # NVIDIA GPU
fi
fi

# F25h baseline 526, #ABHSREMSHK
run_baseline() {
# ...
env "$DEVICE_AFFINITY_ENV=$GPU_SINGLE" vlim serve "$MODEL" \
—port "$PORT" \
—max-model-len "$MAX_MODEL_LEN" \
—enforce-eager \
--gpu-memory-utilization "$GPU_MEMORY_UTILIZATION" \



—max-num-seqs "$MAX_NUM_SEQS" \
—allowed-local-media-path "${GIT_ROOT}"/tests/v1/ec_connector/integration \
> "$LOG_PATH"/baseline.log 2>&1 &

# ...

# L3S TEST_FLAGS ¥4

python "${GIT_ROOT}/tests/v1/ec_connector/integration/test_epd_correctness.py" \
--service_url "http://localhost:$PORT" \
--model_name "$MODEL" \
--mode baseline \
—baseline_file "$BASELINE_FILE" \
"${TEST_FLAGS[@]}"

}

tests/v1/ec_connector/integration/test_epd_correctness.py
3 —-skip_two_image_prompt %%, FHTFE XPU E&EZIRETEkS XA prompt
# ESEARATIR D HTE

parser.add_argument(
"--skip_two_image_prompt",
action="store_true",
help="Skip the two-image multimodal prompt",

)

# ¥ prompt ¥EiFF 18 AW
if args.use_mm_prompts:
# WERIEET —-skip_two_image_prompt, N REZE— prompt (HBIKEZ)
test_prompts = (
SAMPLE_PROMPTS_MM[:1] if args.skip_two_image_prompt else SAMPLE_PROMPTS_MM

)
print("Using multimodal prompts")
else:
test_prompts = SAMPLE_PROMPTS_TEXT
print("Using text-only prompts for quick testing")
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