PR #50097 REIRLE

vlim-project/vlim
[XPU] fix_test_worker_memory_snapshot_for_xpu
&3FrtlE]: 2026-09-16 11:05

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/50097

PATHE

« —AE: BE worker AAREMIAK XPU &M

« EME: MESRIR—XE2E—NMAXHNFEEER, BARAVINVEETH XPU BEE
MiXS%E: —2A current_platform.is_xpu() HEE/TI4 X mIEE HIEANMR XY, =2
£ NCCL £ BB R N BT XM dist_all_reduce, FRIEFMRIEX P, BELEP, &
WIRFHaIA xpu_worker.init_worker_distributed_environment 5§ GPU JRARE N R —5C
I, SEFR original REkE| AEECAIFR A,

THRES B

PR body BA#tBA: "Dynamically select worker class ([XPUWorker] vs [Worker]) and
patch target based on [current_platform.is_xpu()], so the test works on both CUDA and
XPU. Rename label "nccl_all_reduce" to "dist_all_reduce", since XPU uses XCCL, not
NCCL; the label should be backend-agnostic." BRMiAXEE %S GPU Worker %7 gpu_worker
BIRFEE, T Intel GPU F& L& R worker ERLEMAK, BEERESE NCCL ¢4,
5 XPU 89 XCCL &g XA 1%,

SRR

S 4 W, AIEDBE tests/vi/worker/test_worker_memory_snapshot.py:

1. BSIANF &N TRERFHE from vlim.platforms import current_platform &, AE%4%
FAEFRETFEHAD,

2. FEa4 X 3%3%F worker 225 patch B#r: £ worker_process REF, #HR1E
current_platform.is_xpu() JRZE worker £——XPU % M vlim.v1.worker.xpu_worker
S AN XPUWorker, patch BARZFEREFEE viim.v1.worker.xpu_worker.init_worker_distri
buted_environment; EN{E AR Worker 5 gpu_worker #8412, MER%—H
worker_cls(...) BlzZ524,

3. patch BARSEML: init_patch MEEZmELF R X NE A Z & init_patch_target,
side_effect 112 make_operation_tracker("init_distributed", original_init_worker) 3
2, PRIEERBIEENE X BRI R,

4, BEMESEMRT#AL: all_reduce_patch BIEREEARZM neel_all_reduce KA
dist_all_reduce, FEMNRBE R eRE, EHEXHEER NVIDIA NCCL 5230,



MIRZEAZ AR 38N multiprocessing B3 2 A rank, patch =ANxEEE (9F R0
Wi, RBERE. all_reduce) , Big)M/F A init_distributed < dist_all_reduce <
memory_snapshot, TTE.E. schema HILBEEKS,

REEF:

. tests/v1/worker/test_worker_memory_snapshot.py ({3 NEFRE; K7 test; EH
test-coverage; 45 worker_process, test_init_distributed_is_called_before_memory_s
napshot) : ARZErE— X4, i1t worker ABERBIFFMIRARLE XPU FE&T354T: &)
A3%EFE XPUWorker/Worker 5§ patch Bixr, FHBEEEMRSEKAEIRIT XN dist_all_reduce,

X5 worker_process, test_init_distributed_is_called_before_memory_snapshot

KR BR

tests/v1/worker/test_worker_memory_snapshot.py

ARZEE—XMF, i3tk worker RERBIFMRE XPU FETEE/T: shS%EE
XPUWorker/Worker 5 patch B#r, HIGEERESKAEIRTAE dist_all_reduce,

def worker_process(
rank: int,
world_size: int,
distributed_init_method: str,
gqueue: Queue,
error_queue: Queue,

""Worker #2: ¥t GPU/XPU worker HIREE X822 EIRF, "
global _QUEUE
_QUEUE = queue

try:
#RELMRIHEEE
os.environ["RANK"] = str(rank)
os.environ["LOCAL_RANK"] = str(rank)
os.environ["WORLD_SIZE"] = str(world_size)

# A dummy REQIZ/IMEREE, BRESLTH
vlim_config = EngineArgs(

model="facebook/opt-125m", tensor_parallel_size=2, load_format="dummy"
).create_engine_config()

# ARIEF & 3%3%F worker £5 patch Bir:
# XPU {# B XPUWorker 5 XCCL, CUDA {#H Worker 5 NCCL
if current_platform.is_xpu():

from vlim.v1.worker.xpu_worker import XPUWorker

worker_cls = XPUWorker
init_patch_target = (
"vlim.v1.worker.xpu_worker.init_worker_distributed_environment"



)
else:
worker_cls = Worker
init_patch_target = (
"vlim.v1.worker.gpu_worker.init_worker_distributed_environment"

# B2 worker 524
worker = worker_cls(
vlim_config=vlim_config,
local_rank=rank,
rank=rank,
distributed_init_method=distributed_init_method,

# iDRBRIETER, f# mock wrapper iR REH#AXRA
original_init_worker = init_worker_distributed_environment
original_memory_snapshot_init = MemorySnapshot.__init__
original_all_reduce = torch.distributed.all_reduce

# AR/IMRAN patch iR EERIEA & N)IF
init_patch = patch(
init_patch_target,
side_effect=make_operation_tracker(
"init_distributed", original_init_worker

)

memory_patch = patch.object(
MemorySnapshot,
"_init_",

make_operation_tracker("memory_snapshot", original_memory_snapshot_init),
)
# REE RS X dist_all_reduce: XPU £ XCCL, #3E NCCL
all_reduce_patch = patch(

“torch.distributed.all_reduce",

side_effect=make_operation_tracker("dist_all_reduce", original_all_reduce),

)
with (
init_patch,
memory_patch,
all_reduce_patch,
set_current_vlim_config(vlim_config),
):

# LAISIE: A AN T B ORI R
worker.init_device()
worker.load_model()

# RINET



qgueue.put(("success", rank))

except Exception as e:
error_queue.put((rank, str(e), type(e).__name_))
raise
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1.

original &%k5| A VT 8ESEEC: original_init_worker EZM vlim.v1.worker.gpu_worker TR
BSA (X3 import) , ifa XPU 4% patch 8§ B2
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R ST IE re-export A—REFTE, MEERICRKEEZMRARNE GPU BRAMBL
KR, TTREBkY XPU 4R BVIEHE R, ZEAAEmINF RS, ESHIFNHRX XPU B
R ESHERIE,

. all_reduce B BEM: MIRRIK torch.distributed.all_reduce & all_reduce ByHE— A

O, #& XPU/XCCL BRHFEES torch HENEEBFERA,
rank_ops.index("dist_all_reduce") it ValueError S HBOMI & K,

. FENTBERSL: else X EBIAE CUDA Worker, &7 CPU %3k CUDA 3 XPU F&

iLfT (EWE accelerator.device_count() >= 2 By skipif &) , "TREAIZARILELH
worker 2, PMAMR. - PWH: ARLAFLTEEDEYW, B CI/MREZRTE, Xt
AGmE, BT XPU F & E worker MIBAHIF (ARFFRETERARRE) =
JIMIRE E, TFHIEARE XPU worker BRENBEIRIZ X BINT . MHEFATmE, A Intel GPU X
FANE T 5 CUDA MFHPNRRRE, HABLE XPU BHEENMREBHRT " Feo X + B
TRIRE " SEHERN, FRERE/N, P K single MR, - RFEARD: MRE K
ah, MFEAR , original REkS|ATREEEES , FELO X KREE CPU &35

KRR EE

« PR #56934 [XPU][CI]Skip test_chat_completion_with_tools in Intel GPU CI: [@4 XPU

CIMEREE: — B FERANTRERRAAR, —MEE worker RAEREN AT ERE
, *E X3 Intel GPU L9 Cl BZ.,

« PR #56096 [XPU] Route to fused_gk_rmsnorm_rope_gate triton kernel: [@% XPU F&

REAANGE (RARBEH) , SARMRERHKRKRBR vVLLM 3 Intel GPU XFEIFLEIRA.



