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4. MERBLE: tests/quantization/test_online.py #73¢
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bf16 MEIIEL =2 5F& expert A scaled_fp4_quant BYZEE torch.equal FAfL
—; R scaled_fp4_quant 5 _quantize_moe_weight_to_nvfp4 BI& A
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« vlim/model_executor/layers/quantization/online/nvfp4.py (#3k BB ; 23| source;
%A core-logic; &5 _quantize_moe_weight_to_nvfp4) : ZGELEEZ,
_quantize_moe_weight_to_nvfp4 MEIK fold-scale B AZREREZEEN, Mk TE
cast 5§ FP32 IgltKE, EAKBEMEENER,

« tests/quantization/test_online.py (#£3k EMR; KB test; £R test-coverage; FE
test_online_nvfp4_quantizes_original_expert_weights) : #3% SM100 [1#&¥8
bit-for-bit —ERMEMIR, IIEFITERAZLSELTRAEZEEMNEM, BHILEIT,

XS _quantize_moe_weight_to_nvfp4, test_online_nvfp4_quantizes_original_expert
_weights
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vlim/model_executor/layers/quantization/online/nvfp4.py

BAOEERIZR, _quantize_moe_weight_to_nvfp4 MEAK fold-scale BB AZREREEEN
, MFREFIE cast 5 FP32 IgktikE, BAKREEMBENERK,

def _quantize_moe_weight_to_nvfp4(
weight: torch.Tensor,
) -> tuple[torch.Tensor, torch.Tensor, torch.Tensor]:
"""Quantize stacked MoE expert weights " (E, N, K)™~ to NVFP4.

One FP32 global scale per expert plus per-block (group-16) FP8 scales,
matching the ModelOpt NVFP4 checkpoint layout. Returns packed FP4 weights
(B, N, K// 2)"", block scales " (E, N, K// 16)" ", and the per-expert

global scale " (E,)"" stored as ~~amax / (fp4_max * fp&_max) ™ ".

assert weight.dim() == 3, f"expected 3D expert weights, got {weight.shape}"

k = weight.shape[-1]

assert k % 16 == 0, f"last dim must be a multiple of 16, got {k}"

# EITEEAN ExNxK EKERBEA expert B9 amax, BIE K FP32 2/ encode scale,
# 3% scale 5 ModelOpt NVFP4 checkpoint ¥ #] per-expert scale AMRE—3K,
amax = weight.abs().amax(dim=(1, 2)).to(torch.float32).clamp_min(1e-8)
global_scale = (FLOAT4_E2M1_MAX * FLOAT8_E4M3_MAX) / amax

weight_scale_2 = (1.0 / global_scale).to(torch.float32)



# fR¥FR4E BF16/FP16 REMFEAEMHERA: IBLZILE FP32 £/ scale ITE
# HATIH cast EJR dtype, XA group-16 scale 5§ E2M1 {EEERAIZ| A—K
# MM, XEKAZK expert HEEREE FP32 scale £4 scaled_fp4_quant,
weight = weight.contiguous()
quantized_experts = [
scaled_fp4_quant(
expert_weight,
expert_scale,
is_sf swizzled_layout=False,
)
for expert_weight, expert_scale in zip(
weight,
global_scale,
strict=True, # strict=True fRIEARE 5 scale FEZHEIIF

]
# & expert ZREF stack ® (E, N, K//2) 5 (E, N, K//16), shape BARE,
gweight = torch.stack([quantized for quantized, _ in quantized_experts])
block_scale = torch.stack([block_scale for _, block_scale in quantized_experts])
return (

gweight,

block_scale,

weight_scale_2,

)
tests/quantization/test_online.py

3 SM100 #5819 bit-for-bit —EMEMR, BFFITERRESREREEEMSN, BHiLE
)3,

@pytest.mark.skipif(
not (
current_platform.is_cuda() and current_platform.is_device_capability_family(100)
),
reason="NVFP4 weight quantization needs a Blackwell (SM100) GPU.",
)
def test_online_nvfp4_quantizes_original_expert_weights() -> None:
torch.manual_seed(0)
# FEML bf16 IEFIK (E=2, N=32, K=32), K 2 16 BEHLORRITRAR,
weight = torch.randn(2, 32, 32, device="cuda", dtype=torch.bfloat16)

#AFITEREZ, ShERREMEE K
quantized, block_scale, global_decode_scale = _quantize_moe_weight_to_nvfp4(weight)
# global_decode_scale £ 1/ encode_scale, %&#%&[E encode scale BERE R B,
global_encode_scale = 1.0 / global_decode_scale
expected = [
scaled_fp4_quant(

expert_weight,

expert_scale,

is_sf _swizzled_layout=False,



)

for expert_weight, expert_scale in zip(
weight,
global_encode_scale,
strict=True,

]

# ERMURE: HERRUNEE expert HIERA scaled_fp4_quant B2—3,
assert torch.equal(

quantized,

torch.stack([expert_weight for expert_weight, _ in expected]),

)
assert torch.equal(
block_scale,
torch.stack([expert_scale for _, expert_scale in expected]),

)
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