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PATHE

« —4)iE: ModelOpt FP8 EEABEE SM80, A100 Tin#HFE£HE

- ESE: % PR R ER/N (BATHRED) |, [BAEASBREE%E PR body FHSMATEL, XL
AR vLLM IR A FP8 B L AR IRE S5 MHEE / BENRE, T EMERSEFE
, BIETESETHAS get_min_capability BB TTMR, #H LML capability 8%
)3, EEEEL BTEAIINUE AGERR WESR, &N PR Z—ANEDENENM,

THRES B

PR body BA#$E i : ModelOpt FP8 checkpoints are currently rejected on NVIDIA A100
GPUs before vLLM can select its existing weight-only FP8 execution path, IRE&EHN
“ValueError: The quantization method modelopt is not supported for the current GPU.
Minimum capability:

1. Current capability: 80., /&8 Bir2iLF 5t ModelOptquant_algo=FP8" #&E A TLE
A mEEBIRIAE A100 Bk, HARIRE FPE HREEZE, MW EZRETANHE
PR,

LI AR
iZ PR B9RAL B/, (B R EWELE W capability 84, w#ZUUT LTS IFAR:

1. EALEEAIIME: 7 vlim/model_executor/layers/quantization/modelopt.py &,
ModelOptFp8Config.get_min_capability() JRARE 89, XZ vLLM £/ capability &5
FkIE4 SMBO & R R,

2. BARITAEME: R EMEM 89 xR 80, 80 Xt Ampere 2245 (4n A100) , 89 XM
Ada 228 (#m L40S) , X—EKEhEF SMB80-SM88 & &3t B A 7EM capability ke
, M ModelOptFp8Config # 521k I3 NG 4289 LinearMethod #%1%3% 48,

3. EABAMNRERIZ: vLLM £ SM80-SM88 Xt weight-only FP8 B8 RREKIT EHUTER
2 (% FP8 REREME| BF16 BitHE) , EBAKRERTEIIME, LEIBEFAEmHE
WMo SMBA+ REAZYM, BREERE FPE PiT,

4. RERIE: 1B PR body PIRMH T TENEINGSF GSMBK WNEkiE, &= FP8 5
BF16 XE; E0EPRITEHMEBKEANIAM, tests/ BRILNNEE, capability &
k= B s YR,



BRAAEERP R EHARRZRTZEMSK capability 182 (Remove FP8 capability check
from modelopt.py) , BERASANNEEIINEE] 80 BIARA, BRI EALERE T RIXE

BE B,
REEX M

« vllm/model_executor/layers/quantization/modelopt.py (#3k BB ; 28| source; EH
configuration: &5 ModelOptFp8Config.get_min_capability) : M—ZF B XM, LK
51245 ModelOpt FP8 ByE K CUDA capability A SM89 [&ZE SM80, £ A100 FiR&
hnE FP8 1ok &It 8 R h ERRIZ,

KBS ModelOptFp8Config.get_min_capability

KR BR

vlim/model_executor/layers/quantization/modelopt.py

g — B, WK E Y ModelOpt FP8 B9E& 1K CUDA capability M SM89 f&ZE SMS80
. A100 &R & FP8 it 8 3F 5 A ERRZ,

# vlim/model_executor/layers/quantization/modelopt.py
# A% 3T ModelOpt FP8 BHELE., B4 IHERRE,
# SM80 (1 A100) R&HAEMEFHIML FPE & &,

class ModelOptFp8Config(QuantizationConfig):
# ... M3E5 from_config &ZHE (#&) ...

@classmethod

def get_min_capability(cls) -> int:
# SM80 XK. Ampere 224 (A100), SM89 Xt Ada Z=#i,
# 7 SM80-SM88 LR ARA FP8 KEM, VLLM M5B shikF
# weight-only FP8 7R B2 ( REME| BF16 BIHH ),
# X B 89 HKFE| 80, ¥ A100 FREMBLE S,
return 80

@classmethod
def override_quantization_method(
cls, hf_quant_cfg, user_quant, hf_config=None
) -> QuantizationMethods | None:
# 3¢ Hugging Face B2 EIRF| ModelOpt 8 FP8 EfLE X,
# BB AZYIEA modelopt XEH FP8 RREME S HATE 1R,
algo = cls._extract_modelopt_quant_algo(hf_quant_cfg)
if algo is not None and algo == "FP8":
return "modelopt”
return None

bR
Z PR By review REMRD, FBEWRBLIFE mgoin BWHEEITL:



« mgoin £ APPROVED #%7~: Didn't need the log, we already will print when marlin
is selected, XULBAVEH THEY £ 8 SM80-SM88 Ln#k FP8 BRHIIMTEI—KE L (
PR body F 2 F|E emits one model-level warning) , BE4EFEAAREE—Y
Marlin EEsmiik e, vLLM EFMENNESME, EEEERIWMNET, RELEAN
REGF IR B ELZTE, HETX—RE,

« claude[bot] BIIFIERZMEA fork PR B FEWREA, BHZREARE,

- EEEEN SMB0-SMB8 # FP8 T EMEIMEEHE (design): RARMBINESL, RHIAM
EimAFEE, BeHERE,

PRS-
- R

1. MEERVINK: FP8 (AEXNEE / itHZR GEMM RA TTRELLIR L BF16 B8, EA
REMNEFINFEHE. PR body BEBARILRIE, HABWEZRER (Nemotron-3-Nano)
AU ERIE, ERBEMARRIER,

2. BHERZE: GSMBK SN B-R FP8 FEAHELR BF16 T 2.73 NER A, XTX
FESRNEES R, AP EEBITIE,

3. R ESMER: ARREBRT —TREME, RAE AR R,
get_min_capability BIRAERSH Cl #H3R, KRXEFENMIMEELETH, SM80 ZiF
B[ RETTE |3,

4, AT K: RKHERMETA ZiAME ModelOpt FP8 #%& S # SM80-SM88 & &, &~
IXE A100, EEHFE RTX 3080/3090 FHHR T, XLEBHERASARIRE, IEKH
RINGERZ, AP THERTEANMEREETMTERR, - ¥ SR/
A100 (% SM80-SM88) HF BIET U EZEME ModelOpt FP8 1oE &, THEFHRE
FIREEREMES, RREEFRE, RANRETFRZRIETHINELRA, XA
% {XA modelopt.py —%bEEATTREM, AW EMEMA S AR SM8T+ 1&E&; 1]
#7 capability 24, BTEMNEEEBNBERAAE, XHEK: KT BSBRERN
, BB MR ERE S B4 EEERPAILRIE. BAYMERR]N, EFTFELEE
Mo - NFEFRIZ: SMB0-SM88 TEMEETAE T , BRAOMIREZ , FWmEYT KEHTER
GPU

KRR EE

« PR #50516 [ROCm][CI] Fall back to lossless Kimi K3 MXFP4 emulation on gfx942: &
AEMPITRIZNFREMEMBE, PRELREENZIFNESG LERRAGE / EPERX, §
AR SMBO0 FP8 15 B 89 BB —E,

+ PR #50533 [Bugfix][TurboQuant] Add KV quant mode for turboquant: BN =ZAEXH
ZEEE, WEENEESEMN / EimAFZBNRARA, AAASMREEEFNHER
ThaE LK.



