PR #50005 SZ&iRLE

vlim-project/vlim
[Bugfix] [DCP] Fix NVIDIA DeepSeek-V3.2 / GLM-5.2 fused attention
&3 rtE]: 2026-08-31 15:30

JRSCEERE: http://prhub.com.cn/vlim-project/vlim/pull/50005

PATHRE

« —A]3E: 185 DSV3.2/GLM-5.2 Bh& E B AEL DCP T B &L IEFA PSR

- EMME: (BRI % PR BT TE PR IMANEREN: £AR/NKEIEED, BREEKE
PR &3y BE P sz, BREE I, BAELRIEHE (DCP4 vs DCP1 byte-identical)
A ERYE, MIARELTMIR, EAE%E MLADCPManager fEA S P RBIERH B %
HERE, UK kernel BE@E

THRES B

KEX Issue #50095 BAFALE HRA S BREFER NG DCP IEFMEERFE: (1)
vlim/models/deepseek_v32/common/kernels.py # owner-local KV slot AR E Z BIFLR
E, f1 slot EskE B —A DCP rank #HZ token B9 KV & B, FRMBKRA rank B9 query
TER; (2) viim/models/deepseek_v32/attention.py X7 PCP+DCP TFUk& query heads 3
& 3F partial output/LSE, 4 DCP E A rank-local query heads Xt owner-local KV 02 &
7, BMARBUTE rank R EH . TIMNEVIZE unpatched GLM-5.2-NVFP4 # TP4/DCP4
+ fp8_ds_mla TH#IHEE token 33k (40 locklocklock...) , i patched BIRERAEARFD T
5 DCP1 &F ¥ —HK,

SCIN AR AR
SZIA AN R

1. Triton B4 kernel BE (vlim/models/deepseek_v32/common/kernels.py) : ¥ pid ==
2 %8 Q RMSNorm #3%| slot_mapping AEREZ A, EENE—TLEAHRIT; slot
KEREAEAE KM (pid ==1) Z8], ATMHE MLA 5 indexer KV cache 5 A, REZ
DCP T query A4 F, &/ rank #REBZE query &5 554 attention, 1 slot R
FoR KV FBAL)AEA rank FTA . SERBAMAMIA padding 7% #8—K row-local THEETLE
RN

2. pure DCP 8 query heads Uk£& (vlim/models/deepseek_v32/attention.py 8y
_sparse_indexer_and_attn) : ZEJRA PCP all-gather QX JE#3E elif not self.use_pcp
and self.impl.dcp_world_size > 1 %, ¥ (gl_nope, mqa_q) HHEEER
self.dep_manager.query_gather Y&, ZE%E review ERWER: RANERID
dcp_manager.group.all_gather, 7E #52377 &5 A query gather, MimiRE
decode-only batch # direct-workspace #RE&412, F3L oversized mixed batch &
fallback %5 MLADCPManager %—4b3E,



3. partial output/LSE ¥ rank &3 &M : combine B9E&M4M self.use_pcp and
self.impl.dcp_world_size > 1 B&A self.impl.dcp_world_size > 1, {# pure DCP H34fT
dcp_manager.combine, PCP X fRBRAE K seq_lens / query_start_loc TuEFEITE;
pure DCP % %1% None, EAMBEIENEZ local shard i (0, -inf) PHETER, FEE
PCP-only 8924 K 538, finalize mla_pcp_decode {X¥E use _pcp BHIEA.

4. EIMIK (tests/kernels/test_fused_deepseek_v32_norm_rope.py) : ¥73g
test_fused_norm_rope_normalizes_query_without_local_cache_slots, ¥i&E£2 % slot Bk
H (EMRAA LS KV FEL8y DCP rank) , BiE query ¥ith5 2% RMSNorm —2K.
MLA 5 indexer cache R#EEAN. Top-K ZHEHR -1, ZMRERITHTH main L2
WE— KRB BI, IERR EARHAIEIR T 6RFE,

BEETEREHE 8 /N commit BEF: drakosha & 8 B X#it# (deepseek_v32/nvidia/
— deepseek v32/) G T forward-port &3, RIED X TF%E33] main,

REEF:

« vlim/models/deepseek_v32/attention.py (1R SEFEHE; 28| source; 2R core-logic
; fF5 _sparse_indexer_and_attn) : & O #FHE pure DCP 4 3@
dcp_manager.query_gather Uk& query heads, 3§ partial output/LSE By combine &
M PCP-only %5 2|FTA DCP %5,

« vlim/models/deepseek_v32/common/kernels.py (13 Bh&RA%; %8| source; LR
core-logic; &% fused_norm_rope_kernel) : Et& norm/RoPE Triton kernel B Q
RMSNorm M slot #&Z E#E|Z A1, EK DCP 3E owner rank £ query #iH h EHER
{28

. tests/kernels/test_fused_deepseek v32 _norm_rope.py (FE3R WAOMIR; FEF| test; LR
test-coverage; 5 test fused _norm_rope_normalizes_query_without_local_cache_sl
ots) : FHA M slot BVINIR, HBEHEI DCP IE owner rank F&, RITH THES—%
WG, FE T 1858 8RR,

XS _sparse_indexer_and_attn, fused_norm_rope_kernel,
test_fused_norm_rope_normalizes_query_without_local_cache_slots

KPR R B
vlim/models/deepseek_v32/attention.py

&8 B SXF: F3E pure DCP 4% 3&3¢ dep_manager.query_gather Y&& query heads
, 39 partial output/LSE B9 combine &M PCP-only K55 3|FrA DCP %5,

if self.use_pcp and self.impl.dcp_world_size > self.impl.pcp_world_size:
# PCP+DCP: %fif TP all-gather, fRIEEA rank 3 ¥H TE query head &4
if isinstance(mqga_g_arg, tuple):
mga_g_arg = torch.cat(mga_g_arg, dim=-1)
maqga_qg_arg = get_tp_group().all_gather(mga_g_arg, dim=1)
elif not self.use_pcp and self.impl.dcp_world_size > 1:
# Pure DCP: query Aok, 84 rank BREZTE head &5 5
# owner-local KV #5F& /1, #& MLADCPManager.query_gather fiE#R
# all_gather: decode-only batch £%¥ direct-workspace k42,



# A prefill B9’B4 batch 8 manager E3RZF| allgather

assert self.dcp_manager is not None

if isinstance(mqga_qg_arg, tuple):

maga_g_arg = torch.cat(mga_g_arg, dim=-1)

assert self.dcp_manager.query_gather is not None

mqga_qg_arg = self.dcp_manager.query_gather(mga_g_arg)
attn_out, Ise = self.impl.forward_mqa( # type: ignore[attr-defined]

maqga_g_arg, kv_cache, attn_metadata, self

if self.impl.dcp_world_size > 1:
# REAH DCP #habMEs rank &3F partial output 5 LSE;
# B8 A& RAE PCP+DCP T#4T, pure DCP #it 27K &
assert Ise is not None and self.dcp_manager is not None
seq_lens: torch.Tensor | None
query_start_loc: torch.Tensor | None
if self.use_pcp:
if attn_metadata.decode is not None:
seq_lens = attn_metadata.decode.seq_lens
else:
all_seq_lens = cast(
torch.Tensor,
attn_metadata.seq_lens, # type: ignoreattr-defined]
)
seq_lens = all_seq_lens[: attn_metadata.num_decodes]
query_start_loc = attn_metadata.query_start_loc|
. attn_metadata.num_decodes + 1
]
else:
# Pure DCP: #BUEMRME local shard ¥ (0, -inf)
# PHETRER, TTFE PCP-only BIZE4 F ok
seq_lens = None
query_start_loc = None
attn_out = self.dcp_manager.combine(
attn_out,
Ise,
seq_lens=seq_lens, # type: ignorelarg-type]
query_start_loc=query_start_loc, # type: ignore[arg-typel]
)
if self.use_pcp:
attn_out = finalize_mla_pcp_decode(attn_out, self.num_heads)

vlim/models/deepseek_v32/common/kernels.py

B4 norm/RoPE Triton kernel 8 Q RMSNorm M slot & 2Z E# 3| =81, EK DCP I
owner rank b query i 9 EHERFE,

tok_idx = tl.program_id(0).to(tl.int64)
pid = tl.program_id(1)
if USE_PDL:



tl.extra.cuda.gdc_wait()
tl.extra.cuda.gdc_launch_dependents()

# pid == 3: indexer B¥ Top-K &4 E -1; AEZREEERI—E4R
if pid == 3:
if not HAS_INDEXER:
return

for i in range(0, TOPK, TOPK_BLOCK_SIZE):

offset = i + tl.arange(0, TOPK_BLOCK_SIZE)

mask = offset < TOPK

tl.store(
topk_indices_ptr + tok_idx * topk_indices_stride + offset,
1,
mask=mask,

)

return

if pid == 2:
# Q RMSNorm X&—4T & M4HAT: DCP Tt slot R &R token By
# KV #EAL)AHAM rank FAA, query REES rank LAREE
# (query A2 F) , BT slot 8 &ERBE gate B, Padding TR Z
# 28—k row-local i+, TALEMEK. T cache BN, FHHTRE
g_block = tl.arange(0, Q_BLOCK_SIZE)
g_mask = g_block < Q_DIM
g_c = tl.load(g_c_ptr + tok_idx * gq_c_stride + g_block, mask=g_mask, other=0.0)
g_c_rms_w = tl.load(g_rms_norm_w_ptr + g_block, mask=g_mask)
g_c¢ = _rms_norm(g_c, g_c_rms_w, g_rms_eps, Q_DIM)
tl.store(g_c_out_ptr + tok_idx * g_c_out_stride + g_block, g_c, mask=g_mask)
return

if slot_mapping_ptr is None:
if kv_out_ptr is None and kpe_out_ptr is None and index_k_out_ptr is None:
return
elif tl.load(slot_mapping_ptr + tok_idx) < O:
# Padding, 2 DCP T KV #AL)3HAM rank FTA:
# K Ml norm 5 MLA/indexer cache B A¥&#%i
return

if pid ==1:
# KV RMSNorm + KV RoPE + MLA concat_and_cache gté&:
# normed kv_c 5 RoPE EH k_pe EEEFHEFTE AN MLA KV cache,
# B E—RMIL kernel BiLEFIR
kv_block = tl.arange(0, KV_DIM)
kv_c = tl.load(kv_ptr + tok_idx * kv_stride + kv_block)
kv_c_rms_w = tl.load(kv_rms_norm_w_ptr + kv_block)
kv_c = _rms_norm(kv_c, kv_c_rms_w, kv_rms_eps, KV_DIM)

# ... E8A KV RoPE 5 cache BN (JLRXMH)



TP X AL

Review P HRAMENREEFE query KEFTRSE PR 2T L:

. cjackal R BeME4RED all_gather: 1AR DCP Manager B85 | 4 AN E T REEE
28, #52377 B g-gather / combine fallback MAEA B, 4D allgather B 7R
ARRFRKEAL; RARIEE #52377 FEEMRE pure-decode batch B direct
workspace PREIZ,

« drakosha FSZIIEHEEERAN PR A E#e: £ 4xH200 GLM-5.2-NVFP4 TP4/DCP4 +
, nightly + #52377 #Xa{E EE token 3%, nightly + & PR |5 DCP1 RFEH —K,
JREEM #52861 X NEMAE NVIDIA L viim/models/deepseek_v32/ E%EE,
#52377 BE AR EBEREIZREZDIT; #52377 &% ROCm B compiled B8, Frid

NEHEE,

+ LucasWilkinson REEFHF #52377 BEH A PR: ATT&EPHAME, EAR PR 8 query
gather &R E A& all_gather 0 TODO, 4 #52377 %tﬂ@)‘tﬂ}ﬁ& foraxe &
22e9a19f8d ERK T Y1tk TODO,

+ LucasWilkinson 8 style nit: ZX*F®E pure-DCP EFH A7 TODO, foraxe 7
6127a179f8 &3, KRS ARAT empty-shard AR Bk,

. query K& R £ dcp_manager.query_gather M3EE RS all_gather (design): #52377
MG, foraxe £ 22e9a19f8d A AT A dcp_manager.query_gather 3l
TODO, 42X iH,

- 52377 54 PR & T E# (correctness): AN PR &8 —&BK12, HMERE: #52377
BEWMA /ROCm 8812, A PR B% NVIDIA B&HKREZ

- IPWHER S TODO % (style): foraxe £ 6127a179f8 ¥&{&E B NPT empty-shard
AR ERIR; TODO & #52377 H# N —I+HF A,

« X ER forward-port (other): &3 forward-port ER XA T46H, BEREEM
B =N,

PNSESE-AL

« RS TEXREFE=AL:
. % attention B812ZLE: _sparse_indexer_and_attn & DSV3.2/GLM-5.2 3E & E B
f combine &M use_pcp and dcp_world_size > 1 #&K% A dcp_world_size > 1,
PCP 4% 8 seq_lens / query_start_loc itHZBESRREFMN (REXEXRRICTRAE) |
B finalize_mla_pcp_decode AFREFE use_pcp W, PCP {TAREIL ERT, (EHRDFN
PCP+DCP A& 8 = VIEIE,

2. Xt #52377 BYK#Ei: dcp_manager.query_gather Xt oversized mixed batch By IER&MEIR
# MLADCPManager 8 allgather fallback; #&i% fallback BFEZFERKE, SELK
prefill + #Ek MLA JES#R L& E,

3. kernel L% Q RMSNorm BIAFRH$E: padding fTIEHRSHIT Q RMSNorm &,
BEEWEREAR DV BHINE /4, ES padding RIZETRES| NBRMIERER S, £F
DCP 1Th (byte-identical *ttb) {&k#i drakosha B9F5h H200 B3E, kEML# CI, ﬁ&
EVBREEFE D, - P PUsEEREEMEA NVIDIA DeepSeek-V3.2 / GLM-5.2 gié&



BENKIZBFR DCP (dep_world_size > 1) B93F2: & ER12E DCP St E L token U
R, 8855 DCP1 MiHZEF ¥ —K., DCP=1 B FEHBL/THAEML (kernel (REZBUT
padding 1TH# Q RMSNorm) , *HIAMfE, XZ& DCP e &M EZEAMEMEE, FETH
2 7 NVIDIA ##i MLA B2 538 A2 (ROCm compiled route) & B1&K#
deepseek_v32/ 5@ sparse-MLA EIREIRIEF. - REARE: & attention B4R

TE | ZFRATARBFEHRAIE , B PR RE #52377

KERIK L
« PR #52377 Generic sparse-MLA forced-MQA metadata and direct-workspace fallback
AR IHERRAG) - & PR B query gather &N h
dcp_manager.query_gather, 1R#i #52377 =ALHY oversize fallback 5
direct-workspace RE&/Z; WIRFHIAME &L EE NVIDIA REHBZ5EA /ROCm Bz,
« PR #52861 MRV2 forward override for DSV3.2/GLM-5.2 routing on NVIDIA (#r@3Eit
WHERYIM) : drakosha FEITIRFIH B #52861 RIXFEMNEME NVIDIA E&E
deepseek _v32/ B, X& #52377 LB EARRZ. dBERBEENEERRA,
« PR #50009 Shared-DCP performance work (#r@#E PR body #3iRY34) : PR body A
WAAREHMMB G T Shared-DCP MREAFM, BAITFEEREFRERA.



