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1. IHEBERN topk E: 7 sparse_mla.py:_build_c128a_metadata 73+ #ig
active_topk_width &, ARA min(max(triton.next_power_of_2(max(cm.max_seq_len
// compress_ratio, 1)), _C128A_TOPK_ALIGNMENT), c¢128a_max_compressed), BX
cm.max_seq_len // compress_ratio # @ X728 _C128A TOPK_ALIGNMENT, [RBHR
EFREREFREE,
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max_compressed_tokens].view(num_decode_tokens, max_compressed_tokens), 3X#f
FEMEKENE —RIEFST active_topk_width, kernel B stride thfE= E 1k,

3. ¥ HT stride 44 _build_c128a_topk_metadata_kernel AR, Bt
buffer.stride(0) B A& max_compressed_tokens YERETH stride, 1RIENIZIR
packed MEIEMA K,

4. FrIE RTINS test flashmla_sparse.py /0 test_deepseek v4 _c128a_dynamic_topk_
packed_buffers, #i& 2 token 3%& (capacity=256, active=128) , IiE#H 89 shape.
stride foR{EIEFA M,

REEF:

« vlilm/models/deepseek_v4/sparse_mla.py (#E3k RIS, 25| source; EH
data-contract; &5 _build_c128a_metadata, build_c128a_topk_metadata) : ZOEE



X, SZIEERN topk FWEITEIHEIK buffer LB A packed o

. tests/kernels/attention/test_flashmla_sparse.py (#3k Mixk; K5 test; R
test-coverage; 5 test deepseek v4 c128a_dynamic_topk_packed buffers) : ¥
MRk, BIE packed ME T shape. stride Fo¥t BB ERME,

XEFE:  build_c128a_metadata, build_c128a_topk_metadata

KR Fr B]

viim/models/deepseek_v4/sparse_mla.py
B ZEE M, LIMBEEN topk EITEFHMEK buffer B A packed o

def build_c128a_metadata(self, cm, reqg_id_per_token):
#.. HRAENHE ..
# ST HE topk_width: RIF|BYURIERAFIIKEMFEEE 8192
active_topk_width = min(
max(
triton.next_power_of_2(max(cm.max_seq_len // self.compress_ratio, 1)),
_C128A_TOPK_ALIGNMENT, # B{&# EXFE R
),
self.c128a_max_compressed, # FRAZBHXEZE
)
block_size = self.kv_cache_spec.block_size // self.compress_ratio
global_decode, decode_lens, prefill_local = build_c128a_topk_metadata(
cm.positions[:num_total],
self.compress_ratio,
num_decode_tokens,
req_id_per_token,
cm.block_table_tensor[:num_decodes],
block_size,
cm.slot_mapping,
self.c128a_global_decode_buffer,
self.c128a_decode_lens_buffer,
self.c128a_prefill_buffer,
max_compressed_tokens=active_topk_width, # EAFSRE
)
# ... FLA%E result FH ..

def build_c128a_topk_metadatal...):
num_tokens = positions.shape[0]
num_prefill_tokens = num_tokens - num_decode_tokens

# A packed WA : ¥ buffer BF/EEAI token*width NT &, B reshape
# XAEMB I E —EERSET max_compressed_tokens, kernel TEAIE L K7
global_decode = global_decode_buffer.view(-1)]

: num_decode_tokens * max_compressed_tokens
].view(num_decode_tokens, max_compressed_tokens)
decode_lens = decode_lens_buffer[:num_decode_tokens]



prefill_local = prefill_buffer.view(-1)]
: num_prefill_tokens * max_compressed_tokens
].view(num_prefill_tokens, max_compressed_tokens)

if num_tokens ==
return global_decode, decode_lens, prefill_local

# NAAR: stride MERE buffer.stride(0) BXA max_compressed_tokens
_build_c128a_topk_metadata_kernel[(num_tokens,)](
global_decode_buffer,
max_compressed_tokens, # # stride
decode_lens_buffer,
prefill_buffer,
max_compressed_tokens, # T stride
positions,
compress_ratio,
max_compressed_tokens,
num_decode_tokens,
token_to_req_indices,
block_table,
block_table.stride(0),
block_size,
slot_mapping,
BLOCK_SIZE=1024,
)

return global_decode, decode_lens, prefill_local

tests/kernels/attention/test_flashmla_sparse.py
PN, BIE packed MBI T shape. stride Fn¥k{EAY EREME,

def test_deepseek_v4_c128a_dynamic_topk_packed_buffers():
from vlim.models.deepseek_v4.sparse_mla import build_c128a_topk_metadata
device = torch.device("cuda")
capacity_width = 256 # A EEFTX TE
active_width = 128 # BENEXREE (NTEE)
global_decode_buffer = torch.empty(
(2, capacity_width), dtype=torch.int32, device=device
)
decode_lens_buffer = torch.empty(2, dtype=torch.int32, device=device)
prefill_buffer = torch.empty((2, capacity_width), dtype=torch.int32, device=device)

# /£ XN active_width ¥E4 max_compressed_tokens

global_decode, decode_lens, prefill_local = build_c128a_topk_metadata(
positions=torch.tensor([255, 511], dtype=torch.intb4, device=device),
compress_ratio=128,
num_decode_tokens=1,
token_to_req_indices=torch.tensor([0, 0], dtype=torch.int32, device=device),
block_table=torch.tensor([[3]], dtype=torch.int32, device=device),
block_size=capacity_width,



slot_mapping=torch.tensor([0, 1], dtype=torch.intb4, device=device),
global_decode_buffer=global_decode_buffer,
decode_lens_buffer=decode_lens_buffer,
prefill_buffer=prefill_buffer,

max_compressed_tokens=active_width,

)

# ISIEH Y shape Ao stride F&HAE

assert global_decode.shape == (1, active_width) # =% = 128
assert prefill_local.shape == (1, active_width)

assert global_decode.stride() == (active_width, 1)

assert prefill_local.stride() == (active_width, 1)

# I8 decode token Hy slot ids IE#f

assert global_decodel0, :2].cpu().tolist() == [768, 7649]

assert decode_lens.cpu().tolist() == [2]
# BOIE prefill token B9AM K| IE#
assert prefill_local[0, :4].cpu().tolist() == list(range(4))

# IER R EERT -1
assert torch.all(global_decode[0, 2:] == -1)
assert torch.all(prefill_local[0, 4:] == -1)
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