PR #49995 ZEIRLE

vlim-project/vlim
[MRV2] Always build attn metadata at capture time (#49364)
&3 atlE]: 2026-07-28 01:25

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/49995

PATHRE

- —A)1E: CUDA BB AMETE A THKE

- ESE: L PR 2—ME/RIENIEE, BRT CUDA BE#ERFIEE A TEHKIEEENRIT
RE, SERTEWARERE T FULL fu PIECEWISE R T oiiEMZARET, NI vLLM By
CUDA EZMAE 5EM1E,

ThRES EAL

7 CUDA B#ERY, FRATLKEAPREETIREARETE, WEEIIERAXERE (o
Inkling 89 sconv. DSV4 JE4E88) Frikfi, X E4 B B RSHFE block table 455k
ToEAE. MR PIECEWISE HAME CUDA BBk T oikiEE, SEXEBRIEERRET
SEIERPT, b3 B3R IA A T B3R k18 & b iR &L,

SRR

1. /88& prepare_inputs_to_capture &L : J& skip_attn: bool 3B #A
full_cudagraph: bool, #EiAAERBEANFRREETIELEAN FULL CUDA BIMETEHE,

2. — MBI RATTHIE: B skip_attn 2%, #BLAA model_state.prepare_attn() ¥
ZuHdE, Y full_cudagraph=True BHZE for capture=True, A FULL BIA K THIRHY
JoEIE: Y full cudagraph=False (PIECEWISE #=R) BHZE for capture=False, %
ERALBMEEFE DT EARETIEABL R E R FREN TR,

3. B cudagraph_utils.py fnflSEARERFHARAL: &
CUDAGraphModelRunner.capture() %8 AutoregressiveCUDAGraphRunner.capture() &
, ¥ skip_attn 23E#A full_cudagraph, RS PIECEWISE #ERAEXH) assert
W=,

4. BSHMENIRENEA: FE prepare_inputs_to_capture FFMT KEERE, MERET FULL
Ao PIECEWISE #&X T M2 m#dE d0 R iR RAE EF M,

KX

« vlim/v1/worker/gpu/cudagraph_utils.py (3R JFAE S ; 25 source; ER core-logic;
&5 prepare_inputs_to_capture, CUDAGraphModelRunner.capture) : % B SO,
XY CUDA BHENBHIEATHEOMEEZE, & skip_attn SHEH#A
full_cudagraph, HH4AEA prepare_attn 2T IE, AT FEERF AR ITRE,



« vlim/v1/worker/gpu/spec_decode/autoregressive/cudagraph_utils.py (E3k EEE; £
B source; EH core-logic; &5 AutoregressiveCUDAGraphRunner.capture) : 3%
X, EAEAEEE CUDA BERBARPIHITT XU HER, RETHR—NITA,

X5 prepare_inputs_to_capture, CUDAGraphModelRunner.capture,
AutoregressiveCUDAGraphRunner.capture

RPERRD B

vlim/v1/worker/gpu/cudagraph_utils.py

B ZE B, 88K T CUDA BRI FITE A THIENMEEZE, & skip_attn S E#K
A full_cudagraph, 334 prepare_attn METTEIE, BN T 4T E B R ITRE,

# vllm/v1/worker/gpu/cudagraph_utils.py

def prepare_inputs_to_capture(
num_regs: int,
num_tokens: int,
model_state: ModelState,
input_buffers: InputBuffers,
block_tables: BlockTables,
attn_groups: list[list[AttentionGroup]],
kv_cache_config: KVCacheConfig,
full_cudagraph: bool, # &RJBA B skip_attn: bool
) -> AttentionState:
# ... 812 dummy input_batch %7 block_tables ...
input_batch = InputBatch.make_dummy(num_regs, num_tokens, input_buffers)
input_block_tables = block_tables.get_dummy_block_tables(num_regs)
# ... #93 slot mappings ...

# NOTE(woosuk): Attention metadata RMXMEARE attention X EE |

# WAL 18 attention-like ¥/E ( 40 Inkling 89 sconv, DSV4 JE4E5E )
# TR, XERIELI B HIRSHEFE block table F457k metadata.
# Fb , BAVELHMIE attention metadata, AR ZBT .

# - 3F FULL CUDA graph: & & for_capture=True, {#1& attention fo
# attention-like #AEEREE™ & T 3KAY metadata.
# - XF PIECEWISE CUDA graph: % & for_capture=False, EX :
# * attention-like FAETREREART A , FTIAEE metadata RPUTAIHEIK .
# * B attention /ERBTEES eager HUT , for_capture=False ZEH ,
# EAFELEEH (40 linear attention) To3EA prefill £ T IKE metadata.
# X BRIR attention-like #/EBIME for_capture=False HaE= & [ 3X metadata.
attn_metadata = model_state.prepare_attn(

input_batch,

CUDAGraphMode.NONE,

input_block_tables,

slot_mappings,

attn_groups,

kv_cache_config,



for_capture=full_cudagraph,

)

# ... 3R[E attn_metadata F7 slot_mappings ...
return attn_metadata, slot_mappings
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# vlim/v1/worker/gpu/spec_decode/autoregressive/cudagraph_utils.py

def create_forward_fn(desc, warmup):
# ... B2 num_tokens, num_regs ...
attn_metadata, slot_mappings = prepare_inputs_to_capture(
num_regs,
num_tokens,
model_state,
input_buffers,
block_tables,
attn_groups,
kv_cache_config,
# BREET skip_attn BI&MGERAE NE full_cudagraph £3&
full_cudagraph=desc.cg_mode == CUDAGraphMode.FULL,
)

return lambda cg_mode: forward_fn(
num_regs,
num_tokens,
attn_metadata,
slot_mappings,
num_tokens_across_dp,
cg_mode,

)
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