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THRERE, TETFZIEBRESL " St RER A " &%,
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PR body ##BA B #: "This PR introduces request-level preemption tracking by adding a
new vlim:request_num_preemptions histogram metric... providing better visibility into
system performance and capacity limits under load." {fEZ & review H#—38F: WA
vlim:num_preemptions RET T A / SIEEE@HR SEHRE, TEEE " S/MERER S
TILR, REEFELEKLETOERLE ", EFEBERSHARE (8EFEKR 1R 5F=F
thrashing (#i1&XK 5-10+ k) , #5BHK per-request IEM1EA (
vlim:request_prompt_tokens. vlim:request_queue_time_seconds %) RF—HK,
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1. FIERITE: vlim/vl/metrics/stats.py F RequestStateStats 3% num_preemptions &
B%; update_from_events £ EngineCoreEventType.PREEMPTED 4% N [ BHUT
self.num_preempted_regs += 1 5 req_stats.num_preemptions += 1, EAWNASZHR
, AMENRE SR,

2. 5 RIEBAEE: FinishedRequestStats FERZ FE, update_from_finished_request ¥
req_stats.num_preemptions B A\ finished 123F, MEERZEZEA finished_requests BA
Ho

3. FEARENX S £k vlim/vl/metrics/loggers.py & histogram A9 73
vlim:request_num_preemptions, buckets A [1, 2, 3, 4, 5, 10, 20], &R & 0 LUHE
Ray Exporter Xt histogram 347 AEREXK; record() A finished_requests Bxt
ZE 7 B observe,

4. MERBLE: tests/entrypoints/serve/instrumentator/test_metrics.py &
_get_expected_values 30 count Bi &, FH#E EXPECTED_METRICS #%42
_sum/_bucket/_count =NAF|WELEMRE,



5. BX#F: prefill 5§ decode MrEx#9#e S RITE|IF—H#KE, FHIRRAITEIL LXK, F
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« vlim/v1/metrics/loggers.py (#3& FEArK&E; KF source; A core-logic; 5
Logger.init, Logger.record, histogram_request_num_preemptions) : X LRI EH
Bigtr, BRAFTAME O; BOKENE histogram SEMS finished_requests fEEFRF Y
observe,

« vliim/v1/metrics/stats.py (B3R FeFrZEit; 25 source; R core-logic; &5
RequestStateStats, FinishedRequestStats, update_from_events,
update_from_finished_request) : IBHIERKIC Gt EA9EkIEXRIR: £ PREEMPTED &
AR, FAEIERERIEEY FinishedRequestStats,

. tests/entrypoints/serve/instrumentator/test_metrics.py (13t 38FrMIR; L5 test; 3£
Al test-coverage; &5 _get expected_values, EXPECTED _METRICS) : &£ &RMRAZL
FTIEAREY count BT 5 series BAEMRE, FriEFFEAABOR M IRR .

X5 Logger.init, Logger.record, update_from_events,
update_from_finished_request
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vlim/v1/metrics/loggers.py

F X ERIE T EIEAR, BRSNS O; &K histogram S-S
finished_requests fE¥RH # observe,

# vlim/v1/metrics/loggers.py —— ¥ __init__ FZCEAE
histogram_request_num_preemptions = self._histogram_cls(
name="vllm:request_num_preemptions",
documentation="Histogram of the number of times a request was preempted.",
# Z2IEFE 0: Ray XFrA& histogram 3 RE KN IE$K
buckets=[1, 2, 3, 4, 5, 10, 20],
labelnames=labelnames,
)
# % engine #EBE, 5BLA per-request FEAMRF—K
self.histogram_request_num_preemptions = create_metric_per_engine(
histogram_request_num_preemptions, per_engine_labelvalues

# 1 record() B finished_requests f&¥f+ iR
for finished_request in iteration_stats.finished_requests:
# HA per-request 384T observe 51b35|, Wit R BIRETIEAT
self.histogram_request_num_preemptions[engine_idx].observe(
finished_request.num_preemptions

)

vlim/v1/metrics/stats.py
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FinishedRequestStats,

# vlim/v1/metrics/stats.py —— EREKIL 1T KA WE HE
@dataclass
class RequestStateStats:
"B delta B HITIFLIRIRAVE KRS, "
num_generation_tokens: int = 0
# #¥%: PREEMPTED 43Rz 89&1E KOREK
num_preemptions: int = 0

# HARE BT BRRE

def update_from_events(self, req_id, events, is_prefilling, req_stats, lora_states, lora_name):
# 5FAKITRERAR—FHR, BERFEMFOZ—IK
for event in events:
if event.type == EngineCoreEventType.PREEMPTED:
self.num_preempted_reqgs += 1 # BA ¥ AR EEK
req_stats.num_preemptions += 1 # #FIEIFKRFZITEK
lora_states.request_waiting(reqg_id, lora_name)

def update_from_finished_request(self, finish_reason, request_id, num_prompt_tokens, max_
tokens_param, req_stats, num_cached tokens—O)'
# ERERER IO HRBE AN~ B4, #I84RE observe
finished_req = FinishedRequestStats(
finish_reason=finish_reason,
request_id=request_id,
num_prompt_tokens=num_prompt_tokens,
num_preemptions=req_stats.num_preemptions,
# ERFRER
)
self.finished_requests.append(finished_req)
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TR E %S histograam RIS EMERIF: mgoin Bk "Why do we need a histogram for
this? It doesn't make sense to me beyond reporting the number from the last tick". £
# linamy85 EN3X 2 per-request lifecycle f8tr, FEIERERITIEE, EHFBERERLSEEE
TR 5, EE%EP%E—‘/J\%‘KJ:—F)\@%?J: (##h 5-10+ JRM thrashing) ; HFHSE
IMA vlim:request_* per-request $8+r2eM—2, L5 simon-mo #EEH ., BA—RKIT
BIEARK 525335b F: ¥ bucket NEE O Eﬁ(?ﬂ*é’.\ 0, EA Ray metrics TREX
histogram @ #FAIE (> 0) ,

« histogram iEX 5 % &M (design): {EEEEE simon-mo #EESIF; BEIRK 525335b
HIEIE bucket 7& 0 KR Ray HEMRAREK,
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2. FERBZMLAR: histogram bucket ARIFEL, BEY R bucket REREE)T; %4
REMEERR 525335b FEE, EREMRAFEAMZ,

3.MRABEAM: ERMIRREE series FES count 18K, KRE Cl FHEELIB LG
BRI E oM E, EEBENIIMA simulate_preemption.py FLTIAE (WP 4 ERt
5K%#d) .

4. BV XFLEF: PR REZD EFH metrics AR, BEAREBTEMITTEMEX -
B PUSEEETE vi EBARE: #—A Prometheus B A B8R, SEREMM—K
B E Aot REF—IK observe, MEEFH AR, RFKIRE. XF. KV cache F4
W82, XEBEM, ZIEARE A TUE KV cache EATHE ELHS thrashing &
E, HBMEEANSEERE, MEKMES, XEFREENMEANX —H 1, BEEHTE
AR RERBRFNGES bucket ERAR, BARYWEEEMN. THRIAMEETE, - AR
FRIT: 10 EITHIKE PREEMPTED E4REE M , Ray 3K histogram L FAIE , MK
IXETE count REBEZEZIL LM , D Metrics XA4EHT
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