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def vlim_attention_forward(
module: 'torch.nn.Module',
query: 'torch.Tensor',
key: 'torch.Tensor’,



value: 'torch.Tensor',

attention_mask: 'torch.Tensor’,

scaling: float | None = None,

attention_instances: dict[int, 'Attention'] | None = None,
**kwargs,

self_attn = attention_instances[module.layer_idx]
if scaling is not None:
self_attn.impl.scale = float(scaling)
hidden = query.shape[-2]
head_dim_gk = query.shape[-1]
head_dim_v = value.shape[-1]
# MLA %% value kR ERHE
query, key, value = (x.transpose(1, 2) for x in (query, key, value))
query, key, value = (x.reshape(hidden, -1) for x in (query, key, value))
if head_dim_v != head_dim_gk:
value = F.pad(value.view(-1, head_dim_v), (0, head_dim_gk - head_dim_v))
value = value.reshape(hidden, -1)
attn_output = self_attn.forward(query, key, value)
if head_dim_v != head_dim_gk:
attn_output = attn_output.view(-1, head_dim_gk)[..., :head_dim_v]
attn_output = attn_output.reshape(hidden, -1)
return attn_output, None
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