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. SRR RMSNorm SIRECE  (tests/kernels/core/test fused quant_layernorm.py) :
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2. FEBRFEB FP8 iR (tests/kernels/core/test vit fp8 scaling.py) :

« 78I pytestmark = pytest.mark.skipif, FERRIMBIMEZ— Bk FLHE FlashInfer
cuDNN FP8 R B A X FFRMIR, BREXRESA context manager WER4 X Bk
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3. CI #4TE#EFA (buildkite/test-amd.yaml) :
« J% Kernels Core Operation Test B9FATEM 2 1A 2| 3, FARM0 —-shard-id 4/ 5,
« J% Transformers Nightly Models (Processing) B934TEM 4 1A F| 8,
+ A Kernels Core Operation Test /&7 %N, 7 Buildkite # B~ F F 5.
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. tests/kernels/core/test_vit_fp8_scaling.py (FE3k WAZMR,; FEF| test; KA
test-coverage) : FINMERE skipif, BRELRZ ZIFHNFE LHIT FP8 BHMIR, BT
BXHPMIRIELT

+ .buildkite/test-amd.yaml (3t CI BLE; 357 config; A& configuration) : EE CI 3
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# tests/kernels/core/test_fused_quant_layernorm.py

def _is_valid_config(
hidden_size: int,
has_scale_ub: bool,
quant_dtype: torch.dtype,
group_size: list[int] | None,
tma_alignment: int,
) -> bool:
# FaE R/INFBERE group A/INEEFRET TSR
if group_size is not None and hidden_size % group_size[1] != 0:
return False
# group EXAR X scale_ub
if group_size is not None and has_scale_ub:
return False
# TMA alignment R X 3F groupwise FP8
if (group_size is None or quant_dtype != current_platform.fp8_dtype()) and tma_alignment =
0:
return False
# % TMA alignment F3%in padding BFBkE (RekZ#3ERE)
if group_size is not None and tma_alignment != 0 and hidden_size // group_size[1] % tma_
alignment == 0:
return False
# scale_ub R FP8 HE X
return not (has_scale_ub and quant_dtype != current_platform.fp8_dtype())

def _config_id(
num_tokens: int,
hidden_size: int,
has_scale_ub: bool,
quant_dtype: torch.dtype,
group_size: list[int] | None,
tma_alignment: int,



) -> str:
quant = str(quant_dtype).removeprefix("torch.")
group = "per-token" if group_size is None else f'group-{group_size[1]}"
return (
f"{num_tokens}x{hidden_size}-{quant}-{group}-"
f"tma-{tma_alignment}-scale-ub-{has_scale_ub}"

# EREMETIR, BeSANABIRAA pytest.skip fii&X 2/ teardown
RMS_NORM_CONFIGS = |
pytest.param(
num_tokens, hidden_size, has_scale_ub, quant_dtype, group_size, tma_alignment,
id=_config_id(num_tokens, hidden_size, has_scale_ub, quant_dtype, group_size, tma_
alignment),

)
for (num_tokens, hidden_size), has_scale_ub, quant_dtype, (group_size, tma_alignment)
in itertools.product(

NUM_TOKENS_HIDDEN_SIZES, SCALE_UBS, QUANT_DTYPES,

[(None, 0), *itertools.product(GROUP_SIZES, TMA_ALIGNMENTS)],

)

if _is_valid_config(hidden_size, has_scale_ub, quant_dtype, group_size, tma_alignment)

]
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# tests/kernels/core/test_vit_fp8_scaling.py

# BIREARE: # FlashInfer cuDNN FP8 HUE R T & AR Z X #HF N Bkt A4
pytestmark = pytest.mark.skipif(

not is_flashinfer_cudnn_fp8_prefill_attn_supported(),

reason="Flashlnfer cuDNN FP8 prefill attention not supported",

)
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