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@ir.ops.rms_norm.register_impl(
"vilm_c", supports_args=rms_no_var_size, supported=CUDA_ALIKE
)
def rms_norm(
x: Tensor, weight: Tensor | None, epsilon: float, variance_size: int | None = None
) -> Tensor:
assert variance_size is None
# ROCm's vLLM C RMSNorm kernel operates on contiguous 2D tensors.
# Higher-rank callers still normalize over the last dimension, so flatten
# all leading dims. reshape handles strided views from g/k/v splits.
if IS_ ROCM and (x.dim() > 2 or not x.is_contiguous()):
original_shape = x.shape
x = x.reshape(-1, original_shapel[-1])
# &2 H/: output = torch.empty_like(x) &% 8 transposed input B strides
#1E&8 5. #EMA torch.empty ERNIEE shape, Fafk output E4LE
output = torch.empty(x.shape, device=x.device, dtype=x.dtype)
torch.ops._C.rms_norm(output, x, weight, epsilon)
return output.reshape(original_shape)

output = torch.empty(x.shape, device=x.device, dtype=x.dtype)
torch.ops._C.rms_norm(output, x, weight, epsilon)
return output

tests/kernels/ir/test_layernorm.py
FENINIR, BEHERMATR,

# tests/kernels/ir/test_layernorm.py ( #3EM=, )

@pytest.mark.skipif(

not current_platform.is_rocm(),

reason="ROCm vlim_c RMSNorm needs a contiguous output for strided inputs",
)
def test_vllm_c_rms_norm_accepts_transposed_input():

impl = ir.ops.rms_norm.impls["vlim_c"]

if not impl.supported:

pytest.skip("vlim_c impl not supported on this platform")

# M3 — LM VibeVoice B9 EHA (1, 320, 120) -> transpose(1,2) -> (1, 120, 320)
x = torch.randn(

1, 320, 120, dtype=torch.float16, device=current_platform.device_type
).transpose(1, 2)
# FIAREHEN stride 7 A 1 (FRiEL)
assert x.reshape(-1, x.shape[-1]).stride(-1) 1= 1
weight = torch.randn(320, dtype=torch.float16, device=current_platform.device_type)
epsilon = 1e-5

output = impl.impl_fn(x, weight, epsilon)
ref_output = rms_norm_native(x, weight, epsilon)

assert output.shape == x.shape



assert_close(ir.ops.rms_norm, output, ref_output)
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