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PATHRE

« —AE EAEMN amax B TP V34, RIEREELERIP—K

- BEIME: EEREE. SMDDREALEEENE: (1) _is_tp_sharded A "amax 13414
vs REMA% " WREHEREEEE(E, BEMIIFAT per-channel. EP SRR
HEMCTIR collective; (2) MoE \INAEHEE A EP #HRRAMmIEINZH, EEHRS DP x
PCP x TP BFHN 0™ R; (3) MIRA stub #24A + fake all-reduce TEHBFE P IIE
5FBX, HEWIE 5t fake REAI, FETH B H oA R TAEIPONR,

THRES B

PR body BA#AFE & [8]#L: "Online weight quantization currently derives scales from
rank-local shards. Consequently, tensor-parallel packing can use a different recipe
from unsharded or expert-parallel packing of the same BF16 checkpoint." &&& ANRA
MESRR (aoshen02 By 2f89363) #—FEF T 50HL: "The result is self-consistent
but not reproducible across topologies, which breaks eval comparisons, bisection, and
RL rollouts where the trainer holds BF16 or a different sharding." BRRIEIAR R B4, M
Z R — checkpoint EAR R HATHRIN T AT EIN, EEFMRLIILRES BF16 REZ 880478,

1. EXAE amax S HFATE (quant_utils.py, TEAR) : FH¥ weight_amax (A
torch.aminmax —R¥EA EIBTER lo / hi, BXZFEREMEE maximum, BRALENE
M4k abs() HIEIGKE) . amax_for tp_weight_quant (dense ARRE&E
get_tp_group().device group Ef ReduceOp.MAX all-reduce, {XFE is_sharded BtH4T)
. amax_for_moe_weight_quant (3& expert amax fE get_ep_group().device_group Y3
29, moe_tp_size == 1 Bl EP R EBkY) , 3% EP ArUKIERZ: MoE %X EP B3KEY]
24 DP x PCP x TP ¥, span 6% T EP #E24A,

2. FP8 &k EMLEE (fp8.py, F &3, +79/-19) : ¥3¥¢ fp8 max. _fp8 scale.
_fp8_channel_scale. _fp8_quant_per_channel. _is_tp_sharded &/ helper, TEA
process_weights_after loading AB#RKA " £E amax — REVAAN — BHAEE scale
E1t ": (a) per-tensor linear XA amax 2 amax_for_tp_weight_quant V344, 47/ 3|
HATEREZE: (b) per-channel linear A _is_tp_sharded(layer,
reduces_output_dim=False) HIZ, F|H4THH B per-channel 134 % (MAE) FETIo



, "[%3B{E; (c) per-tensor MoE XX expert amax VA JEHE scale; (d) PTPC MoE 8
w2 2R per-channel amax V34 + fp8_quant_per _channel B, wi13 REFREDSE
B2, TMAEF E fp8 max A 0 4 tensor EREVURFERRIEIEX (R Python
float &# PyTorch FEEZAFEEIER) , _fp8_quant_per_channel #%
_QUANT_CHUNK_ELEMS = 16M T&L R, REl fp32 FiE{EE(EL 64 MB,

3. NVFP4 5 INT8 MoE RZFZ X5 (nvfp4.py. int8.py) :
_quantize_moe_weight_to_nvfp4 3&i0 moe_tp_size: int = 1 &%%, per-expert global
scale %2 amax_for_moe_weight_quant JAAEEE5 FLOAT4 E2M1_MAX *
FLOAT8_E4M3_MAX / amax T8 ; INT8 # w2 per-row scale BRAEEAARE w2_amax
= weight_amax(layer.w2_weight, dim=-1) RV34/G3& expert A (w2 B amax FA %
EZ TP Y144) , wi13 FRIEFALRE A MARIFE expert JREBHE, TP=1 BHAKERLK
EHSRIEATE K.

4. MERBELE (tests/quantization/test_online.py, +179) : ¥3¥¢ patch _max_reduce #& (
stub ##24H + & all_reduce Wi s ReduceOp.MAX 5 group, BIERLSAEREEHH
full_amax E#l# tensor, SMTELZLFIFALR) , MUK _quantize_linear,
_quantize_moe ANSELZILTERZI, =4 parity MiRL 5B % dense per-tensor /
per-channel (&FWMEN04) . MoE per-tensor / per-channel / NVFP4 w2 4. INTS
w2 Y14, WS ENRES scale BT EMEE,; HF test_is_tp_sharded_false_when_
scale_is_already_global Eft " TEBEE " BI¥|E1E X, PR body A TTE XK Ksh, T
schema / T RBEETE,

R

« vllm/model_executor/layers/quantization/utils/quant_utils.py (i 24T E; K5
source; £ data-contract; &5 weight_amax, amax_for_tp_weight_quant,
amax_for_moe_weight_quant) : ARXTEE, #3¥ weight_amax.
amax_for_tp_weight_quant. amax_for_moe_weight_quant = N&#k, BE2WLEXRELEK
ZHFAAND; EP AE RS is_sharded BkidiE XHREX B ZE X,

« vlim/model_executor/layers/quantization/online/fp8.py (1R L& E: FEF| source;
A data-contract; &5 _fp8 _max, fp8 scale, fp8 channel_scale,
_fp8_quant_per_channel) : £&3% (+79/-19) , #3¥ fp8 _max/ _fp8_scale /
_fp8_channel_scale / _fp8_quant_per_channel / _is_tp_sharded, @A™
process_weights_after_loading AO@EER " H amax, FEFFL. BEWL ",

- tests/quantization/test_online.py (13 E/AMIRK; K5 test; KA test-coverage; FF
_patch_max_reduce, fake_all_reduce, test_is_tp_sharded_false_when_scale_is_alread
y_global, _quantize_linear) : MREE (+179) , ¥ fake all-reduce H5=ANEHH
parity MR, FABEBHELIIEL FIFLIEX, A PR EFMEICIEAZOIEDR,

« vlim/model_executor/layers/quantization/online/nvfp4.py (#3k & EAL; 2B source
; A data-contract; 5 _quantize_moe_weight_to_nvfp4) : NVFP4 MoE £t A0
Eeki&E: quantize_moe_weight_to_nvfp4 3&h0 moe_tp_size 5%k, per-expert global
scale &4 EP AIFABS 54T 8,

« vllm/model_executor/layers/quantization/online/int8.py (#ik EL&EAL; 35| source;
E R data-contract; 5 Int8OnlineMoEMethod._quantize_weights) : INT8 MoE w2



B per-row scale BRAEIR amax + VFAFER, 1£E w2 FE4EW TP 208 scale F—
BEEE; w13 RFA% R RIFREE,

KBS weight_amax, amax_for_tp_weight_quant, amax_for_moe_weight_quant,
_is_tp_sharded, _fp8_max, _fp8_scale, _fp&8_channel_scale, _fp8_quant_per_channel,
_quantize_moe_weight_to_nvfp4, Int80OnlineMoEMethod._quantize_weights

RPERRD B

vlim/model_executor/layers/quantization/utils/quant_utils.py

ANETEE, ¥ weight_amax. amax_for_tp_weight_quant.
amax_for_moe_weight_quant =Rk, E2IELAEMBRNALAD; EP HEAS
is_sharded Bkt i3 X EEXE E X,

# quant_utils.py: ELREMNEAN scale #EFTH

# W BE: R—1 BF16 checkpoint AR R FATHRIN F MBI LY B2 —KHN
# R, FNWEES scale Z 8, 1B amax (EXHMERAME) EXNITLHHERNM
# MAX all-reduce, BERAEREEERLEHEE,

from vlim.distributed.parallel_state import get_ep_group, get_tp_group

def weight_amax(
weight: torch.Tensor, *, dim: int | None = None, keepdim: bool = False
) -> torch.Tensor:

"' E max(lweightl), BEFR#Mt2R T8 abs() FEKE,

torch.aminmax —X¥# A E AR R/IMES HAE, BLRREEE
maximum, W& & RZET weight.abs().amax(), EEMBHEMERIRE,
lo, hi = weight.aminmax(dim=dim, keepdim=keepdim)

return torch.maximum(lo.abs(), hi.abs())

def amax_for_tp_weight_quant(amax: torch.Tensor, is_sharded: bool) -> torch.Tensor:
" UARERASIE amox FAREER TP Y108, & TP AR MAX
all-reduce, BN HEFHE scale 5ERE—HK,

is_sharded B fp8.py By _is_tp_sharded ¥|E: {TIH/THIHANLE. F|HITH
MH%, & amax RVIFAMALE (4 per-channel) , FHITHRARE R0 H
M, LHRAR,
if is_sharded:
torch.distributed.all_reduce(
amax,
op=torch.distributed.ReduceOp.MAX,
group=get_tp_group().device_group,
)

return amax



def amax_for_moe_weight_quant(amax: torch.Tensor, moe_tp_size: int) -> torch.Tensor:
"IK expert B amax FE MoE KEVIHHNM MAX all-reduce,

MoE #REFE EP *ii#% DP x PCP x TP B4, span 18475 F EP #42
8, AWE A get_ep_group(); EP AT moe_tp_size == 1, &/ rank
HA RE expert, BRE(E,
if moe_tp_size > 1:
torch.distributed.all_reduce(
amax,
op=torch.distributed.ReduceOp.MAX,
group=get_ep_group().device_group,
)

return amax

vliim/model_executor/layers/quantization/online/fp8.py

T8 (+79/-19) , ¥ fp8_max / _fp8_scale / _fp8_channel_scale /
_fp8_quant_per_channel / _is_tp_sharded, WA process_weights_after_loading A0 &3k
BIER " HHE amax. ®EVFL. BEWL ",

# fp8.py: T4k FP8 E1LHY scale S HBI R EK
# KA scale B2 amax #S; Efb kernel BIRIEIEX (ERIE vs &
# BB BIEERER], TUSE LR BT~ ER—BEE N

def fp8_max(device: torch.device) -> torch.Tensor:
# F 0 4 tensor M3k Python float 7EFR%K: float %S PyTorch
# FRRAFEE, 5 kernel RHEMEESEALEFR—3,

return torch.tensor(get_fp8_min_max()[1], device=device, dtype=torch.float32)

def fp8_scale(amax: torch.Tensor) -> torch.Tensor:
""amax / fp&_max, BF per-tensor / per-expert 8 scale,
amax = amax.to(torch.float32)

return amax / _fp8_max(amax.device)

def fp8_channel_scale(amax: torch.Tensor) -> torch.Tensor:
"""per-channel scale 3840 FfR4F, RN amax FERE / T, "
fp8_max = _fp8_max(amax.device)
return _fp8_scale(amax).clamp_min(1.0 / (fp8_max * 512))

def _is_tp_sharded(layer: Module, *, reduces_output_dim: bool = True) -> bool:

" E R TR amax A KRB TP V14

ITHATEIANLE, F\FHTEIME 4, per-output-channel B scale R34
Mg, FTUFHFHITEARE BS KA EM, reduces_output_dim=False B
IRE False, Ak TIBERY collective,



if layer.tp_size ==

return False
is_row_parallel = layer.input_size != layer.input_size_per_partition
is_column_parallel = layer.output_size !|= layer.output_size_per_partition
return is_row_parallel or (reduces_output_dim and is_column_parallel)

def fp8_quant_per_channel(weight: torch.Tensor, scale: torch.Tensor) -> torch.Tensor:
"% channel MEMIEEN, FHRPUTAIES| fp32 P EMEE(ELY 64 MB, "
fp8_min, fp&_max = get_fp8&_min_max()
out = torch.empty_like(weight, dtype=current_platform.fp8_dtype())
chunk_rows = max(1, _QUANT_CHUNK_ELEMS // weight.shape[-1])
for start in range(0, weight.shape[0], chunk_rows):
rows = slice(start, start + chunk_rows)
out[rows] = (weight[rows] / scale[rows]).clamp_(fp8_min, fp8_max).to(out.dtype)
return out

tests/quantization/test_online.py

MIREEE (+179) , #F3E fake all-reduce S5 =B K parity MR, AEBEIIEL R
NIEX, ZA PR IEFAMISIEAZ I,
# test_online.py: FAMMEA + 1R all_reduce A H #HE B TNRIZAL)ILE X

# AR helper BAARBKESNG, MR T SMERMES|E FEREXNLE,
# BN quant_utils.get_tp_group / get_ep_group, fA=Z vlim.distributed.parallel_state,

def patch_max_reduce(monkeypatch, full_amax) -> None:
"B MAX all-reduce: BiE op A ReduceOp.MAX. group AFREAMERT £,
REIEELSAREZE LM full_amax B &K IIANE tensor — EMT S
rank FEEH MAX JFA B HRALE,
expected = cast(ProcessGroup, object())
stub = SimpleNamespace(device_group=expected)
monkeypatch.setattr(quant_utils, "get_tp_group", lambda: stub)
monkeypatch.setattr(quant_utils, "get_ep_group", lambda: stub)

def fake_all_reduce(tensor, op, group):
assert op == torch.distributed.ReduceOp.MAX
assert group is expected
tensor.copy_(full_amax)

monkeypatch.setattr(torch.distributed, "all_reduce", fake_all_reduce)

e
¥ review WIREFENRENEES AN, RAEFEERIPEERN:

« IsotrOpy 7 quant_utils.py 89 diff E3ELFRIFIL: "Can we move this to top-level
import?" 5 "ditto.", #XEA amax helper RFARA K from
vlim.distributed.parallel_state import get_tp_group BERE Ao



+ aoshen02 ZE# XX 0a0352b K HERAAEREZ A, FHHA: viim/distributed TRAE
TR E N quant_utils, REEMEIMRENAFE; REHEMRA monkeypatch BARA
vlim.distributed.parallel_state.get_tp_group BX A quant_utils.get_tp_group——RE A&
BREENE, T RAITELFEREERNAE,

- IsotrOpy x4 APPROVED ('LGTM, leave a nit") ., B—MESFEITILERE fork th
YE: aoshen02 L% PR EE A "Make online weight scales TP-invariant (rewrite of
#49764)" BN fork PR #7 / #8 EE, RASGANREAHEES + FARAFN fork X
FI o

. quant_utils REREKEFEANIEFA NIEIRE (style): aoshen02 IR 000352b HIRFA NIE
REFA, W viim/distributed TR FEKI quant_utils. REEF/FFA; FEIENIR A
monkeypatch B#ArAM vlim.distributed.parallel_state.get_tp_group XA
quant_utils.get_tp_group, RIEANT RERZ FEFREERAMNE, [sotrOpy Fa)E
APPROVED,

« PR B aoshen02 EEH# 2R fork PR E4& (other): B2k fork PR (#7. #8) ¥#% Slrol &
¥, head RASA aoshen02 ERWESIRA; FEZHZH CI (Buildkite #82582 /
#82661 / #82672 /| #82684) 5 pre-commit &£,

R 5 B
o NS

1. AR NVTLHFERNXFE: amax_for_tp_weight_quant / amax_for_moe_weight_quant 7
process_weights_after_loading F & #2 all-reduce, ZBI2EFA rank FTHIT; &
HRRARMBN (WIEREEHARMBER) LR THRIPSBRIELTF (MoE KEY
4 span AET EP 4H) , TREHIERNEEIRITA, HRIEMMERE " XF EP B
MoE 5KE¥]%#% DP x PCP x TP B¥, 6% T EP #HEA " X—Alik.

2. ELEHBBUETE: TP > 1 R TAELEN" HWITERES scale 5EARIARE (
BIFHELRFHKE) , E— checkpoint BIERKREIHE benchmark ZESTH, TERAF
BRI R,

3. INT8 w2 scale BR2EH): Int8OnlineMoEMethod._quantize_weights F w2 A&
expert fEFRRITE scale BRAEKIR amax + JFAEEH, TP=1 HIELRE, BET/T
AR RDEN, BNXAE fake 1 TAEE, BRDELSF parity MR,

4. MERE: (RN INEREA— R MEE (dense HEA scalar, MoE A per-expert [&) , &
BAZTHM; _fp8_quant_per_channel 4338 fp32 FE{HIE(EIFHEA 64 MB, £E
BERRE, - 2m: AFPM: ERELKEN (0 fp8_per_tensor. fp8_per_block.
nvfp4_per_token) B TP > 1 MRS, MBEMNRERESTN, BEERI—HKEEE
#H; EP AP #EARTELHUMNAGETH. AN KeheREFERT ML HNRE
%38 (process_weights_after_loading) , A3 serving B2, #HIEHRE5FLTL
m, EM: A " B— checkpoint BHRINTEIEMN "BITAKTE (
quant_utils PRI=NREK) SEJRRAEMZ FIFAHMIRTER, RL rollout. eval Xt
tb. bisection R E#EZ %, EEFMEELAEMRATEEEAXEPAANE. - AR
PRiE: SIADAR collective, EMARELHETAZTE |, (KH EP AmIMRIEZ , EoMR
A fake V34



KERAK L

« PR #49601 [Weight processing] Copy over new_data attributes in replace_parameter:
FBAREME / EEEE: A PR & FP8 / NVFP4 / INT8 AL EMLKBEZKNEMEA
replace_parameter B ESH, 49601 IERA replace_parameter ¥MF new_data J&
HENFFEENEHREEITIR, MEHRAMREXRENRE B EMRE,

« PR #47106 [Kernel] Support Nvfp4 Cutedsl Moe Swiglu-oai and Relu2(non-gated)
Activation: NVFP4 MoE bR —3heEsk: 47106 ¥ & Flashinfer CuteDSL NVFP4
MoE BI¥UE 53TE X #, A PR BKFA— MoE REITRAD
_quantize_moe_weight_to_nvfp4 8 scale #SFS6E, —FHELR NVFP4 MoE REHRF
5 & ERM,



