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viim/v1/attention/ops/rocm_aiter_mla_sparse.py
BME £ & AITER 2% G RIN—4T sanitize, BiiE NaN/Inf (£3&3| top-k 8.

def rocm_fp8_paged_maqa_logits(
q_fp8: torch.Tensor,
kv_cache_fp8: torch.Tensor,
weights: torch.Tensor,
context_lens: torch.Tensor,
block_tables: torch.Tensor,
max_sed_len: int,

) -> torch.Tensor:

# ... AR AITER A ...

deepgemm_fp8_paged_maqa_logits(
a_fp8, kv_cache_fp8, weights, out_logits,
context_lens, block_tables, max_seq_len,
KVCacheDtype="fp8", WavePerEU=2

)

# 5 NaN/Inf B ARRRK/AME, RIE top-k HEF A=A KREXITA

out_logits.nan_to_num_(float("-inf"))

return out_logits

tests/kernels/attention/test_rocm_triton_attn_dsv4.py

FIEEYIMNR, ZIE sanitize FBIEAE monkeypatch L AITER i NaN BHAARK,

@torch.inference_mode()

def test_paged_maqa_logits_do_not_contain_nan(monkeypatch) -> None:
# SABNIR IR
from vlim._aiter_ops import rocm_aiter_ops
from vlim.v1.attention.ops import rocm_aiter_mla_sparse as mod

device = torch.device("cuda")

class FakeWorkspaceManager:
def get_simultaneous(self, *shapes_and_dtypes):
return [torch.empty(s, dtype=d, device=device) for s, d in shapes_and_dtypes]

def fake_paged_maqa_logits(
a_fp8, kv_cache_fp8, weights, out_logits, context_lens,
block_tables, max_seq_len, **kwargs

# REESE, BEEKHMEREAN NaN, &Pl AITER &

del (g_fp8, kv_cache_fp8, weights, context_lens, block_tables,
max_seq_len, kwargs)

out_logits.fill_(float("nan"))

# R gfx950 FGEFH Bk AITER LI
monkeypatch.setattr(mod, "_ON_GFX942", False)
monkeypatch.setattr(mod, "_ON_GFX350", True)



monkeypatch.setattr(rocm_aiter_ops, "is_enabled", lambda: True)
monkeypatch.setattr(

mod, "paged_mga_logits_module",

lambda: SimpleNamespace(deepgemm_fp8 paged_maqa_logits=fake_paged_mqga_logits)
)

monkeypatch.setattr(
mod, "current_workspace_manager", lambda: FakeWorkspaceManager()

)

# R A AR R 2K

logits = mod.rocm_fp8_paged_mqa_logits(
torch.empty((1, 1, 1, 1), dtype=torch.uint8, device=device),
torch.empty((1, 1, 1, 5), dtype=torch.uint8, device=device),
torch.empty((1, 1), dtype=torch.float32, device=device),
torch.ones(1, dtype=torch.int32, device=device),
torch.zeros((1, 1), dtype=torch.int32, device=device),
torch.empty(0, dtype=torch.int32, device=device),
1,

)

# W s sanitize EAFAE NaN
assert not torch.isnan(logits).any()
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