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PATHE

o —ANE: FERBHRMHE RIS FIES B ER, SHMREE REL

- EME: EEFE, AHEESRT v AESR. KV connector 5 RFRENITRIR, ZIX
EREZL: () BRAMBRNMNES ERA AN BFIKE TR B H BTUK SR,
_request_blocks_can_be_freed(), ERRBEASHEBERELX; (2) break HWHKFEFT
A mutation (FAZIMIFR. budget EIR. R&EFR. &80 /1, XRTHEL” L8|
YER BIX 8, WRESMEAEEEMS S A T UBRIER; (3) MR EIT—A—RMRE
SEN + Z3b FCFS/PRIORITY £ M= Rik#H — T &5 M= #H — REL S RHM
Bk, A PRIORITY # failed_call=2 &% #49206 By victim_index < req_index, [@E
BEE BRNEZH stop-and-wait RETS KKK RFC, REERZZNENRRTEE Y
138 A M RE LA

Th RES EAL

issue #49674 BX—FALA Tscheduler progress/control-flow defect] , fih& &A mE@A

. max_concurrent_batches > 1. B2E T consumer & KV connector (&J/&4% CPU KV
offload) . TATHFIERM allocate_slots() kMK, BFEBEEB R victim #E last_sched_seq
> processed_step_seq. WA X6 HEREEL B K2 N block ] BIFRSBRIRAFRKAL:
BERREET, #EHE— block ZBRTH, —RABEXKKIEE running FAF|EIKE| LA
victim, issue EAMAE K Hx/INkEh 2 [Check the existing policy-selected victim before
running-queue removal, budget rollback, or request-status mutation] , [EBH{RE
#45357 5| N#Y deferred-free oMtz #49206 B PRIORITY SBMEIE, FAELRBIK
KA RIFENME, PR body wiIAHIEEIR: AL FCFS/PRIORITY 8 victim #&#FHEE, K
432 shared reference = connector pin &R HE M BILEERE,

SRR

1. THEZFER, F— 86T LBEIEUKHIE X . 7 vlim/v1/core/sched/scheduler.py #¥
_request_blocks_can_be_freed(request), IBRARNELE _free_request_blocks() FHIZ
 not self.defer_block_free or request.last_sched_seq <= self.processed_step_seq 1%
EX AN B —iFiE, it free request blocks() KA AA T, XEBKRESTEEWLR R A —
SEEX, HBEHBARERBRKEAEFS BRNH EEHE,

2. & victim mFHEAEBEM. EEE": schedule() BEZfTHERNLDEERT,
PRIORITY 13 max(key=(priority, arrival_time)) 3% victim, B&RHAT del



self.running[...]; FCFS & self.running.pop() B& A R self.running[-1]. FETEA
ifnot self. request_blocks_can_be freed(preempted_req): break, #EF4itE 3R B AR
SEEIR, FMRASITTE. REIR token/budget MHE. RKIEFRRAS. Rt AR 41T
, WARSIBARLIFE RKIKH AL SchedulerOutput,

3. (REELA RS SRS IE: REBITIO &5 X ARFFFEME —— PRIORITY 8 victim_index
= self.running.index(...). del self.running|victim_index] 5 if victim_index <
req_index: req_index -= 1 (#49206 Bf&IE) REBIMEREEIRIT; FCFS X WME
AR S A self.running.pop()o B victim fF. FCFS/PRIORITY EX5 #49206 By
TARAHARE,

4. ANFEMIR AR RS E M EYT: tests/vl/core/utils.py By create_scheduler() #73&
scheduling_policy: SchedulerPolicy = "fcfs" Z#3# %&£ 2| SchedulerConfig(policy=...)
; tests/vl/core/test_deferred_block free.py #3¢ _fail_one_allocation() (Rik%E N X
allocate_slots iR[E None, HR{FAZBEELERE) FSEMAH
test_allocation_retry_waits_for_fence_then_succeeds (FCFS kW& 1. PRIORITY %
W 2) , WiE MiERERRES L. MARRKARRAE 5 AEmE MG, #oh5
AEIRE B L 1EREIRE

5 BFSRAEMMITREBEZS I IZELST: tests/vl/core/test_async_scheduler.py B
test_kv_pressure_preempt_mid_handoff ME % kv_role ¥ B A (kv_role, defer_free) =
# (producer/False. consumer/False. consumer/True) , FRAFHEAM
scheduler.defer_block_free 3% CPU L& XA 12 (TR EELIRRKTF
FIRE K PP #IEHES batch) o

6. BAESHAM: RA schema, BEBGAA. IHBMASAAHHIEXKe; [TRL AR
FRANEN True, (FASMBHKAEL—5K, BF4 Python AESMMEBE.,

R

« vlim/v1/core/sched/scheduler.py (13 EE 2; X5 source; £ core-logic; FEF
_request_blocks_can_be_freed, free_request_blocks, schedule) : ®— YRR K X1
. #1¥E _request_blocks_can_be_freed() 1BEHELEEIR T T running BAFIZE B &
RERBAPH victim, # deferred-free M= {F B EZFILABEIR ((FFE break, &
BORAS. AERWME) ; FEEHE free request_blocks() £AR—iBE, RIEFKSH LB
X—,

. tests/v1/core/test_deferred_block_free.py ({3 A BMR; HK 7 test; HKA
test-coverage; 45 _create_deferring_scheduler, _fail_one_allocation, allocate,
test_allocation_retry_waits_for_fence_then_succeeds) : #3¢ fail_one_allocation() —
RMEDELEMOENE S SR G test_allocation_retry waits_for_fence_then_succeeds

(FCFS &M= 1/ PRIORITY &M= 2) , AES allocator 5H5L
update_from_output() JoiE M= RIESH R T &5 WMEHER S HIRE;
_create_deferring_scheduler() 3&4n scheduling_policy 2 E & AT KRB,

« tests/v1/core/test_async_scheduler.py (#r F5REMR; K5 test; ER

test-coverage; 5 test_kv_pressure_preempt_mid_handoff) :
test_kv_pressure_preempt_mid_handoff BHE % kv_role ¥ B A (kv_role, defer_free),

3 consumer + fenced free % : i victim %3 RUNNING. ¥t L, REEM



in-flight B EF TR, HFEBEEAR PR RTHITA,

« tests/v1/core/utils.py (R MR TE; K5 test; £ test-coverage; &
create_scheduler) : create_scheduler() #3% scheduling_policy: SchedulerPolicy ="
fcfs" 5 H3E(EE| SchedulerConfig(policy=...), 1 FCFS/PRIORITY = AEMEM B E
B, MM IAR AR EMEEF RS R E SRS,

KBS _request_blocks_can_be freed, free request_blocks, Scheduler.schedule,
_preempt_request, _drain_deferred_frees, _create_deferring_scheduler,
_fail_one_allocation, test_allocation_retry_waits_for_fence_then_succeeds,
test_kv_pressure_preempt_mid_handoff, create_scheduler

KPR R B
vlim/v1/core/sched/scheduler.py

E—HURBDER BN S #TIE _request_blocks_can_be_freed() 1B E L BLER T TEM
running A% B RIS E KERIE T victim, # deferred-free MttZ4{E it B 11T 1E RE F IR

({BFE break, FREORS. FERRME) ; RBFE _free_request_blocks() EHRE—IBHE, &
IERERS 1 E1EX—K,

vlim/v1/core/sched/scheduler.py S #3E8iB RS B RZRNER (ZE&MIEX LR
#45357 B9MEZ) -

def _request_blocks_can_be_freed(self, request: Request) -> bool:
# 18188 X X% block AEREAR BEILZIE %A block pool,
# XRZERBIREIER True, WEEAIFREZLMENE;
# TNRAE L EREE REREN step EEWEAIE
# (last_sched_seq <= processed_step_seq) B, A #BAZA in-flight 8 GPU 5§
# 2% 3L block £, BREESEIBEFAX—NHE, BRIEXS X,
return not self.defer_block_free or (
request.last_sched_seq <= self.processed_step_seq

def free_request_blocks(self, request: Request):
""Free the request's KV blocks, deferring the return to the block
pool when an in-flight GPU step may still write them.
if self. _request_blocks_can_be_freed(request):
# %A in-flight 5 (E:& finish BREXE) : ERARSBKER,
self.kv_cache_manager.free(request)
return
# TN LR KV EEEEK, RIEERTULZIBLLERE;
# block AMK$E# deferred_frees, % _drain_deferred_frees()
# &3 processed_step_seq #iit fence EHEIE block pools,
blocks = self.kv_cache_manager.pop_blocks_for_free(request)
if blocks:
self.deferred_frees.append((self.sched_step_seq, blocks))



SEERFTZMEE : BEXAEE—Y) mutation Z R,

# schedule(): running EXH8 KV 2B EREIR
while True:
new_blocks = self.kv_cache_manager.allocate_slots(
request,
num_new_tokens,
num_lookahead_tokens=self.num_lookahead_tokens,

if new_blocks is not None:
break # 2 BELERZH, IRIEWBARAMKLEAEIZIER

# DBLLM: BIEIATREE [EH) victim, BZIRESD running A%,
# PRIORITY B (priority, arrival_time) &1&%&;
# FCFS #JRkH self.running.pop() 2R RILEAN self.running[-1],
if self.policy == SchedulingPolicy.PRIORITY:
preempted_req = max(
self.running,
key=lambda r: (r.priority, r.arrival_time),
)
else:
preempted_req = self.running[-1]

# RBBE S WE victim B9 block B deferred-free HtAZI41{E,
# RETHAKARRIEEREMTAEE, BTEHRIRSETE,
# FABAEMFR running Jo&. EUR token/budget. BKIEFRIRA. i E1THEK
# ZAEERHABER; F update_from_output() ##t processed_step_seq
#/5, TXRRAEBRERLEL L / 2EER,
if not self._request_blocks_can_be_freed(preempted_req):
break

# UTEREBHE K. RA victim By block #SZRESL B RUREY 4 EIE &,
if self.policy == SchedulingPolicy.PRIORITY:

victim_index = self.running.index(preempted_req)

del self.running[victim_index]

# {78 #49206 BUIFIMEIE, #%/E50E REFFRBET

if victim_index < reqg_index:

reqg_index -=

else:

preempted_req = self.running.pop()
# ... (_preempt_request(). preempted_regs.append() EE4FELE)

tests/v1/core/test_deferred_block_free.py

#r¥g _fail_one_allocation() — R MR EXBUEANESES S AL

test_allocation_retry waits_for fence then succeeds (FCFS %K 1/ PRIORITY &K &
A allocator 5 E5Z update_from_output() I M kIS ES &5 Wi

EEKE"; create deferring_scheduler() ¥4 scheduling policy &5 U & PP R ES,



tests/v1/core/test_deferred block_free.py H By T N B S RMEREVIAF

def fail_one_allocation(scheduler, call_number: int):
""23k% call_number X allocate_slots 3R[E None, HEARAEZEELERE, "
real_allocate = scheduler.kv_cache_manager.allocate_slots
calls =0

def allocate(*args, **kwargs):
nonlocal calls
calls += 1
# XS F AR — KR E None (BEMLDERMK) |,
# HARARNEFLES allocator ——
# XRERT S B0R AR BT R B 2R B ST EIRORER,
# Wik MR HE RS E Z K AWM E LA ZE mock T4,
if calls == call_number:
return None
return real_allocate(*args, **kwargs)

return patch.object(
scheduler.kv_cache_manager,
"allocate_slots",
side_effect=allocate,

@pytest.mark.parametrize(
("policy", "failed_call"),
[
("fcfs", 1), # FCFS: % 1 XL BLEI%L KL, victim & running FARE
("priority", 2), # PRIORITY: % 2 k&%, #3& victim_index < req_index

)
def test_allocation_retry_waits_for_fence_then_succeeds(policy, failed_call):
scheduler = _create_deferring_scheduler(policy)
requests = create_requests(
num_requests=3,
num_tokens=NUM_PROMPT_TOKENS,
max_tokens=10,
stop_token_ids=[STOP_TOKEN_ID],
)
for request in requests:
scheduler.add_request(request)
out0 = scheduler.schedule()
out1 = scheduler.schedule() # #li& in-flight step, X deferred fence

worst, trigger, tail = requests
worst.priority, trigger.priority, tail.priority = 9, 0, 1

# M EE—: M RRIES, REEEPH victim REELBEIEIK,



# EIAOR schedule() AIEAEATIAZZ B RBET :
# 4% preempted_reqg_ids, AREIERBWAHANLRS REL R,
with _fail_one_allocation(scheduler, failed_call) as allocate:
blocked = scheduler.schedule()
assert allocate.call_count == failed_call
assert not blocked.preempted_reqg_ids
retry_trigger = requests[failed_call - 1]
assert retry_trigger.request_id not in blocked.num_scheduled_tokens

# M= EAEH B model runner 3IHREE A9 update_from_output(),
# ik processed_step_seq Fif%. deferred fence &,
for output in (outO, outl, blocked):
if output.total_num_scheduled_tokens:
scheduler.update_from_output(
output,
_make_model_runner_output(output),

# M= AEEARKIKR, LR LS5 0RAERE,

expected_victim = worst if policy == "priority" else tail

with _fail_one_allocation(scheduler, failed_call) as allocate:
resumed = scheduler.schedule()

assert allocate.call_count > failed_call
assert expected_victim.request_id in resumed.preempted_req_ids
assert retry_trigger.request_id in resumed.num_scheduled_tokens
if policy == "priority":

assert tail.request_id in resumed.num_scheduled_tokens

AT K

AR review SZEITRIEE (review_comments_count = 0) , BRERBETAE approve WA
S5EF00MEBIIEEHT L,

1. #PEEERELFHNIRE: njhill £ APPROVED K53 “@LearningMachine621 thank
you for this fix and sorry for the delay in reviewing! I made a small modification to
change the method name for clarity.”, F# A commit 5e9f8154 (“rename method,
add comment”) § 4977ccb8 (“fix") . XE& PR body #1415 1E
_should_defer_request_block free BIRfFI W40, HATEML
_request_blocks_can_be_freed kB %3P EIXORKL : EXMN BT EIERZFH RIEERN
ERERBEREI, 5§ _free_request_blocks() BIE & E—3K, ik schedule() B8
break ALK =2 IE [ B,

2AEEEDBE FEMBE ME: PRbody A ‘Scope”Non-goals” ¥ R £ 5 A R ek L M.
FEBERMHIE X, R victim EHFFRR, FHLEBEN victim 3. BERIEANET A
future-policy RFC; 3%%H deterministic red/green && (fix # 15 passed; pinned
base + XM 2 failed / 13 passed) 5 allocator AAXREFTEL (FCFS 3 — 1,
PRIORITY 4 — 2)



3. BHRPBESL: mergify HLEBEALIRFZE (“This pull request has merge conflicts -+
Please rebase”) , 1E& rebase g EFHWIEHIE; njhill EL =K /ci run, bk
Buildkite #88187 / #88198 / #88214, I VL 36e0b41 & Ao claudelbot] BIB Bh
review A fork 2 A, RKFELRFEAREN,

BRFERE SR BEFEEERREMmMIERITI (design): EZHFERELE5NER,
BAERKBRSH EBARLA, BEXNERAZEMENE RN TRRAZE

cBEWR: RIZEYRE victim, S stop-and-wait BT (design): L REILE victim .
RENEFMSE RRELEL, MHERNMEENCRFEMMNE (P50 TTFT +20.3 ms,
PAq TTFT +0.41%, & +1.90%) .

« MERA(] B EAE CPU LRSI X FE T (testing): BZ " FRIBEMARE WITH, HEX
KT GPU FRETHREAE MR ERARSEZ, RNMEBMNRE A= IELHZAIEEANLGREE
B2,

« LB IE CI: pinned base JTIESZLS + FLELHEHREH (other): HRARE Cl BANFE
A; LR ZE S HLHIIR B RSB IR E RSN KB,

R 5 B
« RFe:
1. stop-and-wait BB NMERERET (REEN) : WL EIEE break, KXIAE pass F
HEEHEH running IBERABRZIR, BIES —AMERE block AT ZEIEIIK, 1EE7E
PR body #7&1A “Stopping can leave the remainder of one scheduling pass unused
even when a different request might be immediately reclaimable”, R4 ZRAKZER

Seget KA H; 520 P50 TTFT B 995.702 ms #Z 1016.034 ms (+20.3 ms) , &
A P99 TTFT X +0.41%. & +1.90%,

2. BB victim 138 AR BEERBEPFH victim £, RFHRAMMRE, X4
FCFS FAR = PRIORITY &AXMIERIFR KL fence B, "REREER —MET, 2
5 Y e B 3R Bl future-policy RFC,

3. BEEAM: RAE deferred-free X—f {6 H /G T E MR E, shared reference.
connector pin EH MBI ERZTIRIE, issue FmZIMIFTREME B S H50,

4 MEBLEWARTIZM: 34.4x BETHE, +1.90% FHREE—BRIRERE (
80/80 iF3k. OSL 1792, n=5) , /E& B B4mEA “descriptive workload-specific
thresholds, not confidence intervals”, BEX P99 TTFT RN XEAR -11.11% ~
+9.21%, AR / BE TR RINE T

5. MRS £ NRENREAPRA: EFTTRKMES batch (RFRES PP) , ifa CPU N
RFEEeSEARXFNFTRE, FHILNREFEEN scheduler.defer_block_free, &ARXEIT]
BEXMTE, MRARKELK, BEEZESNR,

6. R ERIZEKEN . schedule() BT HBUTHRE /&R, FCFS & pop() kA [-1] &
W+ REBRNER pop(), KahB/AMEMTXRERRR; FEFTAE mutation ER7E guard
2, ZEERASHINEHAERE S HFES, - ®m: AFPM: £/8 async
scheduling / PP & KV offload. PD 4B % consumer & KV connector BJ3E (IE
R issue #49674 FEHY kimi/k3 XK ETX&#FLFHT) FAERE TR & +4#
B, BREEGLBRESREEERD; FEEMNRA—R{E TR EH 1099.8 + 48.721



F&%] 32.0 + 0.000, #MH A& +1.90%, P99 E2EL -1.86%, P50 TTFT A4 +20 ms
AR, KRBA deferred free B RLAZHM (BRAIER) . AGM: AEEIL
T ANTEAN TR HZEAD, BEBRRSBREBELZRA—EX;
schedule() By victim 3EFERALEEMN. BELTE", ARKIANFEEPHFNEERIEN
BT EMMNE, FBA / TR2M: tests/vl/core/utils.py F3EH scheduling_policy %k
5 _fail_one_allocation() —RMHREENZ IR L RAESRNAER, BRT 5L /
T =R 28 =3 A Bl 89 B A

o REATIE: O RERIZZE | stop-and-wait T REIERRASLIER | R EA victim, MR

S5EFIIRERBFEY |, HEEERRRE—RLE R

KERBKL

« PR #45357 5| A\ deferred-free Z&Mtt= (PR body / issue 5| ) : issue #49674 5 PR
body ¥/5E BRiZMM=— A B AZ BRIFAE; & PR RELEHA E KM4HHK
_request_blocks_can_be_freed() £ A3 S K2, REeMRIRERE,

« PR #49206 PRIORITY # & victim_index / req_index ##xE1E (PR body 5|1 H) : & PR
18 del self.running|victim_index] 5 req_index -= 1 B3 EZE, EXHEEFERE;
FrIEMIRAY PRIORITY &4k (failed_call=2) ERAEE victim_index < req_index %=,

« PR #53723 BRIAXFHY LCF victim-policy $##% (PR body 31 H) : 54& PR R B victim &
2 B BUK . A PR BABREKE) FCFS/PRIORITY JfF. FHER victim 135, IEKeE
MR AZIRES future-policy RFC,

- PR #25538 # &85 (preemption churn) A8%i#k%E (PR body 51A) : iR&E TAEXMIE S

churn &, BFR¥ & consumer Ml fence Hl4l, BTR—IMWEHNAFRKE,

- PR #53250 MoRIIO & /Eimfz KV E#E&Z (PR body 31/) : RFHIERES KV X
AR X &, EENERRNENMERER; PR body AEIFEAREE LR,

« PR #55531 [KV Connector] Support symmetric DCP disagg for hybrid mamba models:
F&EFH KV connector / 2 BEIRBLBIMNRFR PR (X34 nixl pull_worker. base_worker
5 KV AEXERE) , 5 PR EE'BF KV Xff + E& batch"IE R, B TARRER,
w5 A& E —#EIEAE connector MIBPEFI B &,



