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[Feat][Core] Add disk offloading support to SimpleCPUOffloadConnector
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JRSCEERE: http://prhub.com.cn/vlim-project/viim/pull/49644

MRS

« —A)iE: KV offload $3EEE G, reload #23EAR 10 {Z

- EDME: BB, LHE disk_backend.py BIREHRKLS launch_copy HEDOME
. BVEON T WfAIEEAR R BN worker £HIZ BRI RIR T Bk offload /a3, W& O_DIRECT
5%, iovec MIEE. store/load BRI BE IR, RITVARLEEX IR — 2R
ER5%42% A BlockPool/LRU #E S EENE CPU REM, KBEEEARE, —2%2
ME (% unlink B O_EXCL. shutdown jtJg fd) RILT XN ZHEFIRENEE, FELENAH
FREOMFF AR 10 &A2 5% Ik E KL,

THHES BAL

PR body PAFAIXZ RFC #19854 % #EIR offload /Eim P HIEEY & : "Add disk
offloading support" E#& &% "host DRAM is limited but local NVMe capacity is
abundant" 8375, 35 #45036 B95MEE Mooncake Store 7 £ BB—"#45036
provides SSD offload via the external Mooncake Store connector, this PR adds a native
vLLM disk offloading path with zero external dependencies", HM*EEZ &2 GPU cache

WEIRE B Reload ME: 100GB #4572 8GB DRAM J& TTFT P50 M 15.8s f&%| 1.5s,

TR

SRR [BEAD -> AEEE -> worker E3gikiF > #&E 10 5|% -> Z&mE] AP E
7t

1. BEANO 5S35 (vliim/distributed/kv_transfer/kv_connector/v1/simple_cpu_offload
_connector.py) : #3& VALID _KV_OFFLOAD_BACKENDS = ("cpu", "disk") 5§
_DISK_ONLY_KEYS, ###r kv_offload_backend. disk_path. disk_capacity_bytes.
disk_buffer_slots. use_page_cache AANH#HE, MBENEK disk_path FEZ, JEEGH
{EE # raise ValueError; JEREEERNTX disk T BRAHAEL, %F
kv_offload_backend ifidE offload_backend X T # %5
OffloadConfig.offload_backend (#FAXE offload) IEXHE,

2. REREEEYH (viim/v1/simple_kv_offload/manager.py) :
SimpleCPUOffloadScheduler.__init__ #3% disk_capacity_bytes £%%, ®HMBERT
offload_capacity = disk_capacity_bytes, TN ERZE| cpu_capacity_bytes; FEEEH
_derive_cpu_config Jk4& CPU KV B2EH £ H BlockPool/LRU 5RIZRICEZ 45, mEEAEN
5 CPU BRERERTERAN, TERKITHEEEN.



3. Worker 3853533 (vlim/v1/simple_kv_offload/worker.py) : register_kv_caches ZE
unique_gpu_caches 5§ total_bytes_per_block /&E3% disk_mode %3 : init_cpu_mode &
¥JRA pinned NBELES DmaCopyBackend; _init_disk_mode ~H4% B CPU KV kK&
, MAEI disk_capacity_bytes // total_bytes_per_block 1+ & &%k, #i& per-rank X
12 f'{disk_path}.rank{device.index or 0}" #0441t DiskBackend, PRt 3%t H
launch_copy #18, get_finished SRR ST EKXKF,

4. BEEE3RANSZHL (viim/v1/simple_kv_offload/disk_backend.py, #1384y 336 17)
DiskBackend BB/ MR AFE S B4R store 5 load (load ZZER LEERRIR, T #E store
FEEE) , £ BIF AL pinned staging buffer 5HIZEE memoryview/iovec 5% ;
_do_store/_do_load SZELREMRKL———A slot 8 GPU DMA B 5 —/ slot FF4TH#
1T pwritev/preadv, FH{&B) CUDA EHRIEF, init BF5% unlink B4
O_EXCLIO_NOFOLLOWIO_DIRECT #TH X3 ftruncate T ELrEE 214,

5. Ze54aRAME: XU 00600 RO, 8% %A SRR ;
_writev_slot/_readv_slot #82& pwritev/preadv REMHE, &5 / &ZiZ 2 OSError;
shutdown Bt46 unlink X (FFIEFA P prompt FREwEEE) |, & 10 KRBE join BEEMN
FRERNBREMR fd HEE, Bi fd EAENE FRLXXMF.

MIREEE: A PR RITIEFDMNR A, ivanium HEBTBARE KB 430 % disk offload
backend &R A B,

R

« vlim/v1/simple_kv_offload/disk_backend.py (3t #i&/E3; K% source; EH
core-logic; &5 _alloc_aligned, DiskBackend, init, launch_copy) : 4~ PR B9 #r
3 DiskBackend 2§, 52 GPU->pinned &4 ->0_DIRECT XML& F S L4,
store/load M &f2. MEHRKE., XNFHES Z2hnEHE N,

« vlim/v1/simple_kv_offload/worker.py (#i& KV #1%%; 2% source; E® core-logic; #&F
5 SimpleCPUOffloadWorker.init, register_kv_caches, _init_disk_mode,
_init_cpu_mode) : ¥t register_kv_caches F#% disk_mode o°%, #H
_init_disk_mode/_init_cpu_mode, Z/EIR{IHAIRA: BMEENLHE CPU KV KE, K
AWt DiskBackend F#93&E per-rank SCHFE&E4Z,

« vlim/distributed/kv_transfer/kv_connector/v1/simple_cpu_offload_connector.py (#1k
KV #1%k; 2£3] source; ER configuration; &5 VALID_KV_OFFLOAD_BACKENDS,
_DISK_ONLY_KEYS, SimpleCPUOffloadConnector.init) : BeE AT : AT
kv_offload_backend E#ri, MEEMRLI. disk_path REEESE cpu R T disk #2
BREEE HIBSIAEL scheduler 5 worker,

+ vlim/v1/simple_kv_offload/manager.py (#£3k KV #1%%; 25| source; A core-logic;
45 SimpleCPUOffloadScheduler.init) : AEREEY#: disk_capacity _bytes > 0 Bt
offload MA/NEREEZZEFE, HAKEE (BlockPool/LRU. RIZRILEL. 7uikiE) =28 H.

X5 DiskBackend.init, DiskBackend.launch_copy, DiskBackend. do_store,
DiskBackend._do_load, DiskBackend.shutdown,
SimpleCPUOffloadWorker._init_disk_mode, SimpleCPUOffloadWorker._init_cpu_mode,
SimpleCPUOffloadScheduler.init



RERED R B

vliim/v1/simple_kv_offload/worker.py

TE register_kv_caches % disk_mode 4%, #H _init_disk_mode/_init_cpu_mode, Z&
BN A BWEEANARDE CPU KV 3KkE, RN DiskBackend #4493 per-rank XX
B8R

# vlim/v1/simple_kv_offload/worker.py (%%:%¥3%)
class SimpleCPUOffloadWorker:
def register_kv_caches(self, kv_caches: dict[str, torch.Tensor]) -> None:
# RIEZEHEM kv_caches #BT unique_gpu_caches 5 total_bytes_per_block
self.num_cpu_blocks = max(1, self.cpu_capacity_bytes // total_bytes_per_block)

# —ERJMERR, ik KV IO iIuFIrER
low_pri, _ = torch.cuda.Stream.priority_range()
self.load_stream = torch.cuda.Stream(priority=low_pri)
self.store_stream = torch.cuda.Stream(priority=low_pri)

self.gpu_kv_caches = unique_gpu_caches

if self.disk_mode:

self._init_disk_mode(unique_gpu_caches, total_bytes_per_block, self.device)
else:

self._init_cpu_mode(unique_gpu_caches, total_bytes_per_ block, self.device)

def _init_disk_mode(
self,
unique_gpu_caches: dict[str, torch.Tensor],
total_bytes_per_block: int,
device: torch.device,
) -> None:
# HEEATBLEEE CPU KV K&, RIREVE pinned T buffer
num_disk_slots = max(1, self.disk_capacity_bytes // total_bytes_per_block)
self.num_cpu_blocks = hum_disk_slots

assert self.disk_path is not None
# B rank A X, Frik TP 455 R—BARSEHRIBIEELL
rank_path = f"{self.disk_path}.rank_{device.index or 0}"
self._backend = DiskBackend()
self._backend.init(

unigue_gpu_caches,

device,

self.load_stream,

self.store_stream,

rank_path,

num_disk_slots,

total_bytes_per_block,

self.disk_buffer_slots,



self.use_page_cache,

)

def _init_cpu_mode(
self,
unique_gpu_caches: dict[str, torch.Tensor],
total_bytes_per_block: int,
device: torch.device,
) -> None:
# JRA CPU offload #&42: %'EC pinned CPU 3k& + DmaCopyBackend
self.cpu_kv_caches = {}
for name, gpu_tensor in unique_gpu_caches.items():
cpu_shape = (self.num_cpu_blocks,) + gpu_tensor.shape[1:]
# L BEHOEE pin, 84 CUDACachingHostAllocator 8 2 BB RERE
tensor = torch.zeros(cpu_shape, dtype=gpu_tensor.dtype, device="cpu")
if PIN_MEMORY:
pin_tensor(tensor)
self.cpu_kv_caches[name] = tensor

self._backend = DmaCopyBackend()
self._backend.init(
unique_gpu_caches,
self.cpu_kv_caches,
device,
self.load_stream,
self.store_stream,

)

IR AL
BTICE S RE)IRE. BREEXSZemERTT:

- aoshen02 Fi%t 10.4x REETTERBAEEER (8GB DRAM vs 100GB disk) ; fE&*h
77 32GB Xt 32GB BRI B EXHE: O DIRECT #4#k reload P50 A 11.4s, AT L
offload B9 15.6s 1B F DRAM # 6.2s, BRERLZHZIRT PCle #%, =@ S
NVMe R&WKE £,

« ivanium 5 aoshen02 #4F& page cache B, (3.4s) AfItk DRAM offload (6.2s) &
R VEEMBBEHEZE 12K system prefix it preadv Al E#EHAZREERS, BIZEE, B
page cache &5 BirZ R A CHEE DRAM, EIt use_page_cache BRIAXH,

« aoshen02 ZINELERIXA offload_backend; EE BN kv_offload_backend 21 7 %
5 OffloadConfig.offload_backend (#FAXE offload) HE, HAXAENEHF
fail-fast,

« aoshen02 $I&£H CPU + disk )&|A& (Mooncake 52Bk) ; 1EZINTXEIEH end state, 1B

YA PR SBE, ivanium 2N RFC RER.

depthfirst-applbot] X 2FEEE 00644 KR, O_EXCL/O_NOFOLLOW, EE#KE.

shutdown fd &5 XHRE, FEZRMBEHERK 0230d02/4bed349 F3E5,



c MEERAFREEERE#MITAE? (performance): RIEE F#AE reload P50 & 11.4s, £
F X offload By 15.6s {B{XF DRAM 8 6.2s; FERLZH|T PCle #5%, THANRZ%
NVMe &I FE £,

« Aft4 page cache tb DRAM offload Ek? (performance): 1EE#ESF preadv T H¥EH
N page cache FRE, HZE 12K system prefix REIZE4E; {8 page cache & & A B
B EMERE) DRAM, use_page_cache BRIAZH,

- BLER &L offload_backend vs kv_offload_backend (design): A
kv_offload_backend, 3JEA{E fail-fast, cpu MR TR disk EBEIFEE,

« CPU + disk XXEIAZEH (Mooncake 5Z#k) (design): /EEIATX R EHA end state, 1B
HHA PR SEE, BAFE4 RFC/issue BRER,

« KV 5 XERRE symlink B3P (security): /EEB&KA 00600, H XA unlink &
O_EXCLIO_NOFOLLOW #T#, fRiE mode B 2%l

< 5EE /RS 10 B AR (correctness): 85 / B MER OSError #2&: {2 10 &2
ARERAERNHER (REBFRI try/except) , ZREMESRBRHEFEZREH, AFELEM
E5

« shutdown B8y fd A4 B EAS BB HERTE (security): shutdown 28 unlink X (Rt B
FIM, EA inode HARERE fd XRFEK) ; EEEMEEWLRE fd FE5E,

o BB EIRNER (testing): BEAAN, MR E1E follow-up,

R 5

« RFe: RRERELTAE:

cBROMIRNEBE: 4 NRE XM ARE, TXREN; DiskBackend By 10 &A2. &R
K%, O_DIRECT X745 shutdown SEAHARMA CI, EJFREEFEATL benchmark &5E,

< 10 &EFERAIE: store_loop/_load_loop WIRA try/except BEE, pwritev/preadv i
OSError (ME#EKE. E5) €HEBELXR LR, EM4FS append F| events_list,
worker HEHE KM T KA E/F; depthfirst bot I XM e &, EHRALANERERFHRK.

- O_DIRECT ¥ XA %X #F: O_DIRECT EHAXHAL (Wm tmpfs. HAMEL FS) £
T HAMITHFRE, getattr(os, "O_DIRECT", 0) #£3E Linux F&EI% A buffered 10, 1TA
ZRFRMIR; total_block_bytes % 4096 B9k = & M B R,

« FARRASCER: KV SRR AP prompt, BEHA 00600 RXFRFR shutdown unlink %A%
, BHAR BRBTEK kill -9 B SO T REFR B o

« REEBEXT: #HEERXT cpu_capacity_bytes AM cpu_bytes_to_use itB¥H*F 455 H &,
{B52F% offload capacity B disk_capacity bytes JRZE, EERILNHETEEIZSHE,

« Em: AP FE kv_offload_backend="disk" BEEEI, BRIA cpu ITARLSARE, MER
%; BRJETE DRAM ZRF & L NVMe 27, Reload % TTFT M 15.8s BE
1.5s,

AGM: B rank £RK—A .rank_ N X (BRIAZE 100GB) , AEREHA
BlockPool/LRU 5 c#k3Et& =, SKsh@EREE simple_kv_offload F4& %A connector B B A&
Hr; FERANE R 10 K25 pinned &, K24 @IS shutdown ZBEEEIIN LT,



R : A% %K offload (CPU + disk E. Mooncake NE|4N) FTTFEAY, ivanium BA#AE

B AE —H BB RFC; % PR WA EEEAEIRNR. £ NVMe B RBAEWME T A,

« RFEFRIT: SRR EBEZE |, 10 KERFREIE | KRB X A% O_DIRECT ¥, KV BAX
B, ROEMBRREE

KRRk

- PR #45036 4MF Mooncake Store SSD offload 7% (Fr@AEMEHRME) : PR body F
BB XS ELAY 5B —%% SSD offload B&4Z: R&iSMER Mooncake Store, 48 PR BHEARHIR £
B

« PR #51100 [Bugfix] Fix Mamba all-mode CPU offload boundary alignment: [&J&
kv-connector/v1/simple_kv_offload ¥ %%, 162& scheduler 5 offloading 3E3EE B X FF

¥, 54 PR WHARMNESEERER —RAAE X,

« PR #51046 [CI] Exclude KV-connector subtree from broad source dependencies: A%
KV-connector F##) CI (RHERE, HLHRZFARKAEMMIESH, & PR B disk Fimth
KNG L CLMRERE,



