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HATHREZE
« —A]iE: MIFRITA Triton group quant op, % £ ROCm FPS8 fusion

- ESE: ZINFA ROCm FP8 AP &3tk PR, TR R IFRESHREMIANITLE,
{EAZ I AR AR op I 5 RS pass XE.

THRES B

On ROCm, dynamic FP8 per-group activation quant was routed through a
triton_per_token_group_quant _fp& custom op. That op adds no compute, but it blocks
RMSNorm + quant fusion. The fusion matchers only emit rocm_aiter_group_fp8_quant
or C.per_token_group_fp8 quant, never the triton wrapper. So any layer hitting the
tuned-GEMM list (e.g. DeepSeek-R1 MLA g_b_proj (3072, 1536)) emitted an
unmatchable op and left a standalone group-quant kernel unfused — ~9% of decode
GPU time in an 8xTP DeepSeek-R1 profile. ( 5| B PR body)

SCEL AR

1. #F custom op JEMt: 7 fp8_utils.py FMIFR _triton_per_token_group_quant_fp8_impl
Fo _triton_per_token_group_quant_fp8_fake %% direct_register_custom_op @A,
BRABERENEA.

2. falfb QuantFP8.forward_hip B8 : 7 input_quant_fp8.py B9 forward_hip A&%, M
R if self.is_group_quant and use_triton: B3R EIN %, FAE group quant BiE@ER
aiter = fallback F| forward_cuda,

3. FHEMRFo RS : test _fusion_all_reduce.py MIF& use_triton_quant 3 & 0 % ;
test_silu_mul_quant_fusion.py & monkey-patch; test fusion.py KBRS X ;
allreduce_rms_fusion.py E#H XHFRFE,

4. MRS RIE: EUMRER FRLBAXRKEX) ; FHEMR DeepSeek-R1 GSMBK T
regression,

RS
« vlilm/model_executor/layers/quantization/utils/fp8_utils.py ik E/LTE; 25|

source; £ data-contract; &5 _triton_per_token_group_quant_fp8_impl,
_triton_per_token_group_quant_fp8_fake) : filF& triton_per_token_group_quant_fp8

custom op BYEELI,. fake ZIMESEMTER, 2 PR RO TE, BEBERITUAEE,



« vlim/model_executor/layers/quantization/input_quant_fp8.py (#&ik s ANEfL; 27
source; A core-logic) : & forward_hip FHIR T 3K fusion FEEHFHAR E S =,
f£ group quant E¥EE aiter/C++ B2,

. tests/compile/passes/distributed/test_fusion_all_reduce.py ({3 BhAMR; K7 test
; KA test-coverage) : #PR use_triton_quant ZEHEAEX DX, BAMRER, H5IRMK
BEERY,

. tests/compile/passes/test_silu_mul_quant_fusion.py (13t BRAMR; K3 test; LR
test-coverage) : #KRFNEE use_triton=True B monkey-patch, EMNRAR BRI EM
FREY opo

« vlim/compilation/passes/fusion/allreduce_rms_fusion.py (13t %iZF4; 3| source
: EA core-logic) : E#F fusion pass JEBEXAY, Z—itBALEH op XA

rocm_aiter_group_fp8_quant,

. tests/compile/passes/test_fusion.py (#23k BEAEMR,; KB test; A test-coverage) :
FEFRIRE triton_per_token_group_quant_fp8 B4 %, ST E XN,

XS _triton_per_token_group_quant_fp8_impl,
_triton_per_token_group_quant_fp8_fake

R F B

vlim/model_executor/layers/quantization/input_quant_fp8.py

TE forward_hip F#IFR T $3K fusion FEENELAIRES X, # group quant E#E#£E
aiter/C++ 42,

def forward_hip(
self,
x: torch.Tensor,
scale: torch.Tensor | None = None,
scale_ub: torch.Tensor | None = None,
use_triton: bool = False,
) -> tuple[torch.Tensor, torch.Tensor]:
#OEE: BRAMEKRT Cif self.is_group_quant and use_triton:~ %,
#ZA X B EEREA “torch.ops.vlim.triton_per_token_group_quant_fp8~,
# AL —E LT ERZ,

use_aiter_quant = self.use_aiter and scale_ub is None and x.is_contiguous()
use_aiter_per_tensor_quant = (

use_aiter_quant and self.group_shape.is_per_tensor()
)
use_aiter_per_token_quant = use_aiter_quant and self.group_shape.is_per_token()
use_aiter_per_group_quant = use_aiter_quant and self.group_shape.is_per_group()

if use_aiter_per_group_quant:

return rocm_aiter_ops.group_fp8_quant(x, self.group_size)
if use_aiter_per_tensor_quant:

return rocm_aiter_ops.per_tensor_quant(x, _FP8 DTYPE, scale)
if use_aiter_per_token_quant:



return rocm_aiter_ops.per_token_quant(x, _FP8_DTYPE, scale)

# Fallback to CUDA implementation
return self.forward_cuda(x, scale, scale_ub)

b A

P ROCm HIRAFF&#& (Rohan138. dllehr-amd) E#E#HLE, i¥i0 "LGTM, thanks!" fa "
Thanks Andy!", REAZEFWAEN. TEBEBEANTE,

- ToEMMETFIRARE

PNSESE-A

- R

« EYVANPFE: RMER aiter B, forward_hip fallback %| forward_cuda, HA2RMEH
ops.scaled_fp8_quant, 52 R Triton wrapper ARAK C++ kernel BE—3K, 1T
AR,

- FTENFE: MIFRT AFFHY custom op triton_per_token_group_quant_fp8, 1Bi% op {XA
EREFH B BAR #42758 B9 C++ kernel B, XK.

« RERFE: KEEMRT regression,

« & AP EM: ROCm F&14E R FP8 per-group dynamic quantization 88 ¥ 3%kE
decode Bt ~9% 1miE (DeepSeek-R1) ., CUDA AP L®"M, AAEW: HiTme
pass IEREIEAAITEL RMSNorm+group quant 5, B kernel BakEk, HPAR
. BRTAMEE, FBREFRE,

« RFSFRE: BOBARE , REMERNR (BB ZEX op)

RERBREE

« PR #42758 [ROCm] Enable per_token_group_fp8_quant C++ kernel on ROCm: iZ PR
f£ C++ kernel £ ROCm EF®[H, f£ triton wrapper U4, 7 PR #—##F wrapper.

« PR #44437 [ROCm] RMSNorm+MXFP4 fusion (actively developed): ZER—mt& X+ H
EESNXETREIT, N PREBERTHEXIT, TEE rebase FZE,



