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def take_partial_tail_offloads(self) -> dict[str, list[tuple[int, int, int]]]:
"""Drain producer partial-tail offload hand-offs per request.

Returns ~“{request_id: [(group_id, block_id, boundary_tokens), ...]} "
for the durable boundary blocks of producers' last-prompt-boundary



partial tails. Only mamba "align" groups contribute; empty otherwise.
A KV connector reads the referenced blocks and offloads them so a later
request can hit the sub-block prefix.

Each handed-off block lives off the request block table (it is the
CoW target), so the caller must keep it alive until the connector has
read it. The returned blocks are pinned in ~“self._partial_tail_pins™"
and freed when the request is freed (see ~“free() 7).
offloads: dict[str, list[tuple[int, int, int]]] = {}
for manager in self.coordinator.single_type_managers:

for reqg_id, group_id, block, boundary in (

manager.take_pending_partial_tail_offloads()

offloads.setdefault(req_id, []).append(
(group_id, block.block_id, boundary)
)
# Pin block until request is freed so the connector can
# safely read it even after the CoW retention is released.
self._partial_tail_pins.setdefault(req_id, []).append(block)
return offloads

vlim/v1/core/single_type_kv_cache_manager.py
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def take_pending_partial_tail_offloads(
self,

) -> list[tuple[str, int, KVCacheBlock, int]]:
"""Drain producer partial-tail hand-offs.

Entries are ~“(req_id, group_id, block, boundary_tokens)™".

Only mamba "align" populates this. The block lives off the request
block table, so the caller must pin it until the connector has read
it — nothing else keeps it alive once the CoW retention is released.
pending = self._pending_partial_tail_offloads
self._pending_partial_tail_offloads = ]

return pending

# In _apply_cow, when a mamba "align" CoW happens and the source was
# a producer partial tail, record the target block:
if self.kv_cache_spec_kind == "mamba_align":
producer_boundary = self._producer_partial_tail_regs.pop(request_id, None)
if producer_boundary is not None:
self._pending_partial_tail_offloads.append(
(request_id, self.kv_cache_group_id, cow_target, producer_boundary)
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def _maybe_offload_partial_tail(self, req_meta: RegMeta) -> bool:
"""Offload the request's sub-block partial tail (its last prompt hash
boundary) so a later request can hit the sub-block prefix.

Covers every block from the normal save's lcm floor to the boundary:
the normal save floors to ~“lecm_block_size™ ", so a smaller-block
group's full blocks in that gap are never persisted elsewhere, and
the consumer's lookup needs every group at every probed boundary.
Full blocks are keyed by their block-end hash, the partial boundary
block by the boundary sub-hash; the mamba "align" boundary block is
the core-provided CoW block. All keys are deduped against the store.

Returns:
True when no put is needed or every put succeeds, False otherwise.
if not self.coord.enable_partial_hash_hits or not req_meta.block_hashes:
return True
partial_tail_offloads = req_meta.partial_tail_offloads
if not partial_tail_offloads:
return True
hash_block_size = self.coord.hash_block_size
boundaries = {boundary for _, _, boundary in partial_tail_offloads}
if len(boundaries) = 1:
raise ValueError(
"Partial-tail offloads for one request must share a boundary"
)
boundary = boundaries.pop()
if boundary == 0:
return True
if boundary // hash_block_size - 1 >= len(req_meta.block_hashes):
return True
mamba_offloads = {
group_id: block_id for group_id, block_id, _ in partial_tail_offloads
}
# ... (B®AFFA token database, ARIFIRIPKHEKF|IXN rank,
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