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JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/49417

HITHE

« —A)1E: MiniCPM-V 4.6 gkv R-EBUE LR, BEREMEREK

« EME: EEER, LEREARAE VLM RENBLENIRER: A PR A 6 1TH38H
BT "B ZRER—E " IPNRERANEE, ExEZL —&
MiniCPMV4_6ViTWindowAttentionSelfAttn A1t R 8EFFA B 289 hf_to_vlim_mapper (
AR B FERE AR ERNEE) ; —2EXENSF AKX gkakv_proj BYILELIE X
FalE; =& hmellor TR " k& B stacked_params_mapping 7E¥F " BB, B £
mapper BIRITERE, BWEEI—NARELE@H CPU B0 (KE .
..self_attn.q_proj.weight — ...self_attn.gkv_proj.weight B shard id A g/k/v) , &N
VIERNMEE T —RMBAELRR EMPEIRE )T,

THRES B

PR 3R F 110 : "openbmb/MiniCPM-V-4.6 currently fails to load under vLLM —
engine init aborts, so the model cannot be served at all"s ¥ main £3R ValueError:
There is no module or parameter named 'k_proj' in
MiniCPMV4_6ViTWindowAttentionSelfAttn, ZEBAMEY 0.25.x LR —&MRABEE/ZN = H
RH gkgkv_proj, ZEYIM #47058 (FEE RN stacked FEER#LEX, WeightsMapper) 5l
#49193 R gkgkv R k_proj, FFREIEMTF, EERKERLE TR ARS,
MiniCPM-V RIRARK 51 tc-mb ZEIFEHE 7 : "This model cannot be used in viim. There
have been feedback from different people that everyone in the community cannot be

used recently.", &5 B& AKX o AL,

TR

1. BALKAD: BHEFE viim/model_executor/models/minicomv4_6.py 8
MiniCPMV4_6ViTWindowAttentionSelfAttn, iZIEIRIE checkpoint T4 B #Y
q_proj/k_proj/v_proj gt&A—A QKVParallelLinear (self.gkv_proj) , BRERALBE M
hf_to_vlim_mapper = WeightsMapper(orig_to_new_stacked={...}) BE2& B EX
load_weights() W AutoWeightsLoader(self) &AX—gh&,

2. MIFREE B BIBRET S ERE#F: FBRRIZTFIEIRE hf_to_vlim_mapper 5 load_weights(), 1%
PR EIEHE nn.Module, JREE AutoWeightsLoader B33 F43R, load_weights() Uk
R AIBERIENELF ("g_proj.weight") , RIS SR ".q_proj" TiheP; ML
RIS &5 orig_to_new_stacked £ — k&P R BEILE, "g_proj'—"qgkv_proj" 25"



v_proj' XEFHELFEGP, 1535 gkakv_proj. S AERATH, FrABAE TR
AmETNAE K.
. PR AN BRI R mapper: & MiniCPMV4_6ForConditionalGeneration.hf_to_vlim

_mapper $#H ¥ orig_to_new_stacked={".q_proj": (".gkv_proj", "q"), ".k_proj":
(".gkv_proj", "k"), ".v_proj": (".gkv_proj", "v")}, 5BEAEH orig_to_new_prefix (
model.vision_tower.—vpm.. model.language_model.—language_model.model. &) ¥
%, FHLEERES, ERL mapper BHTE AutoWeightsLoader L, FRWIIETE

£Z5 (41 vit_merger.<i>.self_attn.gq_proj.weight) , .q_proj BEEEFasr T HE =T R A

FE£, DA FRIR g/k/v SBEEEL QKVParallellinear.weight_loader,

4, 5EEERABRF K BRE FE packed_modules_mapping BE B "gkv_proj":
["g_proj", "k_proj", "v_proj'], Bd&MN L/, ME M. LoRA/adapter UKk E1LEER
Xt gkv_proj BIARIG—ER—NER, B R FERBM—REIRBETIE R R EARRE,

5. MAERIEEE: & PR ARIEEMEN, BIETEKBALIREHEIN——hmellor it

ISIF /¥ "Move mapper to right place" 8 X HiEEE £, arkohut ZE RTX 3090 (
PR IEXiE3E A 4090) E serve EA checkpoint, #iiA Model loading took 2.47 GiB
memory. /vl/models 3RE minicpm-v-4_6. SCAXES video_url baseb4 MHMIE KA IE
., CI MIZA %% main rebase. mergify &R, pre-commit LK EH, HAH
hmellor fit% Buildkite #88805 jz&3F.

L& B YT Kl fE
MiniCPMV4_6ViTWindowAttentionSelfAttn KEM hf to v FEMKR, RBREILE
lIm_mapper + 13k
BZEX load w
eights()

MiniCPMV4_6ForConditionalGeneration.hf_to_ | {X orig_to_ne @ #3% orig_to_new_sta
vllm_mapper w_prefix cked (FF%h 1)

R

« vlim/model_executor/models/minicomv4_6.py (#E3k AEmM#; %3] source; LR
data-contract; &5 MiniCPMV4_6ViTWindowAttentionSelfAttn,
MiniCPMV4_6ViTWindowAttentionSelfAttn.load_weights,
MiniCPMV4_6ViTWindowAttentionSelfAttn.hf_to_vlim_mapper,
MiniCPMV4_6ForConditionalGeneration.hf_to_vlim_mapper) : E—Z B X4, R
MiniCPMV4_6ViTWindowAttentionSelfAttn £ hf_to_vlim_mapper 5 8 Z X
load_weights(), & g/k/v—gkv_proj BIEE-E#N (orig_to_new_stacked) EFZ|
MiniCPMV4_6ForConditionalGeneration.hf_to_vlim_mapper, itTE
AutoWeightsLoader ZE52% checkpoint & L EEES, MAEEAER IR A =] &,

XHAFS . MiniCPMV4_6ViTWindowAttentionSelfAttn.load_weights,
MiniCPMV4_6ForConditionalGeneration.hf_to_vlim_mapper

KR F B]



vliim/model_executor/models/minicomv4_6.py

oE— B, MIFR MiniCPMV4_6ViTWindowAttentionSelfAttn £8 hf _to_vlim_mapper 5
B E X load _weights(), & g/k/v—>agkv_proj B9EEE&#N] (orig to new stacked) LE#Z|
MiniCPMV4_6ForConditionalGeneration.hf to_vlim_mapper, iETNE AutoWeightsLoader
TETE checkpoint & L BEERE, MiMfE SRR T EMERAY =,

BE G VIT window attention FH#i3k: FHEFABS. W RESE load _weights, &
R EERE mapper G— L3R,

class MiniCPMV4_6ViTWindowAttentionSelfAttn(nn.Module):
#BEES 1. XEREHE hf_to_vlm_mapper, W ARBEES load_weights(),
# REIIAETFERA A AutoWeightsLoader(self) R A BT, (B AN FEERESL
# EHRREAER (B "q_proj.weight") , WRISABE ".q_proj" KTLEAF L,
# TR k_proj HAE. FIEEMBMEERERY;
# ZEAIFRWAAT: "g_proj" BB "akv_proj", B "v_proj" XREMELFE
# ke, RABREIRE "gkgkv_proj",
def _init_ (
self,
config,
guant_config: QuantizationConfig | None = None,

prefix: str = ",

super().__init_ ()

use_data_parallel = is_vit_use_data_parallel()
self.embed_dim = config.hidden_size
self.num_heads = config.num_attention_heads
self.head_dim = self.embed_dim // self.num_heads
self.scale = self.head_dim**-0.5

tp_size = 1 if use_data_parallel else get_tensor_model_parallel_world_size()
assert self.num_heads % tp_size ==
self.num_heads_per_partition = self.num_heads // tp_size

# checkpoint # g_proj / k_proj / v_proj Z2aF 8, XEE&HA— gkv_proj;
# REFTEN g/k/v 2 A ARREEER L hf to_viim_mapper B orig_to_new_stacked 12fit
self.gkv_proj = QKVParallelLinear(

self.embed_dim,

self.head_dim,

self.num_heads,

quant_config=quant_config,

prefix=f"{prefix}.gkv_proj",

disable_tp=use_data_parallel,
)
self.out_proj = RowParallelLinear(

self.embed_dim,

self.embed_dim,

bias=True,

quant_config=quant_config,

prefix=f"{prefix}.out_proj",



disable_tp=use_data_parallel,
)
self.atth = MMEncoderAttention(
self.num_heads_per_partition,
self.head_dim,
self.scale,
prefix=f"{prefix}.attn",

def forward(self, hidden_states: torch.Tensor) -> torch.Tensor:
gkv, _ = self.gkv_proj(hidden_states)
a, k, v = gkv.chunk(3, dim=-1)
attn_out = self.attn(qg, k, v)
out, _ = self.out_proj(attn_out)
return out

B8 E BRI R mapper: RAEMNERMIBESRER—L&, BIE AutoWeightsLoader 5
¥ checkpoint & ER A,

class MiniCPMV4_6ForConditionalGeneration(
nn.Module,
SupportsMultiModal,
SupportsLoRA,
SupportsPP,
HaslInnerState,
IsHybrid,
SupportsMRoPE,

supports_encoder_tp_data = True

#BEES 2: AN EBIEE LK mapper, TUEMEREE I WIHETE checkpoint
# 42 (0 "vit_merger.<i>.self_attn.q_proj.weight") , ".g_proj" REIEHaér+;
# B ".g_proj"/".k_proj'/".v_proj' BARAFE, F~SEKELK "gkakv_proj',
hf_to_vlim_mapper = WeightsMapper(
orig_to_new_stacked={
".q_proj": (".qkv_proj", "q"), # 285 N gkv_proj B q/k/v 2 F
".k_proj": (".gkv_proj", "k"),
".v_proj": (".qkv_proj", "v"),
b

orig_to_new_prefix={
# transformers v5.7+ 1€ “vision_tower™, I8 “vit_merger® #REHF;
# P8R B EARA RIS AR T o

"model.vision_tower.vit_merger.": "vit_merger.",

"model.vision_tower.": "vpm.",

"model.vpm.": "vpm.",

"model.vit_merger.": "vit_merger.",

"model.merger.": "merger.",
"model.language_model.": "language_model.model.",
“Im_head.": "language_model.Im_head.",

mtp.": None,



)
AT K

1) XAENMENRERZ LARENEHR, 1FE RV EK "Restore the explicit

stacked_params_mapping loop with break", BRRE #47058 Z RIHYE RNRb&1EIK;

hmellor E# 4 CHANGES_REQUESTED &J&: "I still don't want to add back the

load_weights boilerplate. I've just noticed that this load_weights method is on the

Attention module, not the model. That's why it's not working, it's ben applied in the

wrong place." fi3E B#i% 63645932 "Move mapper to right place", IEBLSHHREIER K IH

Ml FHEIREY load_weights(), REASANERX—HR, 2) BIEFER: hmellor "@arkohut

please can you try the fix I just pushed? I've tested it locally and it works for me", &

£MAAIA "this does the trick... No more k_proj / gkgkv_proj. LGTM", 3) _E3i5E 7

MiniCPM-V RIFAEX Bt tc-mb FAE A%, #HERBENHR TLEARTH, FRTEESIF PR AR

& N; hmellor B CI FEHBE#K, FEJE rebase + EH CI, 4) RASHY: hmellor B Trg

——%&ATA review ZI (%4 orig_to_new_prefix FHAINERIES }) , BHIEX "Apply

suggestion from @hmellor" 3552, 5) EHaMbHFEHRAL: claude[bot] JEBH "This pull

request is from a fork — automated review is disabled", & PR RANBHFERK, EH

MR ALE I,

o FREBRENZIKE FHAERIE BRI R (design): RALEIFE T E: BET EBERL, FHERR
B¥FA mapper. FEBEEE load_weights(); EERE EMEN,

- B8 F3REIHRIE (testing): ALY / WEREEESE checkpoint LHIAMERS RS ER;
{BISIFRFB AL serve, JoHaLMREL,

- PR GRS EHTE (other): EAREATMRTZE: £5 rebase. & pre-commit.
E B Buildkite #88805 E& 3.

. FHEZRE S NARZEIN (style): IR "Apply suggestion from @hmellor" (61b5935) %}
M,

. fork PR 8> BaibREGEE (testing): RBA—RMNBFE, A R8I IEHMEH KT
SIRBBIFE SIEE A E I,

R &5 7
. NS

« BRETMERBY K (EENFL) : orig_to_new_stacked M ViT window attention FiEik
E#3] MiniCPMV4_6ForConditionalGeneration &, LEZFES .
g_proj/.k_proj/.v_proj IR EMSHEXLMNEE, BFEESETSES merger FHIRA
RE, FERAXERERFREREH gkv_proj B2FIFA a/klv; REIEFEZEA
ITREREXAMIERREER, #HAEFREITE, EBX—410%A Bl s &,

- BROMREE . B 0 DNMASE, HWRAFI MiniCPMV-V 4.6 ARE 4 Mgt 89 2 70
Re ENEFERLXAERFR (#47058 5|\, #49193 5—F) , #BAZBIZE CI PR
I, AT WeightsMapper & X 288 o] BEFOREEBRBE SR N 2o



« Xt WeightsMapper & X BRI : BERIIHWRIIEETRI S ANBEAEZEL T LIFM
HRE, BE=NEAROIARRKSEHR, XENTREXLEIZXWRMERY, —ELERLIN
KA endswith REUKETFEMM, .q_proj XEEXEEEIITA,

o FRERINBHTFHRREFESM: MiniCPMV4_6ViTWindowAttentionSelfAttn.load_wei
ghts() ##BFR, #& LoRA/adapter SREMMBAMRKBIZFERE EXMBATH, B LR
Z2ua; PR BABAAE MR "no shared machinery is touched", B
supports_encoder_tp_data/is_vit_use_data_parallel() 8 TP/DP & X kekzh, SZFrX,
RBRREREN R T B %,

« REBNFE: 8 MERXEZIE rebase 12X, HARE I merge conflict., pre-commit
kWML ClI *MF, BEMRHIEANKELELHE, LT bugfix BYRBEEEREA BRI

- AN EEAEMR openbmb/MiniCPM-V-4.6 8 " B&FRAIRE " R, ARSI (
video_url base64) ERHRE ; ZEREEAZRIPBZEANLXAF,, B2
tc-mb RARBIEER,

« RGN KFIRZEAL viim/model_executor/models/minicomv4_6.py BX4F, Rfbwt
AutoWeightsLoader. WeightsMapper E#Z 4|, NHMER T, TP/DP 5§ &1t
B&42F QKVParallelLinear /33 stacked shard id An#kfafREIT A —K,

o M AL T — & 2 A A BTN — IR E RS BRAT M R TERE B B BB
checkpoint ZBIER 2L hf to_viim_mapper, MAETFERH load_weights(), X/E4L
ML ESERATERE X,

o TR RAKEAR . BERTHAMERBAL serve I83F, E4EME= B)FFE, BAE
ERAREERR L,

- QAR BRAHER BT KBIBER | s aabiiR B S |, KB WeightsMapper ILED
BX, BIRTFESRNBRATF , RIEXEALEIN

KRR EE

« PR #47058 (FrRLRE LT XFiRME; PR #RIEHAHLIEER stacked BIFREHRA
WeightsMapper) : A& PR &£ EYV3ARIR: % eKsh A
WeightsMapper(orig_to_new_stacked=...) #% 7T RANENEEIEIR, £ MiniCPM-V
4.6 B9 ViT gkv MEEEIR LK,

« PR #49193 (FrRARELTXH#EME; PR #RIEHEIE gkakv AR k_proj) : 7 0.25.x
EIEIREEM gkakv_proj TR k_proj, (EREIEAR MiniCPM-V 4.6 BB KK, 74 PR
T RTEEMBE,

« PR #55071 [LoRA][Refactor] Unify multimodal LoRA token count hooks: [EJ&
vlim/model_executor/models/ T ZEASERNED / InRBERGE— T/E, RESIE " T4
BREOKREESR " &, 54X PR K " BEHZKH—E " ETHFR,

« PR #56741 [Refactor] Normalize DeepSeek V4.1 model package naming: [EHABIFER F
X 5EMAMCMAKS), RBSEEES R X o 5MBEY; K PR AR THREE
X BB —3E 4P,



