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[Bugfix] Skip Qwen3 deepstack buffers without vision
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JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/49397

PATHRE
o —AE: Bkt TSR Qwen3 deepstack BB X B|E, BE BRI R
- EEME: ESER. EAKE:
1. vLLM B4 tower-skipping (StageMissinglLayer) HlL&|5“7E meta & & EHZEEIREY 3T
T, XEIBMRLESERAYIE A X,
2. ‘R EMARLARE NIRITERE (4 #43617) : zero-backed &FXIE vision &
FBHMRE, (X tower #WEHEBEY, BABEIR CUDA graph 45k,
3. =X MBEAER: qwen3_ vl.py ZEELI, gwen3_vl_moe.py 5§
gwen3_omni_moe_thinker.py F26 8%, BEEFKixiEE A M,
4. 3t maintainer Mg, XE—NEMEW. ERERAS GEITHR A/B BIE) 8 bugfix R~
; MALEmE, HBME tower BHIEREA TR VBN FEREE,

Th RES EAL

Issue #49384 R4 LA limit_mm_per_prompt={"image": 0, "video": 0, "audio": 1} B5h
Qwen/Qwen3-Omni-30B-A3B-Instruct B, 7 profile_run MrEHE, IR RuntimeError:
Tensor on device meta is not on the expected device cuda:0!, ¥R%E BARAIX 2 20547 A I

(“This model is audio-only for my use case, so ideally I should be able to disable
image/video entirely.”) , AR deepstack ZFXETL dummy B FMEEAE meta X%,
MFERLERRIE None, 1FEE PR body FANEUIA: XAZER T/E, JFiEH #43617
fRFF zero-backed ZHXZARN T R ImIFEGFN,; AMEEREZITAHS tower-skipping R
BBk BT

IR

1. EAUMRE (tower-skipping 5§ meta ®R&IR)

« KB vLLM 8 _mark_tower_model #L#&|: EEMEMEIE vision EIRE|IZEE meta &
& LT stage it#, 2 GERFPERZESHA, NEHA StageMissinglayer,

« JRIZIIE use_deepstack F|IEKE self.visual ¥1ZZ BT, deepstack By zero X (
torch.zeros LT meta &%) EXNLTXAEAZE, R T Bk,

« Y limit_mm_per_prompt 4§ image/video %A 0 B, profile_run B9 dummy batch =& &
B, ZHXKITEAESHW set_deepstack_input_embeds materialize | CUDA: i
decoder fEBSF BT R RIEEREIE None, X hidden_states +



deepstack_input_embeds|[layer] & check_same_device Ha5i,

PR 2 =AMBRBXHE—EE

« gwen3_omni_moe_thinker.py. gwen3_vl.py. qwen3_vl_moe.py Z—AE AN : KkiyE
self.visual, BitH& use_deepstack = hasattr(config.vision_config, '
deepstack_visual_indexes') and not isinstance(self.visual, StageMissinglLayer),

« deepstack_input_embeds B4R B (VLXK deepstack_input_embeds_num_tokens #%41L)
BIRFE N if self.use_deepstack fRIFIR; vision IR E2 R BLEEFTX,

« LR FN ) X BIREUE . StageMissinglayer BYH|E ML AT tower MEZE, Eib
use_deepstack % B9 X ILIR P 3 BIR

IR 3. RIFRIFHRATEE FHUSONR

- vision B HABI{RE zero-backed X (L4 #43617 #9%It) , #% CUDA graph /
torch.compile A deepstack M ABA B TG M1 & 4 B 4L,

« % maintainer EWXAFER)INR (CI B ) , EEITHR A/B BaiRRiEgNR: BE/AE
I, 1B£ 5 audio-only 5 vision-enabled AT Ezh3EE (
R51_AUDIO_ONLY_STARTUP_OK / R51_VISION_STARTUP_OK)

BERIE

- B A tests/model_executor/test_qwen3_omni.py 2 NAFIER; Ruff / format 1e&E@iT
; ERARMREFEM R XM

R

« vlim/model_executor/models/qwen3_omni_moe_thinker.py ({3t #ERISZH,; 25| source
; £ A data-contract) : Issue #49384 KIEZEERXHF; BE thinker EEXBILITF,
I use_deepstack ¥|EFE| visual tower ¥EZ JFH A StageMissinglayer 51, &+
X Bk S5 3| use_deepstack A EET,

« vllm/model_executor/models/qwen3_vl.py (#3k RIS, 25| source; KR
data-contract) : Qwen3-VL I, BEERS omni —3K; RRETRT
_get_deepstack_input_embeds By getattr SF R[5 “RE|iZEH X B S, BIBAEKG
£ ReMHRE X,

« vlim/model_executor/models/qwen3_vl_moe.py (#E3k ERISH,; K7 source; ER
data-contract) : 5 Qwen3-VL MBRIMEEE MoE BIRLWRFZRA, RIFABRBEITH—
R, B =XH—BEREAN—HL.

XHEF5S: Qwen3VLForConditionalGeneration.init,
Qwen3VLMoeForConditionalGeneration.init, qwen3_omni_moe_thinker %3 init,
_get_deepstack_input_embeds

KR BR

vlim/model_executor/models/qwen3_omni_moe_thinker.py

Issue #49384 WEAEAXM; B 5 thinker BEIFEILIRT, 1B use_deepstack HIZEFF|
visual tower M2 Z J53 H StageMissinglLayer FF1, ZHRXHEUWSLE] use_deepstack A



R,

# RPBE S KM vision tower, BH|E deepstack ZE T A,
# tower-skipping HLHISTE meta ®& LAIZE visual HER/FEH#A StageMissinglLayer;
# Ei% config IZATH|E use_deepstack, & meta && LB zero ZF KX,
# BESEHE forward # hidden_states + deepstack_input_embeds]...] it &
# "Tensor on device meta is not on the expected device cuda:0" FiR,
with self._mark_tower_model(vlim_config, {"image", "video"}):
self.visual = Qwen30mni_VisionTransformer(
vision_config=thinker_config.vision_config,
norm_eps=getattr(thinker_config.text_config, "rms_norm_eps", 1e-6),
quant_config=quant_config,
prefix=maybe_prefix(prefix, "visual"),

# RA visual tower ESZHFHE (k¥ StageMissinglayer &) B4 /2R deepstack
self.use_deepstack = hasattr(
thinker_config.vision_config, "deepstack_visual_indexes"
) and not isinstance(self.visual, StageMissinglLayer)
self.deepstack_num_level = (
len(thinker_config.vision_config.deepstack_visual_indexes)
if self.use_deepstack
else 0

)

self.visual_dim = thinker_config.vision_config.out_hidden_size
*

self.multiscale_dim = self.visual_dim * self.deepstack_num_level
# ZPXAXE deepstack EIET FRABED; vision /& A BRIRRIF zero-backed #IA,
# B RAEIR CUDA graph / torch.compile BB AR AT,
if self.use_deepstack:
self.deepstack_input_embeds = [
torch.zeros(
vlim_config.scheduler_config.max_num_batched_tokens,
thinker_config.text_config.hidden_size,
)
for _ in range(self.deepstack_num_level)
]
# ICREFXPAIKE token BE, 0 BRYRIRATEEH deepstack 13k

self.deepstack_input_embeds_num_tokens = 0

vlim/model_executor/models/gwen3_vl.py

Qwen3-VL F AL, BEERNS omni —3; RERERT _get_deepstack_input_embeds
getattr F W[5 REEEH X ELE, EEMERMEE RSN RS,

def get_deepstack_input_embeds(
self,
num_tokens: int,

) -> IntermediateTensors | None:

# R getattr MIAEEIEBMEIFME: vision tower BBk I RA|EETX,



# X E3RE None, LE forward 1€ None 1£4 language_model B e[ Bkt 7% £ &5+,
# R&f& AttributeError,
if not getattr(self, "deepstack_input_embeds", None):
return None # If vision tower is skipped
# Y profile_run B9 dummy token #X=[REABIL BRIAZE H LR
if num_tokens > self.deepstack_input_embeds|[0].size(0):
self._resize_deepstack_input_embeds(num_tokens)

# BRH AT num_tokens fTHI%E IntermediateTensors, fit decoder 7% E& 3£ A
return IntermediateTensors(

{
f'deepstack_input_embeds_{idx}": self.deepstack_input_embeds|[idx][
:num_tokens

]

for idx in range(self.deepstack_num_level)

)
B4
1. use_deepstack M5 vision tower BEMGE (design)

IsotrOpy & review FZiX: use deepstack RIZ M not isinstance(self.visual,
StageMissinglLayer) SF 1, fA{X{XKEL config B, EEREHE 3 MER dh 5 —T%5,
BRI EF R tower MEZE,

2. BPXERLBTHY AttributeError 2% (question)

DarkLight1337 $&Ia]: BMEMEE T, R deepstack_input_embeds REX, HEHAHE
AttributeError 8?7 fEEEIR: get deepstack_input_embeds().
_set_deepstack_input_embeds(). _clear_deepstack_input_embeds() #H getattr(self, "
deepstack_input_embeds", None) ¥T3k, getter 7 vision #BkiT B3R El None, forward f&
A None fdEvgiE R E X B,

3. BEEFEEYINR (testing)
IsotrOpy %7~ No need to add tests for now. Our CI has been too heavy.”, EEBRT ¥
B focused test, BRAF I A/B BElIiE53E 2 NAGIEE,

« use_deepstack K5 vision tower BEMSEE (design): FE qwen3_vl.py.
gwen3_vl_moe.py. gwen3_omni_moe_thinker.py F4%—¥ use_deepstack ¥|E5
vision tower BEMELRE

o X ERABEY AttributeError 3B (question): BLEF R B8 getattr SR EBEBRLE
MHER, TRBIMLIE,

« EEIEERVINR (testing): RFEMIR, KA test_gwen3_omni.py 5BITH BEHEE
1k

R 5 B



- R

« @)AXFE: use_deepstack 18X EMERINIEMAEHEIRE| self.visual WEZE, &
_init__ BHABRIZ (41 weights loader. _mark_tower_model WEREIE) =E
self.deepstack_num_level B self.multiscale_dim, T&EE3|EMRIEIL; A
BINA getattr FE, SLERAFRRRK,

OMERBE: RIENTNR, ETERBFTI A/B BIE; RkE#F StageMissinglayer =,
tower-skipping Z#EEMN, WEEFRERETIMAE CI K,

« —HMREE: =AMER S (gwen3_omni_moe_thinker.py. gwen3_vl.py.
awen3_vl_moe.py) TEZRFZHF, EREKHE—FERITHD X,

- MEBE / WA K; IEF vision BARATARE, X vision WK ABLEREFX,
R s> meta && BT AL E.

« AP " : audio-only & (ZH image/video) B Qwen3-Omni SRZ M RBENEIAR R
A, XIER Issue #49384 R&EE (AEMAL) HRFR,
« AR XA vision tower #EHA StageMissinglayer B3t A %, ZESIE
FRETELE,
- BB / RAGER M : G —B deepstack 5 vision tower FEMGE AT, XNE4:
Qwen AF|EARIHEEN deepstack BHSEMNME,
- RFetri: BEIBRATE , OFEEIINR , BEER RS EK
PRINUSZS
« PR #43617 ( AnEURAEMFIPIRAE, PR IEX$RK ): PR body FABASI AT #43617 B9Rit:
Y vision tower FER{REF zero-backed deepstack K&, #EHHmFESEL; K PR %

I tower-skipping & FHIAEXN T, RBkE vision #EHA StageMissinglayer By
&R B



